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Abstract
Digital information has become immensely abundant and ubiquitous in our lives.
During work or leisure, we traverse search results, news items, and status updates
for a wide range of purposes. Typically, information is displayed as lists ordered by
relevance or recency, which may be sufficient for displaying a few items. However,
considering the substantial increases in complexity and scale of many information
spaces, lists are of limited use for discerning how resources are related or what a
collection contains. In contrast, information visualization can utilize our perception
to reveal patterns and provide overviews of large datasets.
This dissertation investigates the potential of visualization for navigating growing information spaces, and presents methods for arranging and accessing digital
information. Unlike most information seeking models that emphasize informational
deficiencies, the approach taken here highlights information practices characterized
by curiosity. Picturing the searcher as an information flaneur with an exploratory
attitude, we can envision innovative interfaces for accessing information.
Three design studies are presented that are aimed to support casual exploration
while attending to the challenges and opportunities of informational abundance.
Addressing the diversity of relationships in many datasets, EdgeMaps combines
spatialization with graph-drawing techniques. Using an integrated representation
it is possible to see the semantic or temporal extent of influence, for example, among
philosophers or musicians. Visual Backchannel is motivated by highly dynamic
communication channels during large events and integrates evolving visualizations
for topics, participants, and photos of ongoing conversations. Approaching the difference in scale between large result sets and individual items, Fluid Views narrows
the gap between overview and detail in a zoomable search environment, in which
results portray similarity via position and relevance via size and level of detail.
The research is validated by prototype implementations, a large-scale Web study,
deployment during conferences, and consultations with search experts. The dissertation ends with a critical reflection about the role of values in information visualization. The insights gained from empirical and theoretical methods suggest novel
forms of information seeking and raise challenges for research and design.
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Introduction

The way we access information changed dramatically with the advent of the World
Wide Web more than 20 years ago. Similarly to how the printing press challenged
existing methods of capturing and conveying information, the Web (together with
the underlying Internet protocols) has had a disruptive effect on information storage and retrieval. While the Web began as an information space dominated by basic
hypertext, it has become a vast information space containing rich content and semantic relationships, and a platform for sophisticated interactivity and graphics. These
advances have gradually expanded the range of Web resources; however, the user
experience of information seeking has not changed much. In contrast to the dramatic
changes of the Web as an information space and software platform, the interaction
techniques for seeking information on the Web have only gradually evolved, with
keyword search still at its core. The canonical interface is a query box, followed by
results typically displayed as a list known as the ‘10 blue links’. This dissertation
presents research on new types of information seeking interfaces that utilize the increasing informational abundance and improving interactive capabilities of the Web.
The primary objective of this research is to better understand the potential of
visualization for exploring growing information spaces. Information visualization
is known to help the viewer to see overviews, relationships, and patterns in large
datasets (Card et al., 1999). In the following chapters, we investigate how interactive
visualizations can be designed to support exploratory forms of information seeking.
Rather than merely entering text queries and going through results, information visualization may provide a more engaging way to navigate information resources
and place them in the context of a large information collection.
In this chapter, we set the stage for the research presented in this dissertation.
First, we motivate this work by discussing opportunities and challenges arising from
informational and technological developments on the Web (Section 1.1). After discussing how the following work corresponds to current trends in related research
areas (Section 1.2), we outline our research methodology (Section 1.3). Finally, we
provide an overview of the following chapters of this dissertation (Section 1.4).
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1 Introduction

Motivation

In the following, we motivate this dissertation by relating today’s notions of information overload to the informational challenges of the past. We then frame the
motivation behind this research around challenges and opportunities arising from
informational and technological developments on the Web.

1.1.1 Information Overload Then and Now
The exponential growth of the World Wide Web, the rapid rise of social media, and
the recent emergence of big data suggest that we are facing a perpetually increasing
abundance of digital information. Such developments are often cited for people’s
growing sense of information overload.
A recent survey of studies on information overload identifies the growing size,
diversity, and change of information environments as the main causes for people’s
experience of information overload (Bawden and Robinson, 2009). The challenge
of information overload has been raised in both personal and professional contexts.
For example, when making consumption decisions, a proliferation of brands and
products can impede informed decision making (Jacoby et al., 1974). In the context of the medical community, the challenges of information explosion are not only
associated with number of articles, but an expansion and diversification of information needs between researchers and practitioners, as well as the fragmentation of
information across diverse sources (Huth, 1989). Furthermore, as more information
becomes “available in digital rather than printed form,” we face homogenized diversity, which is an increasing diversity and quantity of digital resources accompanied
by a homogenization of interfaces to access them (Bawden and Robinson, 2009).
While today’s notion of information overload may seem unique to the 21st century, strikingly similar observations have been made more than five centuries ago
after Gutenberg’s invention of the printing press. When taking a close look at the
history of information overload, it becomes apparent that early modern scholars
found themselves in a similarly paradoxical situation as we do today: on the one
hand, the printing press enabled radically improved access to information, on the
other hand, there were increasing pressures to keep up with the rapid publication of
printed works (Rosenberg, 2003). The changes precipitated by the printing press can
help us reflect about the changes that the Internet brings to the information culture
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of today (Bawden and Robinson, 2000). While the explosion of printed works was
perceived by many early-modern readers as threatening overabundance of information, it also fuelled the development of bibliographic techniques for keeping abreast
of the “horrible mass of books” (Leibniz, 1680, cited in Yeo, 2003).
The spreading of printing technology promoted and established techniques such
as footnotes, cross-references, table of contents, and indices that were previously
devised by scribes (Bawden and Robinson, 2000). Scholars developed their own personal reading techniques involving a mix of excerpting, note-taking, highlighting,
cutting, and pasting (Blair, 2003). Dictionaries and encyclopaedias were introduced
as scholarly tools for retrieving basic facts that would otherwise be scattered across
many works (Yeo, 2003). Since long before movable type made its debut in Western
Europe, the library emerged as an institution dedicated to the organization of growing numbers of information artefacts to make them available for scholarship. About
4,500 years ago, the archives of ancient Ebla (considered to be the world’s oldest library) provided access to thousands of clay tablets for administrative and scholarly
purposes (Wellisch, 1981). The tablets were shaped to convey the type of contents
they carried and arranged to reveal the first lines for each piece. Many tablets contained lists of gods, kings, and objects ordered by significance.
Images of ancient clay tablets and early modern printing put today’s information overload into a greater perspective. While modern libraries may feature highdensity book storage, digital full-text collections, and wireless connectivity, the roots
of today’s informational explosion reach back to ancient record keeping and early
modern printing. It is not farfetched to argue that today’s search interfaces are extensions of these historic ways of organizing information. While the form of information technologies for replication and storage may have changed drastically, their
main function has remained the same: provide better access to growing amounts of
recorded information. Precisely this, improving access to growing information spaces, is
the main purpose of our research.

1.1.2 Challenges and Opportunities
This dissertation is driven by informational and technological developments on the
Web. On one side, growing information spaces bring informational challenges that
necessitate new ways to access and make sense of information. On the other side,
emerging technological trends on the Web make new types of interfaces possible.
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Figure 1.1: Growing information spaces bring unique informational challenges.

Informational Abundance
Growing information spaces on the Web bring unique challenges to information access related to data scale, diversity, and change. These aspects of growing information spaces challenge us to find new ways of making sense of them (see Figure 1.1).
Scale. While the scale of the Web is hard to measure, consider almost 2 million
book reviews on the community site LibraryThing (2012), more than 845 million
profiles of active members on Facebook (2012), and more than 6 billion photos on
Flickr (2011). While we tend to access individual resources, entire collections hold
interesting patterns and insights that could be used to improve information access.
The challenge is to harmonize the perspectives on single items and entire collections.
Diversity. The wide spectrum of Web resources translates into a large variety of
facets and relations that can be used to explore information. Common facets are
tags, time, and location. More specific facets, for example, for commercial products,
are price and rating. In addition, resources are often interlinked by hyperlinks or
more implicit relationships based on similarities. The challenge is to extract relevant
information, design expressive visualizations that expose these aspects, and present
them in meaningful ways to information seekers.
Change. The explosion of content shared by people on the Web also constitutes a
tremendous level of data change. For example, more than 10 million article edits are
executed each month on the Wikipedia (Wikimedia, 2012), more than a billion status
updates are submitted to Twitter (2012b) every three days, and 60 hours of video is
uploaded to YouTube (2012) every minute. These levels of dynamics hold interesting, yet largely untold stories about current trends and historical developments.
These informational challenges do not only unfold in large communities or institutions, but also on a personal level. We are experiencing very similar growth of
personal resources such as emails, status updates, photos, and documents that could
benefit from better ways of making sense of them.
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Figure 1.2: Technological trends on the Web enable new forms of information seeking.

Technological Trends on the Web
Complementing increasing informational abundance, ongoing and projected developments advance the semantics, graphics, and availability of the Web (see Figure 1.2).
These trends can enable more exploratory forms of information seeking.
Semantics. More than ten years after the initial proposal of the Semantic Web
(Berners-Lee et al., 2001), we see more and more semantics embedded into Web resources following the Microformats approach (Khare and Çelik, 2006). Search engines (Schema.org, 2011) and news providers (Sandhaus, 2012) have agreed on data
schemas for semantic markup of information resources. In fact, search engines already expose semantically enriched results. In addition, photos and status updates
are increasingly associated with location information and tags providing geospatial
and topical context. The ongoing rise of semantically structured information on the
Web poses a great opportunity for new visual exploration interfaces.
Graphics. At first, rich interfaces on the Web relied on browser extensions, but now
interactive graphics are becoming natively supported by browsers as Web standards
are maturing. The upcoming HTML5 specification includes browser-native APIs
for embedding rich multimedia contents and interactive graphics without any use
of third-party plugins (W3C, 2012). Bitmap, vector, and 3D graphics will likely be
supported by all the main browser providers. While it will take several more years
until these developments reach the majority of Web users, innovative research and
design can now prepare with these trends in sight.
Availability. Considering that the Web is increasingly accessed via mobile devices
such as cellphones and laptops (Smith, 2010), the form factors and input methods
are changing as well. The increasing use of touch-enabled smartphones such as the
Apple iPhone and Android phones brings new ways of interacting with the Web.
Beyond touch, smartphones also have implicit input methods such as device location and orientation that can be exploited for new types of interaction. Large touch-
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enabled wall displays and interactive tabletops bring new opportunities for interacting with information in new settings such as public places and private homes.

1.2

Background

We situate our work at the intersection between information visualization, information seeking, and Web research. While each subsequent chapter of this dissertation
features a discussion of specific related work, here we place the doctoral research
into the overall context of current trends in these three related research areas.

Information
Visualization

Information
Seeking

Web
Research

Figure 1.3: The dissertation research falls into the cross section between information visualization, Web research, and information seeking.

The dissertation research falls into the cross section between information seeking,
visualization, and Web research (see Figure 1.3). The pairwise cross sections between
these communities represent currently active research areas: visualization on the
Web, Web search and browsing, and visual queries and results. The overlap between
these three areas defines the scope of this dissertation. While drawing from and
contributing to these areas, they assume distinct roles in our research:
– Information visualization is the primary focus of research and design. It is our
main goal with this dissertation to devise new visualization techniques.
– Information seeking provides the scenario that we consider. We are particularly
interested in exploratory information practices that are open-ended.
– The Web constitutes the informational and technical context, whose particular
characteristics drive and enable this research.

1.2 Background
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1.2.1 Information Visualization
Research on information visualization is concerned with the creation and study of
interactive and graphical representations intended for making sense of data. The
research community mainly agrees on the definition of information visualization as
“the use of computer-supported, interactive, visual representations of abstract data to amplify cognition.” (Card et al., 1999)
Information visualization has its roots in the visual records of early scientific measurements, thematic cartography, and statistical graphics (Friendly, 2008). In a sense,
information visualization inherits from these early beginnings a focus on dedicated
analysis. The strength of information visualization is to reveal patterns and relationships in datasets that may go unnoticed when read as numbers in long data tables.
To expose possibly interesting patterns, there are a range of visual variables at the designer’s disposal, such as size, colour, shape, and position (Bertin, 1983). Perception
studies have shown how certain visual variables are more suitable for distinguishing
quantitative relationships (Cleveland and McGill, 1984).
What sets information visualization apart from data graphics and thematic cartography is its interactive capabilities. By making visual representations respond
to a person’s input—traditionally via computer mouse and keyboard—the visualization becomes a tool for interactive exploration and analysis. Ben Shneiderman
proposed a widely followed mantra prioritizing the interactive features of visualizations: “overview first, zoom and filter, then details-on-demand” (1996).
Since the formation of ‘infovis’ as a dedicated research community, information
visualization researchers have conceived a wide range of interactive visualization
techniques for analyzing datasets that are, for example, high-dimensional (e.g., Inselberg and Dimsdale, 1990), hierarchical (e.g., Johnson and Shneiderman, 1991), or
interconnected (Herman et al., 2000). For many of the advances in information visualization, the target audience has been professionals such as financial analysts,
market researchers, and scientists. The ‘holy grail’ of information visualization has
been to help gain insights, which include
“discoveries, a deepened understanding, a new way of thinking, eurekalike experiences, and other intellectual breakthroughs.” (Chen, 2010)
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In contrast, more recent developments highlight social, casual, and artistic purposes of information visualization. For example, Many Eyes is an online community
that allows Web users to upload their data sets, choose visualizations, and discuss
these with other community members (Viégas et al., 2007). Many Eyes is only one
example among many Web-based initiatives that make visualizations more readily
available within the Web browser, which has become a major trend in visualization
research and practice (Heer et al., 2009). The development of visualizations moving
beyond professional domains and becoming part of everyday activities is described
as casual visualization, implying new challenges and audiences (Pousman et al., 2007).
The broadening use of visualization beyond expert analyses manifests itself also
in an increasing use of visualization as a medium for artistic expression (Viégas and
Wattenberg, 2007), which aims at creating beauty and triggering curiosity. For example, the artistic project We Feel Fine collects Web-based resources containing emotion
statements and provides a visually appealing and playful interface for exploring
them (Kamvar and Harris, 2011). The model of the information flaneur, introduced
in Chapter 2, reflects these casual and creative practices in the context of information
seeking, and advocates for the consideration of aesthetics and curiosity that inform
the design studies presented in Chapters 4–6.

1.2.2 Information Seeking
Information seeking research aims to better understand how people search for, access, and make sense of information resources, with the goal to build better information systems. While the related area of information retrieval focuses on search
technology, information seeking takes a broader, more human-centred perspective
on information practices. According to a nested model of information behaviour,
the study of information-seeking behaviour is
“particularly concerned with the variety of methods people employ to
discover, and gain access to information resources” (Wilson, 1999).
Information seeking models conceptualize in different ways how people seek and
make sense of information. For example, the notion of sense-making suggests that
information practices can be understood as constructive processes, during which
people actively make sense of the world (Dervin, 1983). A sense-making approach is
centred around a person, and explores the situations and structures they encounter.

1.2 Background
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For example, searching and browsing online repositories has been described as a
form of berrypicking using various information sources and search techniques (Bates,
1989). To understand information seeking from the human perspective, one can consider the searcher’s feelings, thoughts, and actions. For example, Kuhlthau’s (1991)
information search process frames the searcher’s experience along stages ranging between anxiety and relief. Akin to the focus of traditional information visualization
on experts, information seeking studies have predominantly considered the information behaviours of professionals (e.g., Ellis, 1993; Makri and Warwick, 2010).
Information seeking research tends to emphasize not only professional contexts,
but also problem orientation and negative experiences. More recent studies on actual information practices paint a different picture. There has been an increase in
studies of information practices in everyday life uncovering complex information
activities and strategies (e.g., McKenzie, 2003). Information researchers have more
closely investigated the role of serendipitous discoveries for information seeking
(e.g., Erdelez, 1999). Furthermore, pleasure and positive emotions have been identified as neglected aspects of many information seekers’ experiences (e.g., Fulton,
2009). These developments around everyday, serendipitous, and positive information practices point to a perspective on information seeking that informs the research
presented in this dissertation. We discuss these developments in detail in Chapter 2.

1.2.3 Web Research
As the Web weaves itself into our daily lives (Lindley et al., 2012), research on the
Web has become highly interdisciplinary, ranging from technical questions about
engineering Web systems and measuring their performance to more cultural considerations of the Web’s impact on people’s behaviour and the appropriate design
of Web content. Building on ideas from Bush’s memex (1945) and Engelbart’s NLS
(1968), Tim Berners-Lee conceived the World Wide Web with rather ambitious aims:
“firstly to make a single, easy user-interface to all types of information
so that all may access it, and secondly to make it so easy to add new
information that the quantity and quality of online information will both
increase.” (Berners-Lee, 1992)
In retrospect, these aspirations have been strikingly prophetic. As discussed before, the Web has been and still is undergoing rapid informational and technological
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developments. These developments drive not only the work presented in this dissertation, but many research efforts across disciplinary boundaries. While from a
technical point of view the Web may be just one of many applications running on
top of the Internet, it can also be considered the “most used and one of the most
transformative applications in the history of computing” (Hendler et al., 2008) with
wide-reaching social, theoretical, and technical implications deserving its own scientific field of research.
In the context of computing, the Web has informed and enabled, for example, the
design of scalable search algorithms (Page et al., 1998), evolving system architectures (Fielding and Taylor, 2002), and rich, interactive applications (Garrett, 2005)—
to name a few. The evolution of the Web into Web 2.0 describes its qualities as a
platform for interactive software, a context of collectively shared resources, and an
environment for participation and community (O’Reilly, 2005).
The emergence of social media and social networks on the Web has especially
raised the interest among researchers from diverse domains beyond computer science, such as sociology and psychology (e.g., Gosling et al., 2004). On the one
hand, the activity in online communities such as Twitter can be considered valuable research material for understanding people’s behaviours, motivations, and values (e.g., Koepfler and Fleischmann, 2012). On the other hand, the Web gives rise
to new instruments for undertaking research. For example, studies can be carried
out on the Web with experimental tasks offered to many voluntary participants via
crowdsourcing services such as Mechanical Turk (Kittur et al., 2008).
The Web assumes a pivotal role for our research. We utilize the Web as the context
for studying the potential of visualization for information seeking (see Chapter 3),
collecting data represented in new visual representations, and implementing fullyfunctional prototypes of visual exploration systems (see Chapters 4–6).

1.3

Approach

The aim of this research is to explore the potential of visualization to support exploration of growing information spaces. After laying out informational and technological developments as the practical backdrop, and the research areas as the academic
context, we now present the research approach pursued in this dissertation.
Our overarching objective is to expand our understanding of how visualization
can help information seekers in exploring diverse and changing information spaces.

1.3 Approach
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In particular, we aim to investigate how information visualizations can be conceived
to support searchers as they engage in exploratory forms of information seeking with
vague and changing information needs. We are interested in how visual and interactive representations can be designed to help searchers develop a sense of overview
and curiosity during the information seeking process, i.e., the ability to orient oneself
in the information space and the desire to discover possibly unexpected information.
Rather than merely entering text queries and browsing through result sets, interactive visualizations may provide more effective ways to explore information spaces
along multiple dimensions, and view resources in the context of their collection.

1.3.1 Research Questions
The fundamental hypothesis of our research is that visualization can support a form
of information seeking that complements established Web-based interaction techniques (search and browsing) as a more high-level way of navigating large volumes
of resources. To approach this hypothesis, we pose the following research questions:
Q1. How can information practices be conceptualized to envision new interfaces?
Q2. How would people use visualizations to explore an information space?
Q3. How can we create rich search interfaces for growing information spaces?
Q4. What are implications of visualizations when used to advocate for change?
These questions guide the overall research presented in this dissertation. We formulated them in an open-ended manner that is amenable to a research process drawing from several related areas and incorporating multiple methods. While these
questions are phrased broadly, we seek to find answers in the context of specific
scenarios with particular problems. We are especially interested in supporting information practices characterized by curiosity, serendipity, and reflection. Picturing
the searcher as a person with an exploratory attitude, we seek to envision visual
interfaces supporting the exploration of Web resources such as shared photos, status updates, and blog posts. The design studies address three concrete challenges
arising from informational abundance: complexity of data relations, dynamics of
changing information streams, and scale differences between overviews and details.
We pose more specific research questions and design goals in the following chapters.
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1.3.2 Methodology
To approach the above research questions, we have devised a fourfold methodology.
Each of the following research activities—literature review, mixed-method evaluation, design studies, and critical reflection—approaches one of the four research
questions (Q1–Q4). These activities also correlate with the general structure of the
dissertation as a whole and, in part, apply to individual components.
Literature Review. To conceptualize information practices in a way that informs
and inspires innovative design of search interfaces (Q1), we thoroughly study prior
work on information seeking, visualization, and Web research. In particular, we
survey research on information seeking with a focus on serendipitous, exploratory,
and everyday-life information seeking. We synthesize evidence from recent studies
on information practices to derive a theoretical concept for information seeking that
guides the work presented in this dissertation. In addition, we discuss prior work
related to the given scenarios and introduced techniques of the case studies.
Mixed-method Evaluation. We follow a mixed-method approach to study how interactive visualizations can support the exploration of information spaces (Q2). We
present results from a Web study of a visual exploration system instrumented for
capturing anonymized logs in order to study both usage and performance. This
evaluation method differs from research undertaken in lab settings. Using a Webbased prototype allows us to analyse interactions of many participants and request
their feedback on the system. The findings from the Web study provide the empirical
foundation for the design studies introduced later. In addition, we used less comprehensive methods such as expert interviews, real-world deployments, and scenariobased walkthroughs to evaluate the utility of the visualizations and interfaces.
Design Studies. To explore the possibilities of visualization for rich informationseeking interfaces (Q3), we present three design studies that integrate visualization,
interface, and system design with prototype implementation and some form of evaluation. Each design study addresses one particular challenge arising from growing
information spaces: increasing data complexity, change, and scale. While applied
to particular collections, we introduce visualization and interaction techniques that
can be re-used and adapted for different types of information spaces. We discuss the
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decisions we made throughout the design process and our rationale behind them.
We implement the design as fully functional prototypes providing interactive access
to actual datasets and thus allowing us to evaluate them through different methods.
Critical Reflection. To better understand the implications of visualizations when
used to advocate for change (Q4), we develop a critical perspective on information
visualization as the main subject of this dissertation. Our aim is to explore the role
of the designer’s and viewer’s values in the creation and use of visualization, especially when used to engage people around social issues. We retrospectively apply
the proposed principles to our own design studies. We also include comprehensive
discussions of the concepts, designs, and evaluations we present. The intention is to
reveal limitations of our work and point out opportunities for future work.

1.4

Overview

As summarized in Table 1.1, the dissertation has three parts. Part I is concerned with
information practices and the potential of visualization (Chapters 2 and 3). Part II
forms the core of this dissertation, presenting three design studies exploring the use
of visualization to search through growing information spaces (Chapters 4–6). Part
III offers a critical perspective on information visualization and our design studies,
and concludes the dissertation with a summary and future work (Chapters 7 and 8).

Part I: Considering Information Practices
The first part of the dissertation establishes the conceptual and empirical foundation
on which the rest of the dissertation builds.
Chapter 2. Based on a survey of human-centred perspectives on information seeking and the literary figure of the flaneur, the information flaneur offers an inspiring
persona and informative interaction schema for designing novel search interfaces.
Using the model of the information flaneur as the basis, we derive implications for
research and design that we address with the design studies presented in Part II.
Chapter 3. In this chapter, we characterize visual exploration as a form of information seeking that utilizes interactive visualizations to navigate an information space.
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Table 1.1: Dissertation overview
Part

Chapter

Contributions

2 Information Flaneur

Human-centred perspectives;
persona and interaction schema

3 Visual Exploration

Evidence for potential and
suggestions for design

4 EdgeMaps

Integrate explicit and implicit
relations to see new type of insights

5 Visual Backchannel

Integrate the recent and the now to
follow a conversation at a high level

6 Fluid Views

Integrate ranking and similarity
to gain overview and access details

7 Critical InfoVis

Critical approach to information
visualization research and design

8 Conclusions

Future research directions

I Considering information
practices

II Exploring possibilities
for visual search

III Reflecting on information
representation

We then present encouraging results from a large-scale, mixed-method Web study
during which participants used a visual exploration system and shared feedback
about their experience. Based on these findings, we discuss the potential benefits of
visual exploration and highlight challenges and open questions.

Part II: Exploring Possibilities for Visual Search
The second part presents three design studies of visual exploration interfaces (see
Figure 1.4). We conceived these projects to support the information flaneur in navigating growing information spaces. Each of these design studies addresses a different aspect of informational abundance: complexity, dynamics, and scale.
Chapter 4. In this chapter, we explore representational challenges arising from the
complexity of different types of data relations in growing information spaces. We
introduce the EdgeMaps visualization technique that integrates relationships, such
as influences and similarities among philosophers, painters, and musicians.
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a) EdgeMaps
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b) Visual Backchannel

c) Fluid Views

Figure 1.4: Three design studies are presented to address issues of informational abundance.

Chapter 5. In this chapter, we investigate the visualization of data change as another key aspect of growing information spaces. The scenario for this design study
is digital backchannel conversations during large events. We describe the design of
Visual Backchannel, a visual exploration system that represents dynamic information
streams using interactive visualizations that make the data change explorable.
Chapter 6. Scale is the focus of this chapter. Starting with the notion of overview
and detail, we frame this design study around the tension between abstraction and
detail. With Fluid Views, we introduce a zoomable search environment that integrates
item details into abstract overviews by combining search ranking with visualization.

Part III: Reflecting on Information Representation
In the third and last part of the dissertation, we develop a more critical perspective
on our own work and information visualization.
Chapter 7. In this chapter, we propose Critical InfoVis, a critical approach to information visualization that promotes transparency, plurality, contingency, and empowerment. After using these principles as a critical lens to discuss the visualization
design studies, we propose concrete strategies, design implications, and challenges
for information visualization researchers and practitioners.
Chapter 8. Lastly, we summarize the contributions of this dissertation and outline
promising opportunities for the future study and design of visualization for information seeking.
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I Considering Information Practices

2

The Information Flaneur
Taking a Fresh Look at Information Seeking

In this chapter, we formulate the conceptual framework that guides the research
and design elaborated in this dissertation. After a brief introduction, we situate our
approach by revealing three basic premises about information spaces (Section 2.2).
We then turn to the literary figure of the flaneur as an inspiring lens for thinking
about information spaces and exploratory practices (Section 2.3). To establish a
broad empirical basis for rethinking how we traverse information spaces, we discuss prior research on cognitive, behavioural, perceptual, and affective aspects of
information seeking (Section 2.4). The main contribution of this chapter is the information flaneur, a human-centred model for information seeking, consisting of a
poetic persona, an interaction schema, and an illustrative scenario (Section 2.5). Using this model as the basis, we derive concrete implications for research and design
(Section 2.6) that we address with the design studies presented in this dissertation.

2.1

Introduction

The World Wide Web has stimulated social and technological transformations that
are arguably comparable to those from the invention of the printing press. Both
inventions have triggered strikingly similar reactions. Scholars of that historical
era were worried about keeping up with the rapid publication of books, yet were
also intrigued by growing information access (Rosenberg, 2003). Today’s abundance
of digital information—as exemplified by our email inboxes, news feeds, and Web
search results—can be viewed similarly, as both overwhelming information overload and fascinating information access. This issue is triggering research across a
wide variety of fields such as cognitive science, psychology, information science,
human-computer interaction, and information visualization.
Drawing upon a wealth of literature from several fields, we seek to develop a
broad perspective on information seeking and envision a new approach to supporting information practices. While this chapter is philosophical in flavour, the ideas
are well-grounded in prior research, which we highlight and quote throughout the
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chapter. We also argue that many of the trends in the Web today, including increased
browser functionality, enriched media formats, emerging semantics, and user mobility, provide the enabling technologies for a fresh approach to information seeking,
particularly one that utilizes human perceptual and cognitive skills and considers
positive human traits such as curiosity and reflection.
Principally, information seeking research strives for a human-centred understanding of the search process (e.g., Belkin et al., 1982; Kuhlthau, 1991; Wilson, 1997).
However, even though information seeking research is intentionally focused on the
human aspects, it is typically contextualized along deficiencies, by aiming to satisfy
information needs (Wilson, 1997), bridge knowledge gaps (Belkin et al., 1982), and
overcome uncertainty (Kuhlthau, 1991). This emphasis on information deficiencies
corresponds with the determination to help people cope with ‘information pathologies’ such as information overload, anxiety, and withdrawal (Bawden and Robinson,
2009). Despite the emergence of more casual terms like ‘surfing’ and ‘browsing’, traditional information seeking is framed predominantly as a ‘serious’ process relying
on accuracy and efficiency to help survive the threats of the information age. Besides a few attempts at rethinking information practice (Fulton, 2009; Ross, 1999),
more ‘casual’ perspectives that incorporate play and pleasure, for example, have not
found their way into information seeking models and theories.
However, several empirical studies on information practices provide rich evidence
for a different picture of information seeking. Research on everyday (e.g., Savolainen,
1995), serendipitous (e.g., Williamson, 1998), and exploratory (e.g., Marchionini, 2006)
information seeking suggests a shift away from keyword search and ‘10 blue links’
as the dominant model for search (Broder et al., 2010). To develop this shift, a positive perspective on information seeking is needed that brings together the mind,
heart, senses, and soul of the information seeker. Recent work on aesthetics in
human-computer interaction (Udsen and Jørgensen, 2005) and visualization (Pousman et al., 2007) provides such a perspective, highlighting experience, imagination,
and reflection as important considerations in interface design. We aim to explore
these experience-based considerations in the context of information seeking.
To formulate a fresh approach to information seeking, we introduce the information
flaneur, a conceptual model inspired by the literary figure of the urban flaneur and
informed by four human-centred perspectives. The flaneur is an urban wanderer,
who leisurely walks through streets and squares interpreting and re-imagining the
city (Benjamin, 1973). The human-centred perspectives provide insights about cogni-
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tive, behavioural, perceptual, and affective aspects of information seeking. Following the flaneur’s attitude toward the city, we paint the persona of the information
flaneur as someone who sees beauty and meaning in growing information spaces.
By envisioning the information flaneur to be curious, creative, and critical, we advocate a shift from negative concepts such as information deficiencies and pathologies
towards positive information experiences and activities (Kari and Hartel, 2007).
As concrete examples, consider reading the news, following status updates about
a large event, and exploring a library catalog. How could interfaces be designed
to support open-ended and enjoyable interaction with information? How can interfaces provide both overviews of entire information spaces and details of particular
resources? The information flaneur provides a vision to design such interfaces. We
devise a schema for information seeking that conceptualizes interaction with information spaces at varying levels of exploration and immersion along information
behaviour, visual perception, motivation, and emotion. Based on the information
flaneur, we then present explorability as a guiding principle for design, and raise
research challenges regarding information abstraction and detail.

2.2

Premises

In the following, we outline three basic premises that situate our work.
Information spaces and their interfaces are not inevitable technical solutions, but cultural
artefacts that need to be open for reflection, critique, and reinvention. Since growing information spaces form the backdrop of many human activities today they have a dual
complexity, concerning both their technical realization and social adoption. On the
one hand, growing information spaces raise technological challenges around scale,
heterogeneity, and dynamics that are driving innovations in computer science and
other areas of research. On the other hand, growing information spaces imply a social complexity with regard to communities and their representation, which is typically addressed in the humanities and social sciences. This dual nature between
technical challenges and social implications is seldom considered in concert. For
example, search can be seen as an engineering challenge to optimize precision and
recall, yet it is important to realize that result rankings can also have embedded values with social or political ramifications (Goldman, 2008).
Information seeking is an inherently complex human experience that includes a wide range
of emotions and motivations beyond a particular problem or need. To develop a perspec-
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tive on information seeking that is human-centred and holistic, we take aesthetics
as the analytical basis. While there is no universal definition of aesthetics (Koren,
2010), a literature survey of aesthetics in computer science by Udsen and Jørgensen
(2005) suggests four main approaches: cultural, functionalist, experience-based, and
techno-futurist. For our purposes here, we adopt the experience-based approach as
it rejects the primacy of utilitarian considerations in favour of a wider angle that
includes more affective experiences such as enjoyment and surprise. In the context
of information seeking, where problem-oriented paradigms such as Kuhlthau’s information search process (1991) are prevalent, aesthetic considerations have been
largely absent. Seeking to expand the understanding of information seeking beyond
deficiencies and pathologies, an aesthetic lens can help expand our perspective to
include more diverse experiences.
Technological trends on the Web enable the design of novel interfaces for exploring growing
information spaces. The Web, arguably the most significant information space today, is
undergoing considerable transformations that enable entirely new ways of information seeking. In particular, developments around Web-based semantics, graphics,
and interaction allow new ways for exploring information. More and more structured data are embedded into existing Web pages (Khare and Çelik, 2006), news are
being marked up semantically (Sandhaus, 2012), and even the entire Wikipedia (Auer
et al., 2007) is exposed as a semantic information space. The maturing HTML5 specification (W3C, 2012) provisions rich interactive graphics to become natively supported by Web browsers. The Web is increasingly accessed via mobile devices (Smith,
2010), so that input methods are diversifying considerably, including touch input
and implicit input such as location and orientation.

2.3

The Flaneur

The computing and information sciences are shaped by analogies derived from work
settings such as offices and libraries. This leads to an emphasis of corresponding
metaphors such as the desktop with its files and folders and databases with indices
and keys. Our goal is to reach beyond these analogies and develop a new perspective
that highlights curiosity, reflection, and imagination. For this, we assume that cities
can be places of creative exploration and borrow the concept of the flaneur from
cultural studies as an inspiring, human-centric perspective that can help us envision
novel interfaces that are more playful, pleasurable, and profound.

2.3 The Flaneur
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2.3.1 Observer and Painter of the Modern City
Derived from the French masculine noun ‘flâneur’, the flaneur is an urban character who makes himself at home in the boulevards, arcades, and cafes of Paris in the
1840s (Benjamin, 1973). Scholars of different periods have had differing views on the
poetic or subversive qualities of the character (Gluck, 2003). While these differences
reveal that the seemingly benign urban wanderer has been claimed by different political and artistic waves, we do not choose any particular narrative, but rather strive
for a faceted, more inclusive interpretation.
Curious Explorer. The flaneur appears to have no goal; rather, experiencing city
life is his primary aim. Without becoming fully part of it, he passes through squares
and crowds making sense of the city. While the cityscape may be teeming with
crowds and commerce, the flaneur opens his senses and paints his own picture of
the city (Benjamin, 1973). The growing disparity between the large city population and the individual makes it unlikely for him to meet personal acquaintances
by chance (Benjamin, 1973). While city life becomes more accelerated, the flaneur
keeps a leisurely pace, resisting the growing speed of emerging capitalism. The flaneur moves “through space and among the people with a viscosity that both enables
and privileges vision” (Jenks, 1995). He explores the city following “whatever cue,
or indeed clue, that the streets offer as enticement to fascination” (Jenks, 1995).
Critical Spectator. The flaneur also has a critical side that allows him to create his
sense of what is happening around him. Fascinated by the commercial spectacle, he
is also aware of the accompanying social realities (Benjamin, 1973). The approach
of the flaneur toward the city can be seen as a critical method of seeing modernity,
“an analytic form, a narrative device, an attitude towards knowledge and its social
context” (Jenks, 1995). The flaneur can be seen as a contradictory figure torn between
fascination and rejection. While he sees poetry and beauty in the urban landscape,
he is also a cultural critic resisting the commercialization and acceleration by taking
his time and “walking out of step” (Jenks, 1995). One can see in him the growing
opposition to the late-modern city that becomes more “rational, predictable, visually
coherent, but emotionally alienating” (Gluck, 2003).
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Creative Mind. The flaneur’s critique of urban acceleration and alienation is accompanied by a creative “aestheticisation of everyday life” (Jenks, 1995). Viewing
the urban story as epic heterogeneity, the flaneur is an interpreter making the “urban landscape legible and meaningful” (Gluck, 2003). While there was no particular
flaneur who came to fame for his artistic works, one can see in the flaneur a collective
“spectator and depicter of modern life” (Jenks, 1995). An avant-gardist interpretation of the flaneur sees in him “radical creativity” dismantling, re-assembling, and
re-imagining the urban form, while being “deliberately selective in focus and aestheticizing in technique” (Gluck, 2003). Instead of turning the world into a set of
categories, the flaneur has the unique “capacity to relate to the world through multiple facades” (Gluck, 2003).

2.3.2 The Flaneur and Information Seeking
There are several striking similarities between growing cities of the 19th century and
growing information spaces of today, especially with regard to the relation between
the individual and the whole (see Figure 2.1). As cities have become the cultural
backdrops of daily activities for the majority of people in the world, digital information spaces increasingly assume a similar role. In the following, we briefly highlight
growth, significance, and conflict as important commonalities:

Figure 2.1: The relationship between a flaneur and the large city (left) bears some similarity to
the relation between information seekers and growing information spaces (right).

– Growth. The city of the flaneur and today’s information spaces continuously
grow. In both cases, there is a significant discrepancy between the individual
and the disproportionately large—urban or digital—environment.

2.4 Human-centred Perspectives
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– Significance. Like the late-modern city can be seen as a grandiose cultural artefact, information spaces arguably form the culturally significant phenomenon
of our times. They are becoming an important context for our daily activities
as part of work, play, and community.
– Conflict. Cities and information spaces are also contexts for social struggle and
negotiation. Urban issues such as acceleration and alienation do not remain
uncontested. Similarly, information spaces pose issues such as copyright, network neutrality, and information poverty.
Considering these parallels between cities and information spaces, we see the flaneur as a lens through which to investigate new perspectives on information seeking.
We are particularly interested in his exploratory mindset towards the city. In order to
experience the city, the flaneur does not methodically navigate streets, checking each
edifice like a building inspector in search of code violations. Nor does the flaneur
hastily interrogate each city-dweller, like a police officer in search of a thief. Because
the flaneur does not accurately scrutinize everything that crosses his path, he is able
to sense what city life is about on a higher level. It can be argued that the flaneur is
the embodiment of exploration and serendipity, while the police officer and building
inspector personify traditional search and browsing.

2.4

Human-centred Perspectives

In the following, we draw from interdisciplinary research on cognitive, behavioural,
perceptual, and affective aspects of information seeking, to gain a broad understanding of information practice and experiences. We are particularly interested in empirical insight that can inform the design of novel interfaces.

2.4.1 Cognitive Models
Information seeking has been conceptualized using human cognitive processes. An
early attempt to describe information seekers was the analogy of the informavore, a
living being whose “mind survives by ingesting information” from the surrounding
world (Miller, 1983). Dervin’s (1983) notion of sense making focuses on the interaction with such a world through situations and structures. Important premises are
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that “reality is neither complete nor constant” and that information is not “independent of and external to human beings” (Dervin, 1983). Information seekers are
creators of the world, engaging in a “circling of reality” including a multitude of observations and perspectives. Central to Dervin’s approach are discontinuities in the
real world and gaps in the knowledge of the information seeker. The challenge is to
help information seekers turn information gaps into sense-making opportunities.
Information Search Process
Kuhlthau (1991) proposed a linear model that describes information seeking as a
progression of stages for the information seeker’s feelings, thoughts, and actions. In
an information search process, a person starts out with vague thoughts and feelings
of uncertainty, and then moves towards clearer, more focused thoughts and feelings
of confidence and satisfaction. Kuhlthau highlights a conceptual mismatch between
a person’s information problems (“uncertainty and confusion”) and a system’s view
of information (“certainty and order”). Based on an interview study of 45 interdisciplinary researchers, Foster (2004) proposes a non-linear model of information
seeking that captures three interrelated cognitive approaches: opening, orientation,
and consolidation. During the opening phase, the information seeker expands the
search process to many sources and channels. Then, during orientation, a general direction emerges that gradually sharpens the information seeker’s focus and interest.
During the consolidation phase, the information seeker evaluates found resources
and incorporates new information through thinking, writing, and discussions.
Information Foraging
Another line of research on information seeking considers the costs involved in
sense-making tasks, in particular with regard to the use and cost of external representations (Russell et al., 1993). Following from this, information foraging describes
how the searcher weighs the cost of retrieving a given resource against its perceived
information value for accomplishing a given task (Pirolli and Card, 1995). The main
information foraging processes are assessing, seeking, and handling of information
sources. One approach to indicate the potential value of information is to enrich result lists with visual cues, such as information scents (Chi et al., 2001), which guide
the information seeker from one resource to the next.
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Orientation
An important aspect of information seeking is having a sense of orientation (i.e.,
where one is, and where one seeks to go next). The notion of orientation combines a
sense of overview (having an idea of the lay of the information landscape, in a maplike fashion) and direction (having an idea of where one has been, how to move
forward, and how to return). In an information space, this notion of map and directionality typically refers to an information need or interest. A diary study on email,
file, and Web search revealed orienteering as an information seeking style in its own
right that includes small situated steps toward a target (Teevan et al., 2004). Situated information seeking required less cognitive effort than explicit search, and also
provided the searcher with a sense of context, control, and trust. This finding suggests that step-wise interactions can help information seekers gain a greater sense
of orientation in large information spaces. However, existing search interfaces often
exhibit abrupt changes of context between different result lists and from one result
to the next. The research and design challenge is to design search interfaces that help
information seekers gain and maintain a sense of orientation.

2.4.2 Information Behaviour
Information seeking is an information behaviour that can be characterized by the
concrete actions that information seekers engage in. For example, Bates (1989) described interaction with online information systems as berrypicking, an evolving
search using a wide variety of sources and techniques.
Searching and Browsing
The two elementary forms of information seeking are searching and browsing. While
the former is typically characterized as purposeful and goal-directed, the latter is
seen as more open and casual. This distinction finds resemblance in different types
of reading as either locating information for a certain task, or open-ended reading for
general comprehension (Guthrie and Mosenthal, 1987). In order to support varying
degrees of goal orientation in the browsing of online information, a retrieval system
needs to provide adequate information structures and interaction techniques (Cove
and Walsh, 1988). Conceptually, browsing can be seen as “movement in a connected
space” (Kwasnik, 1992) and as the “scanning [of] its content (objects or representa-
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tions) and/or structure, possibly resulting in awareness of unexpected or new content or paths” (Chang and Rice, 1993). Toms has shown how a retrieval system’s
information representation and an information seeker’s needs are highly influential
on the browsing process (Toms, 2000, 2002).
Other forms of information seeking include monitoring and recommending information (via a system or person). Information streams on community sites such as
Digg and Twitter allow for hybrids between recommending and monitoring.
Serendipity
Occasionally, we find interesting and inspiring information by accident. That is,
we did not explicitly look for it, or expect to find it. This property is referred to as
serendipity. In several studies on people’s information practices, it has been observed
that serendipitous information encountering constitutes a key component of acquiring relevant information and resources. For example, a study on the information
practices of 202 elderly people revealed how participants typically learned important
information from family, friends, and media without actively seeking it (Williamson,
1998). A study of 194 people reading books for pleasure has shown how book readers actively monitored libraries, magazines, and their friends, in order to increase
the probability of information encounters (Ross, 1999). A study on the information
practices of interdisciplinary researchers has shown how 45 researchers regarded
serendipity as a purposive activity (Foster and Ford, 2003). The authors suggest
that information systems should help the information seeker develop a mind that is
open towards new information, encouraging people to “step back and take a broader
view” (Foster and Ford, 2003).
These studies provide interesting insight into how people engage in open-ended
information practices that help keep them informed, while encountering new information, and cultivating an open mind. However, existing interfaces centred around
keyword search and filtering have been identified as a threat to such serendipitous
information encounters (Foster and Ford, 2003; schraefel, 2009). Approaches to designing for serendipitous information encountering include similarity-based suggestions (Toms, 2000) and visual information surrogates (Kerne et al., 2008).
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Exploratory Search
Exploratory search is an attempt to broaden information seeking from simple lookup
towards knowledge building (Marchionini, 2006), aiming to support “users [to] explore, overcome uncertainty, and learn” (White et al., 2006) without specific questions or tasks in mind. The issue is how to create interfaces that help the searcher
freely engage in information exploration. While there are few interaction techniques
or approaches that are explicitly designed to support exploratory search, faceted
navigation is a notable exception. Faceted navigation could be viewed as an exploratory
search technique because it provides the searcher with multiple ways to navigate an
information space without entering explicit search queries (English et al., 2002). A
comparative usability study with 32 art students has shown higher levels of confidence, satisfaction, and recall with a faceted versus a search-based interface (Yee
et al., 2003). Researchers observed how the facets on the start page would provide “ideas about what to search for”. In another study, eye gazing information
from 18 university students using a faceted library interface indicated that the facets
were crucial during the exploration process (Kules et al., 2009). The faceted interface helped the study participants to orient themselves in an unfamiliar information
space, and provided guidance for proceeding with their search.
Everyday Life Information Seeking
Information seeking is often portrayed as an activity carried out by knowledge workers situated in professional settings and interacting with information systems. However, there is a wider range of information practices in everyday life involving a great
diversity of information sources and situations. A study on the information practices of 19 women pregnant with twins has revealed interesting insights into their
everyday information seeking. Participants would engage in two complementary
information seeking stages: connecting and interacting (McKenzie, 2003). During the
connecting stage, participants established an association with people, locations, and
institutions, which gradually led into the interacting stage, during which they actually requested or encountered information. An interview-based study with 11 workers and 11 teachers from Finland has revealed similar findings (Savolainen, 1995).
Participants sought both orienting and practical information, with the former referring to finding appropriate or relevant sources and the latter consuming the actual
information. The parallels between these two studies are evident, considering the
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connecting stage as a way to find orienting information and the interacting stage to
access practical information. An interesting question is how novel interfaces could
support this dual nature found in everyday information seeking.

2.4.3 Visual Perception
While our perceptual system was trained by our distant ancestors looking for food
and predators, we are now exploring how to utilize our vision for today’s challenges.
Element Detection
An interesting aspect of visual perception is the ability to rapidly discern certain
elements based on different visual features. Early research attributed this ability
to preattentive processing, which functions across the whole visual field in parallel,
followed by attentive processing that works serially on individual locations (Treisman and Gelade, 1980). More recent research associates preattentive processing with
higher-level more attentive functions, as part of a two-way mechanism (Wolfe, 2003).
Experiments utilizing our preattentive capabilities for visualization show that certain perceptual tasks can be accelerated, such as element detection, grouping, and
value estimation (Healey et al., 1996). Further studies on reaction time during visual
search have shown that previously scanned locations within a scene have a slower
response time than those not yet attended (Klein, 2000). This phenomenon, called
inhibition of return, explains how our perceptual system relishes novel information,
and thus facilitates visual foraging behaviour (Wang and Klein, 2010). These studies
on preattentive processing and inhibition of return provide important insight into
how our perceptual system favours both visually salient and newer elements. This
has interesting implications for the design of novel information seeking interfaces.
Visual Momentum
Search interfaces are characterized by several discrete display changes. That is, a
changed query is often followed by a blank screen, and then another screen with
the new search results. The cognitive experience of display changes can be examined using visual momentum as the reciprocal of “mental effort required to place
a new display into the context of the total data base and the user’s information
needs” (Woods, 1984). Higher levels of visual momentum, i. e., less mental effort,
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can be achieved by providing more gradual display transitions, helping the viewer
to comprehend the new display state more quickly. Current search interfaces have
low visual momentum, since they require a lot of mental effort to relate successive
displays. Recurring results are only indicated if they were actively visited, which
does not include those items that a searcher has already mentally discarded on a
previous screen. Well-known techniques such as animated transitions, detail-ondemand overlays, and zoomable interfaces improve visual momentum, but are only
rarely used in search interfaces.
Information Visualization
Result listings typically convey a ranking, which is often opaque to the information seeker, who does not know the criteria behind the ordering of selections portrayed. On the other hand, information seeking interfaces could benefit much more
from our perceptual capabilities to help distinguish and relate resources. Building
on our perceptual capabilities, information visualizations are “computer-supported,
interactive, visual representations of abstract data to amplify cognition” (Card et al.,
1999). Important functionalities to be supported in information visualization include
overviews, zooming, filtering, and detail-on-demand (Shneiderman, 1996). Considerable research has been devoted to the use of visualizations during information
seeking, however, they are still centred around search queries and results. For example, several techniques have been developed to explore the use of interactive visualization for query formulation (Spoerri, 1993) and result representation (Hearst, 1995).
For the exploration of databases, it has been shown how interactive sliders can act as
visual filters that are tightly coupled with visualizations (Ahlberg and Shneiderman,
1994). Subsequent research has shown how a Web-based multiple-view interface can
be used for filtering and visualization of blogs and photos along time, location, and
tags (Dörk et al., 2008). Considering growing information spaces and diverse information interests, the challenge is to represent a range of perspectives and venture
beyond the query-response paradigm. Initial attempts have been made to introduce
aesthetic considerations to visualization design and research (Pousman et al., 2007),
however, more work (and play!) is needed to understand the role of aesthetics in
representing and exploring growing information spaces.
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2.4.4 Emotion and Motivation
In addition to cognition, behaviour, and perception, information seeking involves a
wide range of emotional experiences and personal motivations. A selection of the
relevant literature is discussed in the following.
Higher Things in Life
The typical starting point of information seeking is the information need, also known
as ‘anomalous state of knowledge’ (Belkin et al., 1982) or knowledge gap (Dervin,
1983). These negative notions characterize the information seeker along two deficiencies: inadequate knowledge to solve a problem, and an inability to specify the
information need itself. Kuhlthau (1991) follows this deficiency-oriented approach,
and sees confusion and uncertainty at the beginning of an information search process. In addition to these information deficiencies, Bawden and Robinson (2009)
identify a range of information pathologies—such as information overload, anxiety, and withdrawal—that accompany the ‘digital transition’ as more digital than
printed information is being recorded and released.
However, recent research suggests that this emphasis on deficiencies is not representative for a wide range of information practices. It can be argued that information
seeking research emphasizes “lower things of life” such as problems and pathologies. In contrast, Kari and Hartel (2007) suggest a greater emphasis of “higher things
in life”, which they see as “positive human phenomena, experiences, or activities
that transcend the daily grind with its rationality and necessities.” Within the set of
higher things, they distinguish between “the pleasurable”, such as art, fiction, and
play, and “the profound”, such as creativity, ethics, and personal growth.
Pleasurable Information Practices
Pleasure constitutes a particularly underrepresented aspect of information seeking.
A study of avid readers choosing books for leisurely reading reveals a diversity of
perspectives and motivations for selecting the next book—including its title, blurb,
and cover, as well as the reader’s competencies, preferences, life experiences, and
mood (Ross, 1999). The study participants saw their reading as a way of making
sense of themselves and the world. They found that “wide and frequent reading”
helped them find answers to current problems without engaging in deliberate infor-
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mation seeking (Ross, 1999). A study of 24 hobby genealogists reveals how feelings
of enjoyment, enthusiasm, and dedication were an integral part of their information
seeking experience (Fulton, 2009). Instead of feeling anxious or uncertain, the genealogists saw unfamiliarity with a topic as an inviting challenge to increase their
knowledge. The researchers observed how positive emotions further increased the
genealogists’ “confidence with an evolving information landscape” (Fulton, 2009).
Flow and Curiosity
The aforementioned genealogists often found themselves immersed in their hobby
“to the point of losing track of time” (Fulton, 2009). Such levels of absorption have
been referred to as “flow”, a mental state in which a person is fully immersed in an
activity that brings a sense of harmony and satisfaction (Csíkszentmihályi, 1997). A
survey of 288 college students and their opinions of the Web revealed a similarly
deep involvement with information technologies, but accompanied by high levels of
playfulness (Agarwal and Karahanna, 2000).
Based on multiple studies, Kashdan et al. (2004) formulate a model of curiosity
that links perceived novelty and challenge with opportunities for personal growth.
The curiosity model consists of two complementary tendencies: 1) exploration: “tendencies to seek out new information and experiences”, and 2) absorption: “tendencies to become fully engaged in these rewarding experiences” (Kashdan et al., 2004).
These two tendencies have some similarities with the previously discussed dual nature of everyday information seeking, in that they share the sense of higher-level
navigation and lower-level interaction. The challenge is to envision interfaces that
support both broad and deep interaction with information spaces.

2.5

Envisioning the Information Flaneur

With the information flaneur, we propose a human-centred model for positive information practices neglected by previous information seeking models and theories.
It is inspired by the literary character of the urban flaneur, and grounded in prior
research on cognitive, behavioural, perceptual, and affective aspects of information
seeking. While the practices embodied by the information flaneur, which we discuss
in the following, have been observed in several studies, they are not well considered
in the design of information seeking interfaces and systems. It is not our intention
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to propose here a comprehensive theory for information seeking, but instead a fresh
vision for future interfaces that support a range of information activities and experiences. The model consists of a poetic persona, an interaction schema, and an
illustrative scenario. We also compare it with existing information seeking models.

2.5.1 The Information Flaneur as a Poetic Persona
We see the information flaneur as a poetic persona inspired by a literary figure
and informed by empirical research. Congruent with personas in interaction design (Cooper and Reimann, 2003), the information flaneur is a descriptive model of
a user that is based on extensive research. The information flaneur does not represent
all forms of information seeking, but a particular class of practices, goals, and motivations involving exploration, reflection, and imagination. In this sense, we do not
‘invent’ the information flaneur, but observe and characterize emerging information
practices that are underrepresented by existing models. We are using the urban flaneur as a lens to view exploratory attitudes of information seekers and characterize
a coherent persona (see Figure 2.2). We describe the information flaneur as vividly
as possible to engage the empathy (and creativity) of designers and researchers.
Cognitive Models
Information Behaviour

Information Flaneur

Visual Perception
Emotion & Motivation
Urban Flaneur

Figure 2.2: The information flaneur is grounded in prior research on information practices
(left). Gathering these perspectives, the urban flaneur serves as a lens that brings
out the information flaneur.

Curious Exploration
Similar to the urban flaneur’s appreciation of the city form (Benjamin, 1973), the information flaneur is intrigued by “evolving information landscapes” (Fulton, 2009).
While the urban flaneur feels at home in streets and cafes, the practices of the information flaneur are embedded into her daily activities and environments (Savolainen,
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1995). She monitors her surroundings to pursue her interests (Fulton, 2009; Ross,
1999), encounter new information (Erdelez, 1999; Kashdan et al., 2004), and stay
informed (Williamson, 1998). As the urban flaneur perceives “the world through
multiple facades” (Gluck, 2003), the information flaneur explores unfamiliar information using several tools and facets (Bates, 1989; Kules et al., 2009; Yee et al., 2003).
Sometimes she navigates information spaces using step-wise interactions toward information targets (Teevan et al., 2004). At other times, she uses visualizations that
make use of her perceptual capabilities (Card et al., 1999) providing her with perspectives that are related to the privileged views of the urban flaneur (Jenks, 1995).
Interactive visualizations allow her to detect salient and novel elements in information landscapes (Healey et al., 1996; Wang and Klein, 2010).
Critical Reflection
Resisting the growing acceleration of modern capitalism (Benjamin, 1973), the urban flaneur becomes a cultural critic and chooses to walk “out of step” (Jenks, 1995).
Similarly, the information flaneur’s practices run counter to common emphases on
gaps, problems, and uncertainty. Instead, she foregrounds ‘higher things in life’,
such as pleasurable and profound experiences (Kari and Hartel, 2007). As the urban
flaneur confronts a city that becomes more predictable and rational (Gluck, 2003),
the information flaneur avoids interfaces that constrain serendipitous information
encounters through excessive filtering and ranking (Foster and Ford, 2003; schraefel,
2009). Instead, she enjoys “bumping into information” (Erdelez, 1999). Similar to
how the urban flaneur is not blinded by the spectacle to ignore social consequences
of capitalism (Benjamin, 1973), the information flaneur cultivates an “open and questioning mind” as a strategy to find “hidden connections” (Foster and Ford, 2003).
Creative Imagination
Analogous to the urban flaneur recognizing both the real and imagined character of
the city (Jenks, 1995), the information flaneur scans her real and fictional environment to make sense of herself and the world. By engaging in “wide and frequent
reading”, the information flaneur finds answers to problems without actively engaging in information seeking (Ross, 1999). The urban flaneur’s “amusement, excitement, adventure and enchantment, unavailable to ordinary spectators” (Gluck, 2003)
resembles the information flaneur’s enjoyment and personal meaning in exploring
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unfamiliar information spaces (Fulton, 2009). As she experiments with novel technologies (Agarwal and Karahanna, 2000) and becomes deeply engaged with new information discoveries (Kashdan et al., 2004), she may lose a sense of time, yet gains
a sense of fulfillment (Csíkszentmihályi, 1997).

2.5.2 An Experience-based Interaction Schema
The information flaneur’s exploratory behaviour is not captured by current information seeking models. Our goal is to gain a better understanding of her information practices on the basis of empirical research and inform the design of interactive methods for exploring information spaces. To that end, the following schema
uses evidence from previously discussed studies that examined people’s information practices in the context of everyday life (McKenzie, 2003; Savolainen, 1995) and
curiosity (Kashdan et al., 2004). Furthermore, the schema draws on established insights about orientation, visual momentum, serendipity, and perception during information seeking.
The interaction schema has two dimensions: experience and activity (see Table 2.1).
The experience dimension resembles the four human-centred perspectives on the
cognitive, behavioural, perceptual, and affective aspects of information seeking. The
activity dimension contains two intertwined information activities: horizontal exploration and vertical immersion, between which the information flaneur gradually
shifts throughout her information practice.

Cognition

Behaviour

Perception

Emotion

Horizontal
Exploration

develop a general
sense of orientation

explore information
along several facets

see overview of
information space

follow mood and desire
for new information

Vertical
Immersion

pursue a specific
interest or need

access individual
information resources

see full details
of resources

engage in pleasing and
profound experiences

Table 2.1: The experience-based interaction schema outlines four experiential perspectives
(top) characterizing two interrelated activities (left).
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Horizontal Exploration
Horizontal exploration is a broader type of information activity during which the information flaneur monitors and explores information spaces on a high level. This
activity is based on the ‘connecting’ stage (McKenzie, 2003) when ‘orienting’ information (Savolainen, 1995) was accessed in studies on everyday information seeking. Furthermore, in the context of the curiosity model, horizontal exploration corresponds to an information flaneur’s tendency to “seek out new information and
experiences” (Kashdan et al., 2004).
During horizontal exploration the information flaneur is open to a wide array of
resources and facets and gradually develops a general sense of orientation (Foster,
2004). She uses interactive visualizations to see high-level overviews of information spaces and explore information patterns and relationships (Shneiderman, 1996).
Pursuing diverse facets and perspectives on information spaces (Bates, 1989; Dervin,
1983), the information flaneur follows her own personal inclinations and is guided
by visual cues along the way (Healey et al., 1996; Wang and Klein, 2010). She cultivates her desire to find both inspiring and challenging information by following a
playful approach to information seeking (Agarwal and Karahanna, 2000; Foster and
Ford, 2003; Kashdan et al., 2004). When a visualization reveals a particularly interesting piece of information, the information flaneur may shift into the information
activity of vertical immersion.
Vertical Immersion
Complementing the higher-level activity of horizontal exploration, vertical immersion
is a more absorbing activity during which the information flaneur follows her interest or curiosity at a more detailed level. This activity corresponds to the everyday
information practices of ‘interacting’ with ‘practical’ information (McKenzie, 2003;
Savolainen, 1995). In the context of the curiosity model, vertical immersion represents the tendency “to become fully engaged” in enjoyable experiences (Kashdan
et al., 2004). Practically, this means that the information flaneur accesses detailed
views (Shneiderman, 1996) of resources and actively makes sense of information
(Dervin, 1983) in the context of an information space. This may include randomly
flipping through the pages of a book to get a sense of what it is about (Ross, 1999) or
the challenging, yet pleasing interaction with a new insight (Fulton, 2009).
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Vertical immersion and horizontal exploration form a continuum as intertwined
activities supporting each other. For certain sub-activities, the information flaneur
may rapidly alternate or gradually shift between the two activities to find related
information or make connections between resources. Shifting between exploration
and immersion may involve step-wise navigation (Teevan et al., 2004) and gradual
display changes that sustain visual momentum (Woods, 1984).

2.5.3 An Illustrative Scenario
In order to exemplify the persona of the information flaneur and the interaction
schema, we describe an illustrative scenario of an information flaneur called Frances.
For Frances, a range of information spaces provide the context for making sense
of the world. She particularly enjoys exploring the daily news and her friends’ status updates by looking at topical patterns over time using interactive visualizations.
Sometimes she links weather and mood information from different data sources providing unique views of occasionally interesting relationships. For example, she noticed the other day how people complain less about work when it rains. Frances is
fascinated by digital information spaces, yet, she criticizes the commercialization of
information spaces and rejects centralized collection of personal data. However, she
is very engaged in demanding the release of data concerning environmental pollution and public spendings. Furthermore, she is not only an information consumer,
but she typically shares her own opinions on current issues, public discourse, and
works of art. While the default views created by professional interface designers give
her basic ways to access information, Frances enjoys creating her own visualizations
that are based on her own preferences and perspectives. She regularly explores the
personal data patterns of her friends, which they share with her privately, in order
to receive personal data paintings in return.
Sometimes when exploring the news, Frances encounters information about issues she is passionate about. One evening, she finds unsettling information about a
recent oil spill that was close to her city, detailing the companies involved and their
environmental track records. After some investigation, Frances finds incident logs
from one of the implicated companies. Employees concerned about their company’s
environmental practices anonymously leaked these logs, revealing several critical
incidents in the recent past. Frances is outraged that the company has not informed
the public. Getting more absorbed by the issue, she decides to write an opinion piece
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and create a mashup visualization of the incident data with photos of the oil spill.
When she sends her article to an environmental community blog, she is surprised to
notice that it is already well past midnight.

2.5.4 Comparison with Previous Models
Building on top of prior information seeking research and related domains, the information flaneur constitutes a move away from models based on information deficiencies or pathologies towards positive traits and information practices.
Most information seeking approaches model the information seeker as a person
with information needs (Bates, 1989; Belkin et al., 1982), the need to survive (Miller,
1983), knowledge gaps (Dervin, 1983), and feelings of uncertainty (Kuhlthau, 1991)
weighing resource value against sense-making cost (Pirolli and Card, 1995; Russell
et al., 1993). However, studies on serendipitous (Erdelez, 1999; Foster and Ford,
2003; Williamson, 1998), leisurely (Fulton, 2009; Ross, 1999), and everyday information seeking (McKenzie, 2003; Savolainen, 1995) have shown that many information
practices are driven by interest, desire, and an open mind. Based on this evidence
and the mindset of the urban flaneur, we conceptualized the information flaneur
with positive attitudes and experiences such as exploration, reflection, and imagination, i. e., as a mirror image of how information seekers are typically portrayed.
It is generally assumed that searching and browsing co-occur in a complementary fashion as part of an evolving (Bates, 1989), multi-faceted (Chang and Rice,
1993), linear (Kuhlthau, 1991) or non-linear (Foster, 2004) information seeking process. The duality of searching and browsing describes a gradient between directed
and undirected information seeking. However, in studies on everyday-life information seeking (McKenzie, 2003; Savolainen, 1995) and curiosity (Kashdan et al., 2004)
another distinction emerged, namely between high-level, exploratory and low-level,
immersive activities. The experience-based interaction schema of the information
flaneur is the first attempt to conceptualize exploratory and immersive information
experiences at multiple levels of interaction with information spaces. Regardless
of whether she is driven by specific goals or general curiosity, the information flaneur shifts between high-level and low-level activities that are not yet explicitly supported by today’s information seeking interfaces.
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2.6

Implications for Research and Design

The experiences of the information flaneur cannot be designed and our model is not
a recipe to induce certain behaviours. Instead, we see the information flaneur as a
visionary model inspiring innovation. Well-grounded in research, the information
flaneur suggests a shift towards a positive notion of the information seeker engaging in horizontal exploration and vertical immersion. In the following, we outline
concrete design goals and research challenges that guide the work presented in this
dissertation.

2.6.1 Designing for Explorability
A new set of principles is needed to guide innovative design of information seeking
interfaces. We pose explorability as an umbrella goal that integrates principles that
have evidence for supporting the information flaneur in cultivating her curiosity,
reflection, and imagination. As an initial set of explorability principles, we suggest
the consideration of orientation, visual momentum, and serendipity—concepts that
can directly inform interface design.
– Orientation within an information space denotes having a sense of overview
and direction. Orientation can be supported through situated navigation, faceted
navigation, and information visualizations.
– Higher levels of visual momentum need to be supported in order to ease the
shifting between horizontal exploration and vertical immersion. Visual momentum can be increased through a range of techniques including animated
transitions, zoomable interfaces, and detail-on-demand.
– Opportunities for serendipity could be increased by juxtaposing resources that
share meaningful facets or relate to one’s previous interactions. Visual saliency
can be used to emphasize a resource in the display.
Explorability deliberately lacks established usability principles (Nielson, 1993).
While they are important and should be considered in later design phases, we share
the concern that they may impede the initial creation of novel interfaces (Greenberg
and Buxton, 2008). Furthermore, usability typically centres around specific goals
and tasks, a perspective that may constrain the possibilities for finding innovative
interfaces for open-ended information seeking.

2.6 Implications for Research and Design

41

2.6.2 Seeking Information with Visualizations
In order to design interfaces for explorability, we anticipate that the next major shift
in information navigation will be one from textual to visual, and from relevance to
relationships. This shift is foreshadowed by considerable research on visualization
for search over the last two decades (e.g., Ahlberg and Shneiderman, 1994; Clarkson
et al., 2009; Dörk et al., 2008; Hearst, 1995; Spoerri, 1993) and the wide-spread use
of tag clouds and interactive maps on the Web. However, conventional search interfaces still lack visual overviews of results, let alone entire information spaces. Only
small sets of items are displayed and ranked by search term relevance. While the
value of overviews to represent information collections is recognized (Greene et al.,
2000), search interfaces employ the visual modality primarily for previews of individual resources using thumbnails or text snippets. To enable the practices embodied by the information flaneur, involving meaningful overviews of and orientation
within growing information spaces, we propose a visual paradigm for information
seeking that advocates a multiplicity of perspectives.
Beyond Textual Flattening
To find new ways to think about and interact with growing information spaces, it
can be helpful to examine the dominant frame of reference. While the sheer volume
and variety of information on the Web may defy any attempt to be reduced into
one frame of reference, in practice, search engines have established text as the dominant mode of information representation. Even faceted search interfaces represent
rich information aspects such as resource colour, shape, and material as lists of textbased links or controls (Yee et al., 2003). However, similarly to how the doctrine of
the Flat Earth constrained the perception of the world, the current primacy of text
influences how we view the information spaces around us. Resources are indexed
based on textual contents or metadata, then queried using textual search terms, and
finally presented mostly as textual search results. This approach makes it easy to
find something specific that can be expressed textually, however, it also transforms
multifarious information spaces into flat worlds of text.
Text is computationally convenient, since keyword indices and ranked lists are
much easier to generate than rich visual information displays. However, text does
not make the best use of our visual perception, and it limits the ways we engage with
information. In particular, search interfaces rely on the separation of information ac-
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cess between query formulation and result navigation, as evidenced by the ubiquitous search box and result list. In a sense, this query-response paradigm inherits the
ancient legacy of the all-knowing oracle that one would ask the right question and
then interpret the response. In a recent commentary in Nature, Etzioni (2011) argues
for the perfection of this trend by transforming search engines into general questionanswering machines. However, more exploratory forms of information seeking are
not motivated by explicit questions or problems, but rather by general interests and
desires (White et al., 2006; Wilson and Elsweiler, 2010). While current search interfaces provide tiny glimpses into information spaces along an individual search
query, we never get a sense of their entirety.
Toward Information Landscapes
Building on emerging informational and technological developments on the Web,
and experiences from maturing information visualization research, one could devise a more visual and interactive approach for information seeking. Interactive
visualizations could become powerful instruments for information seeking, complementing the canonical tools for searching and browsing used today. Coupled with
more sophisticated data mining and richer semantics, interactive visualizations can
reveal otherwise hidden facets and expose them as new frames of reference. In contrast to text, which is used today as a unified perspective on information, visualization offers room for many alternative ways of seeing information. Information
visualizations can be used to convey overviews, show distributions of information
resources across multiple facets, and allow the exploration of diverse relationships
and resources. The goal for visualization design, then, is to expose important facets
not only as a way of seeing growing information spaces in a new light, but also a
tool that allows for new ways of interacting with them.
While a focus on relevance and accuracy forms the basis of conventional search interfaces, information seekers often have vague and changing information interests.
Similar to the urban flaneur not knowing what he would encounter when strolling
through the city, information seekers often do not know yet what to look for and
what they may encounter. Rather than locating specific resources, information seeking along these lines satisfies higher-level information needs such as learning and
discovery (Marchionini, 2006). How could one support these information practices?
For this dissertation, we investigate how visualization-based interfaces could be de-
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signed and implemented to help people orient themselves in growing information
spaces and discover new and possibly unexpected resources and relationships.
Towards this end, the combination and coupling of direct manipulation and visual
representation (Ahlberg et al., 1992) suggests powerful ways of situating data items
in the context of their larger collection. While traditional information visualization
aims to help domain experts make findings and gain insight based on thorough data
analysis, there is untapped potential for information visualization to help casual information seekers in open-ended information navigation motivated by information
interests as opposed to needs. Considering the emergence of semantics and graphics
on the Web and the surge of touch-enabled devices, interactive information visualizations have the potential to turn abstract information spaces into graspable information landscapes. We imagine that exploring information spaces using interactive
visualizations can be a more holistic and exploratory form of information seeking.

2.6.3 Bridging Abstraction and Detail
Turning to information visualization in order to support people in their open-ended
information practices raises challenges associated with informational abundance, in
particular issues of scale and representation. Information spaces considered for information seeking are typically discrete data sets containing individual resources
with possibly inconsistent metadata. Novel interfaces in support of the information flaneur need to be designed to expose commonalities. By using reoccurring
facets and data patterns, information visualizations can represent discrete information spaces as continuous information landscapes. Such visual information landscapes should be designed to be as inviting, inspiring, and informative as possible.
The challenge is to integrate the abstract nature of information visualization with
the detail of visual previews. Analogous to the continuum between horizontal exploration and vertical immersion (see Section 2.5.2), abstraction and detail should
not be seen as discrete and separated. We aim to find new interaction and representation techniques that bring these two views of information spaces and resources
closer together, supporting a more integrated information experience. As illustrated
in Figure 2.3, we suggest that the space between abstraction and detail can be designed as a gradual continuum.
– Abstraction: At the level of conceptual representation, entire information spaces
can be shown as visualizations. Representation techniques could be timelines,
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Abstraction

Conceptual Representation
as time lines, maps, graphs, etc.
continuum

Literal Presentation
Detail

as thumbnails, trailers, snippets, etc.

Figure 2.3: In order to support horizontal exploration and vertical immersion, novel interfaces need to bring together abstraction and detail.

maps, and graphs, depending on the facets of interest.
– Detail: Literal presentations provide detailed previews of a few information
resources, using thumbnails, movie trailers, and audio snippets, for example.
While previews provide a higher level of detail, there are limits to the number
of resources that can be shown. Abstract visualizations, however, can summarize
large sets of resources along interesting facets, while sacrificing some level of detail.
The challenge is to make visualizations that encourage horizontal exploration and
provide a diverse range of facets and representations that invite vertical immersion.

2.7

Summary

Information seeking is a complex human activity, and as such it is a great challenge to
design powerful interfaces to support it. Considering positive information practices
through the lens of the flaneur, we developed new ways to think about information
seeking by making the following contributions:
– First use of the urban flaneur’s mindset towards the city as an inspiring analogy for information seeking.
– An interdisciplinary literature survey on cognitive, behavioural, perceptual,
and affective aspects of information seeking.
– A human-centred model for positive information practices featuring a poetic
persona, a novel interaction schema, and an illustrative scenario.
– Implications for designing information seeking interfaces towards explorability and creating visualizations for the purpose of information seeking.
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There are some caveats with the approach outlined in this chapter, among which
we briefly discuss two here. First, the comprehensive consideration of interdisciplinary research provided us with a broad view on information seeking. However,
such a wide angle may have sacrificed the depth and completeness for those perspectives. We tried to compensate for this by focusing on information experiences that
inform a positive approach to information seeking. Second, we ‘borrowed’ the urban
flaneur from cultural studies as an inspiring lens. This poses the risk of constraining the understanding of a phenomenon to its analogy (Miller, 1983) and reducing
a rich philosophical school of thought (Leahu et al., 2008). To counter these possible
pitfalls, we attempted to retain both the complex and critical aspects of the urban
flaneur in our vision of the information flaneur.
We see the information flaneur as part of an emerging trend towards better understanding of and support for positive information practices. The information flaneur
poses many exciting challenges of which we outlined a few with regard to interactive
explorability, issues of representation, and informational abundance. We ultimately
need novel ways to support the practices of the information flaneur in curiously and
critically moving through information landscapes and creatively constructing meaning. For the purpose of supporting the information flaneur’s practices, we have proposed explorability as a guiding principle, and the use of interactive visualizations
for information seeking as a promising research direction. In the next chapter, we
empirically study a preliminary interface designed for visual search, and examine
the potential and challenges of visualization for information seeking.
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3

Visual Exploration
Studying Visualization for Information Seeking

In this chapter, we provide evidence about the feasibility of visualization for information seeking. Building on the model of the information flaneur introduced
in the previous chapter and prior work on visualization for search and on the Web
(Section 3.2), we characterize visual exploration (Section 3.3) as a form of information seeking that utilizes interactive visualizations to navigate an information space.
We present encouraging results from a large-scale, mixed-method Web study during which participants used a visual exploration system and shared feedback about
their experience. After briefly describing the functionality of a previously introduced
exploration system (Section 3.4), we will give a high-level overview of the study
(Section 3.5) and then present in detail our findings about the system performance
(Section 3.6) and participant feedback (Section 3.7). Based on these findings, we discuss the potential benefits of visual exploration and highlight challenges and open
questions raised by the findings (Section 3.8). We then derive concrete implications
for our research presented in this dissertation (Section 3.9). While the previous chapter provided the conceptual framework, this chapter provides an empirical starting
point for the design studies presented in the forthcoming chapters.

3.1

Introduction

Seeking information on the World Wide Web is an activity undertaken daily by millions of people around the world. This computer use is expanding into more and
more aspects of our daily activities as we increasingly turn to the Web for information, entertainment, and community. With broader uses of the Web, the spectrum of
available Web resources has been expanding as well. At its beginning 20 years ago,
the Web was a distributed information repository dominated by basic hypertext.
Since then, it has become an ever expanding information space featuring diverse
resources and rich links indicating social, semantic, and spatial relationships.
Browsing and searching have been and still are the fundamental interaction techniques for information seeking on the Web. Since the beginning of the Web, informa-
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tion seekers use Web search to find relevant resources and follow hyperlinks from
one Web page to the next. With the ongoing evolution of search engines, Web users
gain quicker access to much more content with improving control over what they
can access. However, while the spectrum of resources continues to broaden, most
developments in Web search unfolded in the backend of search engines concerning
the technical infrastructure and algorithms for crawling, indexing, and retrieving
billions of Web resources. The appearance of the interfaces used for Web-based information seeking has been evolving at a much slower pace. The canonical search
interface is still a text-based query box, followed by results that are typically broken
up into paginated, textual lists. While this approach usually leads to some relevant
resources, it lacks overviews of the information space.
We see visual exploration as the next navigation technique on the Web, in addition to searching and browsing. Visual exploration involves the use of interactive
visualizations to see overviews of information spaces and formulate search queries.
It is generally understood that information visualization can make large volumes
of data more accessible through visual representation and interaction (Card et al.,
1999). Leveraging the predisposition of human cognition towards visual perception, visualizations can provide summarized views of information that can be more
easily grasped by the viewer (Healey et al., 1996). Drawing from visual information seeking in databases (Ahlberg and Shneiderman, 1994) and faceted navigation
along multiple categorizations (English et al., 2002), visual exploration is part of an
ongoing evolution towards higher-level and more engaging ways of interacting with
information spaces. Interactive geographic maps and tag clouds can be seen as the
harbingers of visual exploration on the Web. As much as searching is tightly connected with browsing, we anticipate that visual exploration will be complementary
to these existing navigation techniques.
In this chapter, we study visual exploration as a navigation technique that utilizes
visualization for information seeking. So far, visualization is rarely deployed in the
context of information seeking, which is why there is little evidence for its potential.
The main research question behind this chapter is: What are the potential benefits and
challenges of visual exploration? To answer this question, we conducted a large-scale,
Web-based study using previously introduced visualization widgets (VisGets) that
integrate graphical summarization with query formulation (Dörk et al., 2008). Based
on a mixed-method approach, the results provide findings about the system’s performance, participants’ uses of the interface, and their reaction to visual exploration.
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We discuss these insights and derive implications for the design of visual exploration
systems, which we explore further in the subsequent chapters.

3.2

Background

In the following, we give a brief overview of related research on visualization for
exploring information spaces, visualization for search, and Web-based visualization.

3.2.1 Visualizing Information Spaces
Information workspaces were an early approach for designing digital environments
that optimize the cost structure of information seeking (Card et al., 1991). Systems
that followed this approach typically featured three-dimensional interfaces for focus+context views (Mackinlay et al., 1991), hierarchy and network visualizations
(Robertson et al., 1991; Hendley et al., 1995; Hearst and Karadi, 1997), and window
or page layouts (Card et al., 1996). These systems suggested novel ways of representing information structures such as filesystems and hypertext links through 3D
visualizations, though, the metadata or contents of resources were not visualized.
In order to represent several data dimensions and indicate relationships between
them, multiple coordinated views integrate several visualizations into one interface (Baldonado et al., 2000). Zooming into a specific region of one view updates the linked
views accordingly (Buja et al., 1991). Similarly, temporarily selecting items in one
visualization highlights all corresponding items in the linked views. For example,
geographic information can be explored in an interface where two linked visualizations are provided for spatial and conceptual domains (Cai, 2001). Coordinated
views have not yet been utilized for Web-based information seeking.

3.2.2 Information Visualization for Search
Visualizations can also help information seekers to formulate queries and assess retrieved search results. Previous research has explored the role of interactive visualizations for formulating queries primarily against offline databases. For example,
dynamic queries provide interactive graphical elements acting as visual filters tightly
coupled with visualizations (Ahlberg and Shneiderman, 1994; Spence and Tweedie,
1998). It has been shown that interactive selections in an information visualiza-
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tion can be used to successively reduce data to subsets (Hofmann and Theus, 1998;
Theus, 2002) and adjust visual representations of query terms (Spoerri, 1993; Jones,
1999). These early attempts to utilize interactive visualization for formulating search
queries have so far not been widely applied to Web-based information seeking.
Besides query formulation, there has been considerable research on using information visualization for the display of search results. Result visualizations can be
distinguished between preview and overview displays (Greene et al., 2000). In order to help searchers assess the relevance of search results, small per-result visualizations can represent both document-query similarities and document characteristics
integrated into lists or table layouts (e.g., Hearst, 1995; Klein et al., 2002). Results can
also be displayed as enhanced visual previews that combine thumbnails with text
snippets (Woodruff et al., 2001; Teevan et al., 2009). Most visual search tools that are
available on the Web focus almost entirely on the visual content of resources and display simple thumbnails, but rarely use visualization to provide enhanced previews
or overviews. One approach to add higher-level visual overviews of search results is
to utilize the layout. For example, result thumbnails can be positioned according to
a visualization such as a bar chart, as demonstrated by the zoomable search interface
PivotViewer (Microsoft). Overview visualizations can provide context for search results (Clarkson et al., 2009) and interactive access to whole document collections or
result sets using spatialization methods, such as multi-dimensional scaling (Wise
et al., 1995; Cribbin, 2009). Generating visual overviews of entire collections is still
computationally expensive, especially for large information spaces, such as the Web.
Recently there has been work at the intersection between faceted navigation and
visualization. For small collections and databases, novel visual interfaces integrate
query formulation with result representation. For example, FacetMap and FacetLens
represent multiple interactive facets of personal information collections and databases
(Smith et al., 2006; Lee et al., 2009). The Elastic Lists technique also encodes the number of members per facet value using relative height per list item to represent content
distribution across facets (Stefaner and Müller, 2007; Stefaner et al., 2008). These advances are very promising and hint at what we will describe later in this chapter as
visual exploration. So far there has not been any formal research on the performance
of such systems and the benefits for information seeking.
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3.2.3 Web-based Information Visualization
Since the beginning of the Web, not only have the range and number of resources
been expanding, but also the possibilities for interactivity and graphics. Until recently, however, most visualization research focused on static data sources and local
visualization logic. Since the Web is becoming a powerful medium for information visualization that can be utilized as both a data source and a delivery mechanism (Rohrer and Swing, 1997), we are increasingly seeing information visualization
running in Web browsers and representing Web data.
At first, Web-based information visualization relied on browser extensions such
as Flash and Java. Now, increasingly rich graphics and interactivity are becoming natively supported by current Web browsers as the HTML standard is maturing (W3C, 2012). Furthermore, there is a push towards asynchronous communication between browser and server logic, allowing for much larger information spaces
to be explored (Garrett, 2005). We are seeing work on client-side software libraries
that support interactive visualizations in the Web browser (Huynh et al., 2007; Bostock and Heer, 2009; Bostock et al., 2011). These and other advances of the Web
as a platform have made Web-based visualization much more feasible. Enabling a
responsive interface is still a significant challenge. While some research on this has
been done (e.g., using preview and refinement phases for queries (Plaisant et al.,
1999), or dividing data manipulation between client and server based on the complexity of the visualization (Wood et al., 1996)), it remains an open problem to ensure
responsiveness and interactivity when datasets are distributed across the Web.
With information visualization moving onto the Web, a novel type of visualization practice is evolving that is targeted to support casual uses of information visualization (Pousman et al., 2007). For example, Web-based visualizations of historic
baby names (Wattenberg, 2005) and emotions expressed in social media (Harris and
Kamvar, 2006) share a sense of playfulness and artistic appeal. Furthermore, visualizations are increasingly becoming part of Web communities where data and
visualizations are shared and actively discussed (Viégas and Wattenberg, 2007).
Two visualization techniques that have become prevalent on the Web are tag clouds
and geographic maps. A tag cloud is a simple visualization technique consisting of
keywords displayed with varying sizes representing their frequency among shared
resources such as bookmarks or photos. There have been suggestions to improve
layout and drawing of tag clouds (Hassan-Montero and Herrero-Solana, 2006; Kaser
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and Lemire, 2007). However, the simple alphabetically sorted tag cloud of differently sized keywords is probably the most widely used. Studies have shown that
tag clouds support a range of information seeking tasks through different ways of
formatting and positioning text (Rivadeneira et al., 2007). Interestingly, tag clouds
have become popular visualizations without any involvement of the academic information visualization community (Viégas and Wattenberg, 2008).
While tag clouds are often used to summarize topical aspects of Web resources, interactive geographic maps have become widely used to display geospatial aspects of
shared resources. With the introduction of Google Maps and its Web-based API, Web
developers were able to embed rich interactive maps into their applications and represent their resources on ‘slippery maps’. There has also been considerable work on
combining geographic maps with tag clouds. Many Web resources feature both topical and geospatial aspects, which can then be explored using integrated displays that
combine maps and tag clouds (Slingsby et al., 2007). Furthermore, the co-occurrence
of tags and GPS information in photos can be used to find representative tags that
describe different regions of the world (Ahern et al., 2007).

3.3

Visual Exploration

In this section, we characterize visual exploration as an emerging approach to interacting with Web-based information spaces by contrasting it with searching and browsing, the established interaction techniques for information seeking.

3.3.1 Beyond Searching and Browsing
The canonical interaction techniques for exploring Web resources (searching and
browsing) require the information seeker to formulate and adjust search queries,
evaluate retrieved documents, and navigate along multiple hyperlinks. There are
fundamental limitations to this approach of information seeking:
Specific: Conventional Web search interfaces require the information seeker to transform a possibly vague information need into specific search terms. This can be
problematic when the person is interested in learning about a new subject and
cannot explicitly express the information need in words.

3.3 Visual Exploration
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Low-level: Searching and browsing follow a bottom-up approach in which the information seeker engages in low-level tasks scanning result items and skimming
individual Web pages. This approach does not scale well to very large information spaces like library catalogs, photo collections, or the Web itself.
Ranked: Search interfaces display results as ranked text snippets or thumbnails. The
ranking criteria are typically unknown and only the tip of an iceberg is displayed. This approach works very well when the information seeker is looking
for a specific resource, however, it is difficult to grasp the extent of an information space and get an overview of many resources.
Textual: While search queries are typically formulated in text form, most search interfaces also display results using textual snippets. With the integration of
thumbnails and maps into Google’s search result listings, there are promising
developments de-emphasizing text.
With information spaces expanding and changing, we need new exploration mechanisms in order to make better sense of them. Growing information spaces and technological trends on the Web suggest that it has become both necessary and possible
to apply visualization to information seeking.

3.3.2 Towards Visual Exploration
Exploring information on the Web today requires the information seeker to gradually develop a sense of orientation by entering search queries and following selected
Web links. The idea behind visual exploration is to combine interactive visualization
with retrieval tools to support a new type of information seeking that is engaging,
high-level, multi-faceted, and multi-modal:
Engaging: Information seekers can choose the way they interact with the information space. Interactive visualizations support direct manipulation of graphical
elements as query constraints. As search queries are created and adjusted by
using interactive visualizations, these same visualizations instantly reflect the
current query, integrating query refinement with information overview.
High-level: Visualizations summarize meaningful aspects of an information space
providing high-level perspectives on the resources. Visual cues for rapid com-
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prehension are designed to support the information seeker in surveying relevant items or possibly discovering interesting topics more easily.

Multi-faceted: With most resources on the Web featuring several data dimensions,
visual exploration provides visual and interactive access to meaningful facets
that can be regarded as complementary perspectives for navigating through a
collection and viewing its resources.
Multi-modal: Depending on the information need, the searcher can choose how to express queries using visual and/or textual representations. If present, the visual
exploration interface displays both textual and visual previews of resources as
well as visual summaries of the information space or a subset thereof.
As a navigation technique, visual exploration supports ‘horizontal exploration’,
the activity we introduced in Section 2.5.2, as part of the experience-based interaction
schema. However, just like searching and browsing are often intertwined, so too
would visual exploration complement (but not replace) these established interaction
techniques for information seeking.

3.4

VisGets: A Web-based Visual Exploration System

To empirically study the concept of visual exploration, we use the previously introduced VisGets as a functional exemplar. Offering a faceted visualization interface,
VisGets were designed to provide interactive and visual methods for formulating
multi-dimensional queries against items in RSS feeds (Dörk et al., 2008). In the following, we briefly summarize the functionality of the system.
The VisGets interface provides three interactive visualizations representing resource distributions along time, location, and tags (see Figure 3.1). An individual
VisGet is a visualization widget that combines visual aggregation with interactive
query formulation along a particular dimension. It can be thought of as an interactive lens on a particular facet of the information space. Query parameters can be
interactively changed within a VisGet through direct manipulation with a mouse
pointer. The visual elements that enable interaction are either embedded into the
visualization or provided as associated controls. In addition, a conventional text
search can complement a visual search.

3.4 VisGets: A Web-based Visual Exploration System
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Figure 3.1: The visual exploration interface includes a data collection chooser, three visualization widgets (VisGets), a textual search query box, and the current set of results. Complex queries can be specified by interacting with sliders, a geographic
map, and a tag cloud; here the parameters are set to late May 2010, Central America, and ‘politics’. By hovering over an element, other related elements are highlighted; here the mouse pointer hovers over a cluster near Cuba highlighting the
related results, days of the month, and tags such as ‘internationalrelations’.

While an individual visualization represents one aspect of an information space,
several coordinated visualizations provide multi-faceted access to the data. Setting and changing query parameters in multiple visualizations allows the interactive
formulation of multi-dimensional queries. Furthermore, VisGets provide weighted
brushing, a transient interaction technique that only requires hovering the mouse
pointer over a visual element in any visualization. This causes related elements in
the interface to be highlighted. The degree of relatedness between the “brushed” element (where the mouse is currently hovering) and “linked” elements (related to the
brushed element) is indicated by opacity. The darker the highlight is, the stronger
the relationship is. For example, the tag ‘internationalrelations’ has a stronger relationship with the hovered location than ‘elections’ (see Figure 3.1, top right).
The information items that comply with the multi-dimensional query are displayed in the results area below the VisGets (Figure 3.1, bottom). While only a
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limited number of results can be displayed at once, the visualizations represent all
results within the current constraints. As the information seeker interacts with the
visualizations by changing query parameters, items are removed and added through
animated transitions. Each result item constitutes a hyperlink to the actual information source. Hovering over a result item shows a preview of the resource.
The architecture of the VisGets system is distributed between Web server and
browser. Presentation and interaction logic runs as JavaScript in the browser, while
data-centric functionality is implemented in PHP on the server. The first iteration of
the system (Dörk et al., 2008) situated aggregation logic on the client side, which implied that for any high-level overview of voluminous results, the browser needed to
retrieve the facet information (time, location, and tags) of all items being visualized.
During our own personal use of the system, we observed intensive client-side processing and high bandwidth use on relatively large selections. It became apparent
that the relative load distribution between client and server needed to be adjusted in
order to support large information spaces. For the purposes of the study, we have
re-designed the visualization logic so that the server primarily sends aggregate information to the browser, instead of requiring large data transfers.

3.5

Web Study Overview

To better understand the potential of visual exploration, we undertook a Web-based
study that attracted 763 participants over a period of 16 weeks. The aim of the study
was to examine how people would use a visual exploration system, what their reaction would be to visual search, and how the components of the system would operate. The two main research questions are: What are the possible benefits and problems of
visual exploration? How does a visual exploration system perform during use?
In this section, we give an overview of the study by describing the methodology
and setup followed by details about the data collection and an overview of participants’ demographics and study sessions. In the subsequent sections, we present
our analysis and results, after which we discuss implications and challenges for the
design of visual interfaces for information seeking.

3.5 Web Study Overview
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3.5.1 Methodology
A wide range of methods are used to study Web-based information seeking such
as surveys, field work, and lab experiments. Typical data gathering methods include query logs, observations, and interviews (Hsieh-Yee, 2001). Mixed-method
approaches allow the collection of both qualitative and quantitative data (Choo et al.,
2000). Tracking implicit measures such as mouse movement, dwell time, and text selections does not require active feedback from participants (Kelly and Teevan, 2003).
Atterer et al. (2006) demonstrate that implicit measures can be tracked without modifying the Web client. To study search holistically Kelly et al. (2009) suggest to integrate methods from information retrieval and information seeking research.
In order to answer our research questions, we follow a mixed-method approach
that relies on qualitative and quantitative data collection. It is impossible to provide generalizable, realistic, and precise findings with one method alone (McGrath,
1995). By utilizing multiple methods, it is possible to learn about both human use
and system performance, as well as their interrelationships (Jick, 1979). This allows
us to contextualize and disambiguate findings from one method by using another.
Furthermore, we can explore correlations between different types of measurements.
It was our intention to keep the study open-ended to get a general sense of the
potential of visual exploration. For this reason, we included a wide range of measurements and let participants provide unstructured feedback. Since visual exploration is still a relatively new area, we reason that an overly focused or comparative
study would be less useful to learn about visual exploration, when it is not yet clear
what the important factors are. Instead, we see this study as an initial step to better
understand visual exploration and identify challenges for research and design.

3.5.2 Setup and Procedure
The visual exploration system under study was hosted by our computer science department on shared Web and database servers.1 The study was publicized mostly by
postings on mailing lists and Web sites that are related to visualization and Web research. For example, the study recruitment notice was featured on the popular visualization blog information aesthetics.2 Due to compatibility issues across browsers,
1

The interface is still accessible at http://mariandoerk.de/visgets/demo, but with questionnaires removed and data collection disabled.
2
http://infosthetics.com/
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only participants with recent Web browser versions of Mozilla Firefox, Apple Safari, and Google Chrome could participate. These were the browsers with the most
consistent standard support at the time of the study (March-July 2009). We did not
include Microsoft Internet Explorer as it had several inconsistencies in the interface
rendering. When an unsupported browser was detected, the index page of the study
stated these requirements and displayed links to the three browser Web sites. There
was no restriction on the operating system used by the participant.
After indicating informed consent on a dedicated page, participants were guided
through four main steps of the study. For each of the steps the interface displayed
a link at the bottom of the screen, allowing participants to return or skip parts of
the study. Participants could leave the study at any time by closing the window
or navigating to another Web site. The four parts of the study are described in the
following with the corresponding screenshots shown in Figures 3.2 and 3.3.
1) Questionnaire: The pre-study questionnaire sought voluntary information about
the age, gender, and Web experience of participants.
2) Introduction: Some background information was provided about the Web-based
dataset, with an invitation to freely explore the resources using the interface.
3) Interaction: The main part was the interaction with the visual exploration interface
during which the quantitative performance measures were collected.
4) Feedback: The last step asked participants to provide free-form comments and suggestions. The interface displayed a confirmation dialog box when closing the
window without leaving feedback.
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1) Questionnaire

2) Introduction

Figure 3.2: After having indicated informed consent via the consent form, the participant is
guided through a four-step process. The first two steps are a questionnaire and
introductory information.
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3) Interaction

4) Feedback

Figure 3.3: During the main part of the study the participant uses the visual interface, after
which they are asked to provide free-form feedback.
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3.5.3 Data Collection
In order to learn about the system performance and the end-user experience, both
quantitative and qualitative data were collected. The quantitative measures were
collected during interaction with the visual exploration interface, focusing on the
usage and performance of the system. The post-study form allowed us to elicit unstructured feedback from participants as qualitative information.
Performance Measures. The quantitative measures collected by the visual exploration system were chosen in part to characterize system performance. These measures can be regarded as implicit as suggested by Atterer et al. (2006), since the data
collection did not require explicit interaction or preparation by the participants beyond the use of the system. We focused on queries and query changes as basic interactions for which performance can be measured. When participants change query
constraints in any of the visualizations, queries are initiated in the client and sent
to the server, which generates the corresponding responses and returns them to the
client. For this, the following system performance-related measurements are logged:
– Message sizes of query responses,
– Server-side processing time, and
– Client-side waiting and processing time.
In prior work, it was shown that distributed hosts can introduce significant temporal inaccuracies, when system clocks are not synchronized (Paxson, 1998). However, for this study we mitigate the problem of time synchronization by using relative timestamps, with microsecond resolution whenever possible. For the order
of queries, however, we use absolute times. It is possible to estimate the network
transit time by subtracting the server processing time from the client waiting time
(see Figure 3.4). The client processing and waiting times together constitute the total elapsed time between a query initiation and the rendering of the response. With
these measures, we can study the delays contributed by client, server, and network.
Application Measures. In order to understand the system performance, we need
to consider it in the context of the application behaviour. For capturing application
behaviour, the following information was logged for each query modification:
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Client
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Query initiated
Time
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Client waiting
Network transit

Response rendered
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Figure 3.4: Client waiting, server processing, and client processing times were measured and
logged by the system. Based on these times, network transit times were estimated.

– Query strings (featuring query types and parameters),
– Cookie strings,
– Number of results corresponding to query (total, displayed, and new),
– Number of visual marks representing dates, locations, and tags.
Session cookie strings and per-query timestamps provide information to infer
some measures about how many queries are issued per session and how much time
elapsed between them. Using the query strings, we can determine what types of
queries are issued, i. e., which visualization or control element was used to alter the
query parameters. Furthermore, we can infer several additional measures, such as
the total number of visual marks as the sum of visual elements representing dates,
locations, and tags. The ratio between the sum of visual marks and total number of
items can be seen as a measure for visual aggregation or summarization.
Both performance and application measures, except the client-side waiting and
processing times, are measured by the server. To store the client-side measurements,
they are ‘piggybacked’ on the following query message sent from the client to the
server. This has the advantage that there are no additional logging messages confounding performance metrics. The downside, however, is that the client-side measures of the last query-response exchange cannot be captured.
Feedback Information. The free-form comments and suggestions from participants
were stored with each session in the database. After the study concluded, a researcher applied a stepwise coding process that is discussed in detail in Section 3.7.
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3.5.4 Demographics and Sessions
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In the following we give a general characterization of collected data and participants
of the study. The study was launched on March 29, 2009 and lasted until July 20,
2009, for a total duration of 16 weeks. The information collection presented in the
interface was the set of blog articles from the Global Voices project.3 The collection
was continually updated by the system, resulting in a growing dataset from 12,978
articles at the beginning of the study to 16,150 articles at the end of the study. The
temporal distribution of participation (see Figure 3.5, left), indicates higher activity
during the first quarter of the study period. The spike of participants on April 8 was
most likely caused by the posting on the blog information aesthetics,4 accounting for
184 (24.1%) study participants. As shown in Figure 3.5, middle and right, most study
participants used Mozilla Firefox as their Web browser and Microsoft Windows as
their operating system.

Firefox

Safari

Web browsers

Windows

Mac OS

Operating systems

Figure 3.5: The study was carried out over a period of 16 weeks (left). Participants used
different Web browsers and operating systems (middle and right).

Demographics. 763 people participated in this study. The pre-study questionnaire was filled out by most participants: Web experience was disclosed by 81.1%,
gender by 72.0%, and age by 66.7% of the participants. Based on the information
from the pre-study form, the sample population of this study can be described as
3
4

http://globalvoicesonline.org/
http://infosthetics.com/archives/2009/04/participate_in_an_online_
survey_visual_information_exploration_on_the_web.html
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technologically-skilled, young adults from industrialized countries (see Figure 3.6).
More than half of the participants who disclosed their Web experience self-classified
themselves as Web experts, and the vast majority considered themselves at least
competent. Most participants disclosing their age were young adults (20-40 years)
with a median age of 30 years. 79.2% of the participants (who disclosed gender)
were male and 20.8% female. Using an IP lookup service5 we were able to determine
the countries of 50.2% of the participants, which showed that the majority of these
participants were located in North America and Western Europe.
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Figure 3.6: Based on the pre-study questionnaire, participants were experienced Web users,
with a median age of 30 years, and mostly from industrialized countries.

Sessions. During the study, we captured quantitative data about 9,012 queries,
which we subdivided into 684 sessions using cookie strings as identifiers. A session
represents an exploration period consisting of a participant’s successive interactions
with the exploration system over a reasonable time duration.
To distinguish between multiple sessions by the same participants, an idle time of
one hour was chosen as a threshold. This way a query issued after an hour of inactivity was interpreted as the beginning of a new session by the same participant. Based
on this method of subdividing sessions, we determined that 42 (6.8%) participants
revisited the system, creating 105 additional sessions. Of all measured sessions, 94
(13.7%) sessions included only the initial default query, which means that the participant did not interact with the visual interface. The information captured and
5

http://www.hostip.info/
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calculated about each session includes its duration, the number of queries issued,
and the time elapsed between consecutive queries during a visit (see Table 3.1).

Table 3.1: Overview of study sessions and queries.
Min. Median Mean St. Dev. Max.
Length of session (s)
0
161.5 416.5
768.3 6689
1
11
15.3
13.9
146
Queries per session
Query interval (s)
0
6.3
27.8
145.8 3599

Based on the medians, a typical participant spent about 2.5 minutes with the system and issued 11 queries per visit. The mean values are considerably larger, as there
were many participants that engaged with the system for much longer time periods
even longer than an hour. In fact, there was an increased likelihood of feedback submission with longer lasting visits. Those participants that gave feedback spent on
average 82% more time with the visual interface and submitted 93% more queries
than the participants that did not leave feedback.

3.6

System Performance and Behaviour

As quantitative and qualitative data require different analytical methods, we discuss
the analysis of the system performance and behaviour separately from the analysis of the participants’ feedback. In the following, we present the quantitative data
analysis and results, grouped by system performance, application behaviour, and
correlations between those two.

3.6.1 System Performance
Table 3.2 summarizes the measurements of response sizes and processing times. As
indicated by a median response size of less than 3 kilobytes, and a median total delay
of less than 2 seconds, most queries resulted in relatively small and quick responses.
Plots for the probability density functions (pdf) and cumulative distribution functions (CDF) for the response sizes and time delays are shown in Figure 3.7. The pdf
for response sizes shows a sharp peak for very small response messages. In the CDF
for response sizes, it is apparent that approximately two-thirds of the messages were
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Table 3.2: Overview of performance measures.
Sizes of server response (bytes)
Server processing times (s)
Client processing times (s)
Network transit times (s)
Total delays (s)

Min.
87
0
0
0
0

Median
2,742
0.28
0.46
0.71
1.65

Mean
11,032
0.65
0.70
1.01
2.35

St. Dev.
14,407
1.09
0.85
2.13
2.77

Max.
55,428
14.8
21.9
62.5
67.2

below 10 kilobytes. The time delay distribution plots show that server and client
processing delays were similarly short, while network transit was slightly longer.
Using the delays over all queries issued by participants, we can calculate how
much client, server, and network delays have each added to the total time elapsed
between query initiation and response generation (see Figure 3.4). Network transit
(42.8%) contributed the most to the total time, while client (29.5%) and server (27.6%)
processing times were approximately balanced.

3.6.2 Application Behaviour
A general overview of query types issued by study participants is shown in Figure 3.8, left. Most queries were issued using the location visualization; the next most
popular types were date, text, and tag queries.
Besides dimension or control types, we characterize queries also by the number of
results and visual marks. Results are counted as total sum of results complying to
the query, number of results displayed in the interface, and the newly loaded results.
Visual marks are the sum of visual elements in the three visualizations representing
all results complying to the query. A statistical overview of these measures per query
is given in Table 3.3.

Table 3.3: Overview of application measures.
Total results
Displayed results
New results
Visual marks

Min.
0
0
0
0

Median
6
6
0
21

Mean
731.5
14.5
9.3
33.7

St. Dev.
2518
15.6
13.3
32.8

Max.
15923
36
36
123

The large spread between median and mean results per query indicate that the ma-
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jority of queries led to small result sets, while there were some queries with many
results. The pdf and CDF plots for number of results per query are shown in Figure 3.8, middle and right. The pdf plot of displayed and newly loaded results has
peaks on both sides of the plot. The peak around the minimum shows that there
were many queries with few or no results. In comparison to displayed results, the
pdf for new results is slightly skewed towards the minimum, which is expected as
newly loaded results cannot exceed the number of displayed results.
To investigate why relatively many queries resulted in very small result sets, we
took a closer look at the data. It turned out that 23% of queries led to zero results.
In order to better understand the causes of empty selections we found that 47% of
no-result queries were triggered using the map visualization and 36% by the text
search. Considering that most study participants were located in North America
and Western Europe, it could be that participants were trying to look for their own
country or region. The fact that text search queries contributed to many empty selections reflects the specific and small information space—an observation to which we
will return later. On the other extreme, we measured 30% of queries leading to more
than 36 results, which was the maximum number of results that the system displays
at once in the results area of the interface. Result sets containing more than 36 items
were explorable using pagination.
The density plot for visual marks (see Figure 3.9, left) approximately resembles
the aforementioned distribution for results, which is expected as the visual marks
should roughly correlate with the number of results.

3.6.3 Relating Performance and Application Measures
We have applied Pearson correlation analyses to the main performance measures
(message sizes and delays) and application states (number of visual marks and results). This way we can explore the relationship between visualization performance
(i. e., interface complexity) and system performance (i. e., bandwidth use and responsiveness). We expect larger response sizes and longer delays when there are more
visual marks and results displayed. This is partially confirmed by the correlation
analysis (see Table 3.4). We found strong correlations between response size and
the application measures, namely number of visual marks and results. With the exception of number of total results, the application measures were at least modestly
correlated with server and client processing times. While the number of total re-
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Figure 3.9: Probability density function (left) and cumulative distribution function (right) for
number of visual marks displayed in the interface.

sults was strongly correlated with server processing, it was only weakly correlated
with client processing time. As expected, the network transit time was not strongly
correlated with any application measure.

Table 3.4: Correlation coefficients r(8809) with p < .001 for correlation analyses between
performance and application measures.

Response size
Server processing time
Client processing time
Network transit time

Visual marks
0.927
0.420
0.421
0.061

Displayed results
0.886
0.359
0.416
0.053

New results
0.868
0.305
0.446
0.062

Total results
0.610
0.704
0.179
0.033

The relationships between performance and application measures are visualized
using scatterplots in Figure 3.10. There are three particularly noteworthy graphs:
– response sizes versus number of visual marks (top left),
– response sizes versus total number of results (bottom left), and
– server processing delays versus total number of results (bottom middle).
First, the shape of the response sizes/visual marks plot suggests a non-linear relationship, which may be partially caused by the co-occurrence matrix that is transmitted with each query response to facilitate weighted brushing. With each additional
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Figure 3.10: Scatterplots for performance measures (response sizes, and server and client
processing) and application states (visual marks and results).
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mark, there is a new column and row in the brushing matrix, possibly contributing
to growing response sizes. While the matrix was carefully designed to avoid redundancy, we did not anticipate this strong dependency, which is supported by the high
correlation coefficient for response sizes and visual marks (see Table 3.4).
Second, the response sizes/total results plot shows a steep growth until around
1000 results, where the plot starts to plateau. This shows that even when many
results match a query, the response sizes are capped to a certain message size.
Third, the server processing/total results plot exhibits linearity, suggesting that
server-side processing is strongly correlated with total number of results. This observation is also reflected in the corresponding correlation coefficient in Table 3.4.

3.7

Participant Feedback

In the following, we present the qualitative data analysis of participant feedback
and the resulting findings. The goal of the qualitative part of the study was to gain
insight into the experiences that information seekers would have with the visual
exploration interface. In particular, we wanted to see whether participants perceive
value in interactive visualization for information seeking. 195 (25.6%) participants
provided feedback information after having used the visual exploration interface. In
order to make sense of the free-form submissions and find interesting patterns, we
have carried out a stepwise, bottom-up coding approach:
– Read all comments and suggestions in a first pass to gain an overview of the
participants’ feedback (167 comments and 140 suggestions).
– Read all submissions again in a second pass to extract and associate codes that
represent reoccurring patterns of observations, praise and critique, types of
preferences, and suggestions for improvement (69 codes).
– Develop common themes and topics based on the extracted codes (25 themes).
– Categorize themes into the main types of feedback (4 categories).
The resulting themes summarized in Table 3.5 provide an overview of the reactions and ideas guiding further investigation into visual exploration.
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Table 3.5: Overview of common themes of comments and suggestions among participants’
feedback. Figures in brackets are the numbers of participants that shared the corresponding type of feedback.
General
feedback

Reactions to
components

Usefulness
and learning

Critique of
interface

positive: mostly favourable statements (115)
negative: mostly critical statements (44)
neutral: ambiguous submission without critique or praise (36)
specific or limited data set, interest in other data or for Web search (48)
slow query updates (30)
time visualization: positive (14), negative (12)
map visualization: positive (20), negative (18)
tag visualization: positive (13), negative (9)
weighted brushing: positive (13), negative (8)
dimension preference: favoured one or two dimensions over another (26)
praised existence of multiple dimensions (22)
suggested value or purpose (18) / questioned value or purpose (9)
stated that it took a while to learn and understand interface (16)
compared to conventional search as complement or alternative (15)
noted ease and intuitiveness (13)
results as squares hard to read; list view better (25)
frozen interaction while loading problematic; suggesting delays (16)
map too small, not detailed enough (15)
improve time slider, e.g., sliding windows, last x days (14)
interface too small; suggesting fluid layout (13)
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3.7.1 General Tone of Feedback
We have classified comments and suggestions according to their general tone to have
an overall gauge of participants’ appreciation of the system. We found the majority
of submissions to be positive (59%), while there was also negative (23%) and neutral
(18%) feedback. This result does not provide specific insight, but it indicates general
interest in visual exploration and its potential.
The two most common observations made by participants can be attributed to the
prototypical nature of our study system. Many of the participants that submitted
feedback pointed out the limited data set for exploration and the slow performance
of query responses. With regard to the limited data set, many participants (48) expressed significant interest in using visual exploration for general Web search and
for data they are personally interested in. This can be interpreted as evidence of the
potential usefulness that participants ascribe to visual exploration.
“I would like to use this on other data sources such as flickr or blogs I am
actually interested in. It would be great if I can connect it to blogs I have
subscribed.” [P15]
“I could use it for monitoring the new information for my research and
to monitor ebay auctions that are appearing. I actually think it is a good
idea.” [P123]
“If it were more inclusive (of information available on the Web), so that
any old search term would get a hit, then I think it would be very useful
for drilling down to information.” [P375]
While delays of about 2 seconds for query-responses appeared reasonably fast to
us, several participants (30) identified the slowness of the system as a problem that
would interrupt interactions.
“Loading/reloading whenever I changed anything took a while though felt cumbersome.” [P53]
“It’s slow - I’m not sure if it’s because of my connection, or because of
your system.” [P180]
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3.7.2 Reactions to Components
We also found recurring comments on particular components of the interface, i. e.,
the three interactive visualizations and weighted brushing. While the majority of
reactions towards interface components were positive, there were almost as many
negative or critical responses. Interestingly, there were many feedback submissions
(26) in which participants explicitly expressed a relatively strong preference for one
or two dimensions while downplaying another, however, different participants had
different preferences:
“geo- and time- search are awesome criteria, and generally much better
in this visual format than in text boxes/drop downs” [P47]
“I’m a geospatial geek, so I really like the spatio-temporal features, but I
wouldn’t want to switch in and out of interfaces for search, so non-spatial
features would need to be prominent.” [P98]
“I found the map really useful, the word cloud less so” [P156]
“the map should be bigger and play a larger role - it feels drowned out
by the tag-cloud and the search results below.” [P180]
“I enjoy the contextual tagging as a mechanism for filtering as well as the
date range filter - I did not find the locational system as useful.” [P247]

3.7.3 Usefulness and Learning
Possibly the most encouraging reactions from participants were about the potential usefulness of the visual exploration system and its learnability. Several feedback submissions (22) explicitly commended the presence of multiple dimensions
for searching instead of just one:
“I like the complete integration of all these channels of search.” [P61]
“I love how the 3 panes cross-relate! even with text-based searches, not
enough tools show you the interrelation of search criteria so clearly.”
[P64]
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“I liked how I could easily switch from locale to subject searching and
how I could see then those interrelated.” [P564]
“It’s very interesting to visualise a search with the tools that we already
know and use, but together for once.” [P627]
On more general terms, several feedback submissions (18) discussed the value or
purpose of a visual exploration interface for particular types of information seeking:
“The system seems a lot more useful as a tool for exploration than a tool
for finding something specific.” [P155]
“It could for instance be very useful for the search interface of a hotel
booking system. The user would easily see when rooms are available,
where they are clustered and what attributes the hotels have.” [P182]
“This interface is resourceful for certain type of information need which
I can’t explicitly describe.” [P572]
There were also some feedback submissions (9) in which participants expressed
doubt about the usefulness of a visual exploration interface:
“I found myself clicking around at random and I can’t get a feel for how
useful this would be in a real day-to-day task.” [P151]
“I don’t see why anyone would want to take the trouble to use this, except
for very random Web tourism.” [P472]
“If I had a choice I would just browse news Websites.” [P658]
Several participants (16) mentioned the effort and time required to get used to the
interface and learn its functionalities:
“It is not as intuitive as I thought it would be. It took me a bit to understand how to work it.” [P11]
“it took me about 15 minutes to discover every feature of this rich interface. After that, it was a real pleasure to use” [P383]
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On the other hand, almost as many participants (13) emphasized the ease of using
the visual exploration interface, for example:
“Simple, doesn’t take too long to get familiar with it, even without instructions.” [P109]
“very user friendly. It only takes a couple of mouse moves to get familiar
with the engine” [P627]

3.7.4 Critique of Interface
The last category of themes that came up in the feedback submissions relates to the
usability of the visual exploration interface. Most of these suggestions are typically
straightforward to address and do not question the overall viability of visual exploration. Instead they provide opportunities for improvement of the particular interface used in the study. Several participants (25) mentioned that the tiled squares
representing results made it hard to read titles. Some submissions suggested list
views for better scanning. Another problem that was articulated several times (16),
is the frozen state while the system is processing a query update—this observation
is related to the aforementioned statements on slow query responses. Furthermore,
participants suggested larger screen areas devoted to the map visualization (15) and
the interface in general (13). Several submissions (14) proposed improvements for
the time visualization, including the idea of sliding windows for the last x days.

3.8

Discussion

The Web study gave us insight into the performance behaviour of a visual exploration system and feedback from information seekers. The quantitative results can
be seen as initial achievements, yet also indicators of some unresolved challenges.
The qualitative feedback provides context for our performance measures and a better understanding of the potential of visual exploration. In the following, we discuss
our results and explore open challenges for research and design.

3.8.1 Rapid Exploration
Response sizes were relatively small and primarily correlated with the number of
elements displayed or changed in the interface. This indicates that having allocated
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the intensive data processing to the server and sending only summary data to the
client helped limit bandwidth use. However, even with a median response time of
less than 2 seconds per query change, many participants commented on the slowness of query responses, in particular, because further interaction was suspended
during response generation. Considering that the median interval between queries
was six seconds, this means participants spent about a third of their time waiting.
A closer look revealed that the server-side delays were strongly correlated with the
total number of results, which suggests that the study system does not yet scale well
with regard to responsiveness on much larger collections.
Rapid responsiveness. Being used to near-instantaneous results from conventional
search engines, information seekers will similarly expect rapid responses from visual
exploration systems. Conventional indexing approaches for information retrieval
are based on text-based keywords, not on multiple facets represented as interactive,
interlinked visualizations. Processing complex queries against large, dynamic information spaces and generating visual overviews in the shortest time possible requires
more research on pre-computation methods and indexing schemes. Considering the
substantial computational resources necessary to provide mostly textual result lists
for Web search, it is apparent that generating multiple interactive visualizations representing results of equally large information spaces can be considered a grand research challenge.
Fluid interaction. The current design of the visual exploration system used in the
study requires the information seeker to wait between queries, obviating further interaction with the system until the response has been processed. The feedback from
participants suggests that this behaviour can be frustrating and that non-blocking interaction would be preferable. Ideally, a visual exploration interface should always
be ready to receive user input, with imperceptible processing delays. The question is
how to achieve an always-ready, non-blocking interface when each interaction typically leads to some delay until changes to visual interface elements are finished.

3.8.2 Flexible Facets
Many participants highlighted the value of some particular facets over others, and
many praised the fact that the interface featured multiple facets. These observations
support the idea of multi-faceted exploration, but also reveal that information seekers may have substantial preferences for certain facets. Participants also noted that
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it could be very useful to combine visual exploration with conventional Web search.
While the studied version of the visual exploration system had a fixed number of
facets and an inflexible layout of visualizations, these results suggest that future exploration interfaces need to provide higher levels of diversity and flexibility of facets
and give information seekers control over these.
Visualization diversity. In order to access a wide range of information spaces, and
possibly even the Web as a whole, with a common visual exploration interface, a
wealth of interactive visualizations have to be designed to represent all significant
facets of the resources. The main requirements for a visualization are to visually
summarize the resources along a facet and enable interactive query formulation.
Over the course of this dissertation we will explore a range of different data facets as
part of the design studies.
Interface flexibility. Since information seekers’ preferences can vary greatly, visual
exploration interfaces need to be designed with flexibility in mind. The interface
could first suggest a set of visualizations most likely to be used with the given search
query, but the information seeker should also be able to change the selection and size
of the visualizations. Aggregating the choices of facets made by many information
seekers could help improve the initial selections.

3.8.3 Suitable Application Areas
A considerable number of participants indicated that they were not interested in the
blog articles displayed by the system, yet preferred exploring other information spaces that they were personally more interested in. Examples ranged between hotel
bookings and academic literature review. From this the question arises, which application areas are suitable for visual exploration? Would visual exploration be useful
for a wide range of information spaces and exploration tasks? Participants of our
study mentioned a broad range of tasks and domains, such as exploring social media, professional documents, commercial products and services, and even general
Web resources. While we can only speculate as to which of these application areas
would actually benefit from visual exploration, we can approach this question from
two angles: information tasks and resource types.
Information tasks. We defined visual exploration as a high-level form of information
seeking. In contrast to searching and browsing, visual exploration is not primarily
intended to access specific resources, but to see also overviews of an information
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space. This distinction places less emphasis on targeted information tasks such as
locating a known resource (e.g., a specific book) or finding a simple fact (e.g., the
outside temperature). Visual exploration is likely to be more useful for open-ended
information tasks such as exploring what is ‘trending’ in social media on a given day,
comparing products along several dimensions, or gaining an overview of a research
area. The main distinction is the objective of the task. Searching and browsing enable accessing individual resources, while visual exploration also targets accessing
information spaces at higher levels using interactive visualizations.
Resource types. To determine whether visual exploration is suitable for a given information space, one has to examine the relevant aspects of the resources. To expose
these aspects, a visual exploration interface relies either on well-structured metadata
or robust content analysis. Initially, it might be easier to apply visual exploration
to homogenous information spaces containing resources that share the same data
facets. For example, the bibliographic information associated with books typically
has a high consistency including at least publication date, publisher, and subject
headings. One could devise specific visual representations for these facets, but it is
also possible to map them to more generic representations, such as the visualizations
for time, location, and tags used in the study prototype. While these generic visualizations might not capture all data intricacies, they allow for integrated exploration
of a range of resource types that have similar facets. Applying visual exploration to
more heterogenous information spaces would require either more specialized interfaces or mechanisms that harmonize similar facets to coexist in the same visualizations. Furthermore, a subset of resources may share a very specific facet that may be
irrelevant for the larger information space. For example, price does not make much
sense for Web resources in general, but is an essential aspect of commercial products
and services. A visual exploration system designed for diverse information spaces
needs to provide visual access to more generic facets (such as time, location, and
tags) and flexible mechanisms for choosing and changing facets and visualizations.

3.8.4 Learning Visual Exploration
Study participants compared the interface with other search tools and suggested that
it could be very useful for exploratory information seeking. However, the novelty of
visual exploration in contrast to conventional search tools was apparent, with several
participants highlighting the need to take some time to understand how the inter-
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face worked. We observed a prevalent information retrieval problem when going
through the usage logs: 23% of queries triggered empty result sets. This suggests
that a considerable number of participants had some problems using the interface
to find resources or used the visualizations regardless of the number of returned
results. Queries that led to no results were mostly initiated using the location visualization and text search, possibly due to the limited set of blog posts.
Supporting new visual explorers. While the concept of visual exploration can be seen
as a continuation of previous related research, it is likely that many information seekers used to the search-and-browse paradigm need help in understanding and utilizing visual exploration for their needs. One way of introducing visual exploration to
information seekers is to integrate interactive visualization with conventional search
functionalities, and provide gateways to visual exploration. A simple and powerful
approach would be including a text query into any visualization interface. In addition, a conventional search interface could be complemented with interactive query
visualizations that could be suggested based on the initial search query submitted by
the information seeker. Another way is to integrate help into the interface, providing
explanations of the different functionalities of a visual exploration interface.
Avoiding empty result sets. Queries leading to no results can be discouraging and
participants of this study produced many of them. Instead, visual exploration interfaces should help information seekers find relevant and interesting resources. One
strength of faceted navigation interfaces is that empty results never occur, since only
facet values that actually lead to results are displayed as links. How can a visual
exploration interface indicate that an interaction would not yield any results?

3.9

Implications

After having discussed the open challenges for research and design, we now briefly
highlight specific experiences and insights from this study and how they influence
the work presented in this dissertation. First, the system improvements and quantitative measurements inform the three design studies discussed in the next chapters
in several ways. Second, the qualitative feedback from the study participants resonates with the exploratory and open-minded character of the information flaneur
of the previous chapter. In the following, we describe how both quantitative and
qualitative aspects of this study are of influence and importance for this work.
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3.9.1 Lessons Learned
Refining and studying a visual exploration system helped us identify the most useful functionalities and develop them further in the context of new design studies.
Most of them relate to the utilization of the Web’s particular characteristics as both a
software platform and a data set.
Reduce data processing on client. We redesigned the architecture of VisGets in order
to avoid overly complex data processing on the side of the Web browser. Becoming
aware of the limitations and latencies associated with larger data transmissions and
more intensive processing, we focused client-side logic of the design studies on interaction and display, and left intensive data processing to the server components. This
allocation proves to be particularly useful when dealing with ongoing data changes
and transfers, as in the case of the Visual Backchannel (see Chapter 5).
Utilize browser’s functions. By utilizing the Web browser’s address bar, back button,
and history we are able to support a range of basic functions that we would otherwise have to design and implement from scratch. For example, the VisGets system
provides interaction history, state saving, state sharing, and undo by latching into
the browser’s core functions. We have continued this approach in the design studies, for example, with EdgeMaps (see Section 4.6).
Support varying window sizes. The Web interface of the studied exploration system
had a hard-coded aspect ratio and size, which led to unused screen real estate on
larger computer displays. In the design studies, we make the visualizations and
interface layouts correspond to a given window size, and assume more or less pixel
area accordingly. This way the screen real estate is better utilized.

3.9.2 Exploratory Tendencies
In addition to the more technical aspects of visual exploration systems, the qualitative feedback from participants provided additional evidence for the exploratory
traits of the information flaneur (see Chapter 2).
Personal data and activities. Many participants noted that they wished they could
use the visual exploration system for data and activities that are more meaningful
to them, such as following social media or looking for hotels. This aligns with the
information flaneur’s appreciation of information spaces for her personal practices.
Importance of multiple facets. Along with the lack of agreement among participants
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over which facets were more or less useful, many participants expressed strong preferences for some and praised the existence of multiple facets side by side. This shows
both variations among people and provides a recognition of the importance of multidimensionality. These factors relate to the variation among information flaneurs,
and the many views an information flaneur may use to make sense of information.
Complementing traditional search. Several participants saw in visual exploration a
complement or alternative to regular search and browsing. Furthermore, some participants described their experience with the tool as a less directed, but more exploratory search. This distinction resembles the more exploratory forms of information seeking that we describe with the information flaneur.

3.10

Summary

Searching and browsing have been the main techniques for seeking and navigating
information resources on the Web. Over recent years, the rise of interactive maps
and tag clouds suggests the potential of visualization for information seeking. The
main contribution of this chapter is an empirical investigation of a new approach
to interacting with large information spaces using interactive visualizations. Based
on previous work on information seeking and visualization, we characterized visual
exploration as a type of information seeking that uses interactive visualizations for
query formulation and graphical overviews. Complementing the established navigation methods of searching and browsing, visual exploration continues the trend
towards high-level and more engaging ways of navigating information on the Web.
Using a Web-based visual exploration system providing three coordinated visualizations for visual overviews and query formulation, we carried out a large-scale Web
study on the performance and benefits of visual exploration for information seeking
on the Web. The results of this mixed-method Web study underline the potential
of visual exploration as a powerful form of information seeking, and offer concrete
challenges and suggestions for designing and creating visual exploration systems.
While the study results are very encouraging, more research is necessary to create
visual exploration interfaces that are responsive, flexible, suitable, and learnable. In
the following three chapters, we pick up on the concrete challenges and suggestions
raised by the study findings, and present visual exploration systems designed to
support the information flaneur in exploring growing information spaces.

II Exploring Possibilities for Visual Search

4

EdgeMaps
Visualizing Complex Data Relations

Chapter 2 introduced a new model for information seeking that is centred around
positive practices and traits, and Chapter 3 provided initial evidence for the potential
of interactive visualizations for information seeking. Building on the conceptual and
empirical foundation laid by these chapters, we present in this and the following
two chapters three visual exploration interfaces as design studies aiming to support
the information flaneur in navigating growing information spaces. Each of these
design studies addresses a different aspect of informational abundance: complexity,
dynamics, and scale. In this chapter, we explore representational challenges arising
from the complexity of explicit and implicit relations in growing information spaces.
After introducing the problem space of complex data relations (Section 4.1) and
providing an overview of prior work (Section 4.2), we explain our design goals (Section 4.3) and the data sets that we use as case studies (Section 4.4). We then describe the design decisions that led to the visual representations (Section 4.5) and
Web-based interface of EdgeMaps (Section 4.6). Using information collections about
philosophers, painters, and musicians as case studies, we illustrate new ways for exploring complex data relations (Section 4.7). We conclude this chapter by discussing
some limitations and open questions (Section 4.8).

4.1

Introduction

An important goal of information visualization is to reveal relationships within abstract data. Relations can be explicitly present in a data set as links that specifically
connect information items, or implicitly as inferred relations based on similarity of
attributes. For both types of relationships—explicit and implicit—several visualization techniques have been proposed and refined over the recent years.
Two of the most popular techniques for visualizing relations are node-link diagrams (NLD) and multidimensional scaling (MDS). On the one hand, NLD techniques are usually applied to explicit relations or connections that are visualized as
edges between nodes representing, for example, online communities, computer net-
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Figure 4.1: Visualizing relations among musicians in the similarity map. The Beatles are activated revealing their particular influence network.

works, or linked web pages. On the other hand, MDS is typically used for implicit
relations between documents or other types of multidimensional data. MDS spatializes attribute similarities between items by placing similar items in close proximity
to each other and less similar items further apart.
While NLD and MDS techniques are widely studied and increasingly deployed,
they both have significant limitations with regard to readability and interpretability
of the resulting visualization. Layout algorithms for NLD visualizations are typically
optimized for reducing edge crossings, with the side effect that node positions are
not utilized as a meaningful visual variable. Furthermore, as the number of edges
increases, it becomes hard to distinguish directionality, if present, and identify high-
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Figure 4.2: Visualizing influence relations between philosophers; Friedrich Nietzsche is selected in the timeline view.

degree nodes. The resulting visualization of an MDS algorithm, on the other hand,
lacks a structure to interpret element positions. It is often difficult to extract meaning
from the proximity of elements. We argue that the limitations of both techniques
could be attributed to the fact that they are constrained to either explicit or implicit
relations, yet, many data sets feature both types of relationships.
In this chapter, we explore how both explicit and implicit relations can be visualized as EdgeMaps, integrated views that combine graph drawing and spatialization
techniques. EdgeMaps integrate NLD and MDS techniques utilizing both visual
linkage and proximity for the representation of complex—explicit and implicit—
relations between items. The intent behind this approach is to make effective use
of visual variables that have been underutilized in NLD and MDS techniques.
As case studies, we have chosen data sets describing prominent philosophers,
painters, and musicians from the Freebase data community. While there are many
biographical records associated with these personalities of philosophy, art, and music, a particular interesting aspect is the existence of influence connections between
people, which are a type of explicit relation that is directed. On the other hand, birthdates and domain subjects (philosophical interests, artistic movements, and music genres) are attributes that indicate implicit similarity relations between philosophers, painters, and musicians, respectively. We chose these particular facets for two
reasons. First, these facets are useful for understanding how philosophers, painters,
or musicians relate to one another. Second, they provide a compelling use case for
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exploring interconnected information resources with a visualization of explicit and
implicit relationships. Visualizing influences between musicians or philosophers as
edges may indicate who had more impact, yet, it is not possible with these links
alone to see the extent of the impact. By encoding meaning into both position and
edges, it becomes possible, for example, to explore the influence of musicians across
genres or of philosophers over time (see Figures 4.1 and 4.2). The integrated representation of both explicit and implicit relations derives a second-order relationship,
which we call extent of influence, in the case of influence and similarity relations.

4.2

Related Work

Revealing relationships is one of the basic goals of information visualization. There
are many previous contributions in the field, in particular with regard to the use of
visual variables, graph drawing methods, and casual information visualization.
While not part of his visual information-seeking mantra (“Overview first, zoom
and filter, then details-on-demand”), Shneiderman (1996) notes the challenge of being able to explore relationships between information items. He stresses the importance of interaction for relating data entries, however, equally if not more important
are the appropriate visual representations of different types of relations. To think
about representing relationships visually, it is worth considering the visual variables
that are at our disposal. In Semiology of Graphics, Bertin (1983) distinguishes between eight visual variables: size, value, texture, colour, orientation, shape, and the
two dimensions for the position on the plane. MDS renderings use planar position
as the primary visual variable, while NLDs typically rearrange position in order to
minimize edge crossings. Stone (2003) suggests that colour can make visualizations
more effective and beautiful when used well. She shows how colour can be used for
labelling and quantifying data. It would be interesting to explore the use of colour
for conveying similarity between items as a degree of association in Bertin’s terms.
There has been extensive research on drawing and interacting with NLDs (Herman et al., 2000), often aiming at reducing edge crossings, which is one of several
geometrical and graph-theoretical metrics for graph aesthetics (Purchase, 2002). Recent additions to this research include EdgeLens, a technique for interactively exploring overlapping edges (Wong et al., 2003), and Edge Bundles, a method for combining edges with similar paths (Holten, 2006). Another problem of large graphs is
occlusion, especially when arrowheads of directed edges impair the perception of
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the actual nodes. A study of directed graphs examined a range of visual cues for directionality and their effect on determining direct and two-step connections (Holten
and van Wijk, 2009). While these contributions can significantly help to improve
the readability of large NLDs, we argue that contextual attributes of graph elements
need to be better acknowledged. This perspective is supported in earlier work on
computer network visualization, where edge and node attributes (e.g., flow, capacity, utilization) of regional and international Internet links were regarded to be more
important than the actual network topology (Becker et al., 1995). As part of a social network visualization, it was shown how the visual representation of number of
friends, gender, and community structure enriches the NLD and allows for interactive filtering (Heer and danah boyd, 2005).
While conventional NLD techniques focus almost entirely on explicit relations,
MDS can be seen as a complementary approach focusing on proximity as a visual
representation of implicit relations or similarity. MDS has been used for document
visualizations with the goal to visually convey “thematic patterns and relationships”
of text collections (Wise et al., 1995). While the idea of spatializing large document
collections based on the similarities or differences among documents is promising,
the resulting galaxies and themescapes still appear abstract and difficult to interpret.
An approach to making MDS more interactive focused on steering the algorithm,
but did not look at using interactivity to make the MDS view more meaningful and
accessible (Williams and Munzner, 2004).
Besides linkage and similarity, another important relation is based on the temporal dimension and references between temporally structured items. Considering that
time is generally seen as a linear dimension, the challenge is to visualize relations between items that are mapped onto a linear axis. Arc diagrams show cross-references
along a linear axis by adding visual semicircles to linear views of documents, music
pieces, and DNA sequences (Wattenberg, 2002). In work that explored the use of
arcs to visualize email threads, it was shown how the combination of arcs displayed
above and below the main axis improved readability (Kerr, 2003).
Several contributions to information visualization have looked at enriching and
combining techniques for visualizing different types of relations. For example, a visual document hierarchy was accompanied with arcs representing cross-references
between different sections (Neumann et al., 2005). Furthermore, NLDs were made
more readable by assigning nodes into multiple regions and allowing for interactive
edge filtering (Shneiderman and Aris, 2006). A related approach places graph nodes
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on a multi-variate grid allowing for new forms of exploration (Wattenberg, 2006).
Another technique provides a three-dimensional juxtaposition of different visualizations on panes linking corresponding nodes using edges between the panes (Collins
and Carpendale, 2007). All these techniques underline that there is a need for integrating explicit and implicit relations and enabling their interactive exploration,
however, there is a tendency to emphasize one over the other.

4.3

Design Goals

The motivation behind this design study is the multitude of data sets that feature
both explicit and implicit relationships. For this work, we understand explicit relationships as data relations that specifically connect data entities and are already
present in the data set. As implicit relations, we see data relations that are not defined
in the data set and need to be inferred based on similarities between data items.
Representing explicit relations as linkage between items has been the mainstay of
graph drawing research. On the other hand, there are numerous implicit similarities
based on various parameters and dimensions that can be used for data spatialization. With this work, we are exploring the space of integrating the visualization of
both explicit and implicit data relations in order to better understand how entities
relate and reveal previously unseen patterns. Following the guiding principle of explorability (see Section 2.6.1), we aim to support people in exploring complex data
sets along their explicit and implicit relationships between information entries in a
pleasing and engaging way. This translates into the following concrete design goals:
– Integrate multiple relationships. Explicit and implicit relations should be visualized as linkage and layout to mutually support and inform each other.
– Show invisible data patterns. By integrating explicit and implicit data connections, the visualization should provide novel, interesting shapes and derived
relations that were not visible before.
– Support serendipitous exploration. The visualizations should enable viewers to
see unexpected connections and follow their personal interests and inclinations. The interactivity should be straightforward without requiring training.

4.4 Data Sets and Dimensions
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– Display additional information. The interface should provide details on demand
allowing the viewer to learn more about particular data entries and to go back
to the underlying data source.
– Provide aesthetic visuals. The colours, shapes, and transitions used by the visualization should satisfy both utility and visual appeal, making the interaction
pleasant and triggering curiosity about the represented data.

4.4

Data Sets and Dimensions

To illustrate the notion of complex information spaces, and explore their visual representation, we choose personalities from philosophy, visual art, and popular music
as example data sets. We collect the data from the Freebase (2012) Web site using
their Web-based API. Freebase offers structured information about a wide range of
entities. In the case of philosophers, painters, and musicians, it provides data about
birthdates, influence connections, and a range of domain-specific keywords such as
philosophical interests, artistic movements, and musical genres. Besides programmatic methods of accessing the data, Freebase also publishes tabular views of individual data entries on their Web site (see Figure 4.3). Since the group of musicians
has only sparse influence connectivity on Freebase, we augment our data set with
influence information from the AllMusic (2012) web site.
We focus on philosophers, painters, and musicians who influenced at least one
other member of their corresponding group. The selection is also based on the availability of keywords corresponding to the selected similarity criteria that are most
meaningful for the given group of people. For philosophers, we include their philosophical interests (e.g., ethics, logic, nature) and professions (e.g., writer, physicist,
teacher). The keywords of painters include art forms (e.g., painting, mural, fresco)
and artistic movements (e.g., renaissance, impressionism, surrealism). For musicians, we include their genres (e.g., jazz, punk, electronic).
Based on the requirements of keyword, date, and influence information, the resulting data sets comprised 196 philosophers, 226 painters, and 200 musicians. For each
person, we keep the name, birthdate (for musical groups, year of formation), description, an image, and the keywords. Furthermore, we store the directed influence
links between people, which we consider as explicit relations, and the keywords,
which form the basis for computing similarities among people as implicit relations.
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Figure 4.3: One example data set for visualizing implicit and explicit relations is philosopher
data from the Freebase community. Here is the entry about the French philosopher Simone de Beauvoir: description, birthdate, profession (left), and influence
connections (right).

The birthdates can also be regarded as another type of implicit relation, since it implicitly links people of similar time periods or epochs. For storing these records,
we use a MySQL database easily accessible from the server-side component of our
system, which was written in PHP.
Using these attributes, several interesting dimensions can be inferred. For example, we can calculate the degree of influence as a measure of significance using the
sum of outgoing influence connections. In other words, the more people a given
person has influenced, the more significant this philosopher, painter, or musician
is. Based on birthdates, people can also be grouped into similar epochs. Likewise,
using domain-dependent keywords, the philosophers, painters, and musicians can
be grouped by their similarity. Combining time periods and keywords with the influence connections, one can look at the impact of, for example, musicians across
temporal epochs and musical genres. For example, considering all the musicians influenced by The Beatles, their impact extended over a wide range of genres (see Figure 4.1). Since Friedrich Nietzsche was considered influential by many subsequent
philosophers, his impact has great temporal extent (see Figure 4.2). By integrating
both explicit and implicit relations it is possible to reveal these relations, which are
not easily accessible by just looking at data tables or reference pages.

4.5 Visualizing Explicit and Implicit Relations

4.5
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In the following, we describe our design considerations and decisions concerning the
visual representations used in EdgeMaps. By integrating spatialization and graphdrawing techniques, the EdgeMaps visualization represents both explicit and implicit relations. Explicit relations are encoded as curved edges and implicit relations
as node position. Other visual variables are used to double-encode these data relations and introduce additional information such as directionality and specificity.

4.5.1 Implicit Relations as Layout
To represent the implicit relations, we designed two general layouts: a similarity
map and a timeline, as illustrated in Figure 4.4. While both layouts represent people
as nodes and influences as edges, as we will describe in more detail later, the layouts
differ in the way the positions on the plane are utilized, which in turn has interesting
implications for the visual patterns created by the edges. The similarity map represents the topical nearness among people based on their domain-specific keywords
such as interests, movements, and genres. The timeline uses birthdates as an ordering criteria to arrange philosophers, painters, and musicians along a temporal axis.
While neither of these layouts are new by themselves, they provide new context for
graph visualizations.

Similarity Map

Timeline

Figure 4.4: Layouts for visualizing explicit and implicit relations among people based on
their similarities (left) and birthdates (right). This illustration shows how the node
layout shapes the visual composition of edges.
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Figure 4.5: Similarity map of philosophers without selection.

Similarity Map. The node positions for the similarity map were generated using
an MDS algorithm (de Leeuw and Mair, 2009) on the basis of the people’s keywords.
To do this, the keyword data is transformed into a vector model that the MDS algorithm uses as a basis to map relative distances in the high-dimensional vector space
to distance in the two-dimensional plane. The result is a pair of x,y coordinates for
each philosopher, with each coordinate value between -1 and 1. Depending on the
size of the window, these coordinates are then scaled to the actual display resolution.
However, the aspect ratio of the MDS output is not modified, since the proximity of
the resulting plane configuration is generated on the basis of similarity. Stretching
the layout would confound the representation of similarities, which are mapped to
positions on the plane using their Euclidian distances. Since there may be people
with identical keywords, the MDS algorithm can return items with the same positions, posing an occlusion problem. Considering that MDS is an approximation after
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all, the similarity map places overlapping nodes slightly apart so that they are still
close but not occluding each other. The positions in the similarity map are used to
generate unique colours for all circles, as discussed in more detail later. The resulting
layout is shown without edges or labels in Figure 4.5.

Figure 4.6: Timeline of philosophers without selection.

Timeline. The timeline maps birth year to position on the plane. Initial trials with
a linear scaling were not satisfying, because of dense clusters of people in some time
periods and very sparse or empty periods during other times. We decided to neglect
exact temporal intervals and focussed on temporal sequences of people instead. This
still allows for relative temporal comparisons of ‘earlier’ and ‘later’ people and, at
the same time, accommodate all people’s nodes along the time axis. The result of this
‘stringing’ of nodes along the axis has the effect that certain periods take up much
more display space than others. A time legend displayed on top of the time view
and a subtle grid representing decades and centuries indicate this temporal folding.
Since the data for the philosophers was especially sparse between about 300 B.C.
and 1200, there is a clustering of grid lines in this particular time area. The resulting
timeline is shown in Figure 4.6.

4.5.2 Explicit Relations as Curved Edges
The layouts for topical and temporal similarities represent only the implicit relations
between data items. In order to represent explicit relations, i.e., influences between
philosophers, painters, and musicians, directed edges are drawn between the nodes.
However, if all edges were to be shown for all nodes at the same time, there would be
far too many edges to be readable, let alone interpretable. Instead, by activating only
one node at a time, it is possible to read individual edges and differentiate between
two types of influence:
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– Incoming influence. The person is inspired or affected by other people and
builds upon their work. This type of influence provides an indication of a
person’s particular background.
– Outgoing influence. The person has inspired or affected other people who built
upon their work. Based on this type of influence, one can reason about the
person’s significance for an entire domain, such as philosophy, art, and music.

A recent study on representing directed edges suggests that simple visual cues better help detecting connections between two nodes than curves or arrowheads (Holten
and van Wijk, 2009). However, our aim is to reveal the extent of the many connections that one node has with the remaining nodes, and discern incoming and outgoing influences. Incoming influence can be seen as the basis of a person’s work,
while the outgoing influence is the impact they had on other people. To visually differentiate between these edge types, we used curvature, arrows, thickness, opacity,
and colour (see Figure 4.7). We elaborate on these design choices in the next few
paragraphs.

A

B

C

Figure 4.7: A simplified illustration of influence representation as curved edges in
EdgeMaps. By selecting one node at a time, we can distinguish between two
types of edges, as shown here around the active node B: incoming, B is influenced
by A (left), and outgoing, B influences C (right).

Curvature. Incoming edges are curved downward and outgoing edges are curved
upward. The idea is that incoming influence stands for the foundation upon which a
philosopher, painter, or musician builds their work. For the outgoing influence, the
edge is curved upward, as a visual depiction of reach beyond previous work. Taken
together, both types of edges form a wave-like shape when nodes are arranged in a
sequential order. The extent of curvature of an edge depends on its distance between
the connected nodes. This way, the wider the reach of an influence, the more salient
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the edge appears. To reduce the visual footprint of edges in the similarity map, the
curvature is slightly smaller than in the timeline view.
Arrows. Influence edges differ also with regard to how directionality is indicated.
Since we assume that only one person is activated at a time, this person’s node will
have the many more associated edges than connected nodes, which will mostly have
only one associated edge or in some cases two edges (if the influence is mutual). This
means there is much less visual clutter around the linked nodes than around the activated node. We exploit this fact, by situating visual features indicating directionality
at the linked, non-active nodes: incoming edges have arrow-like cuttings at their
source nodes, whereas the outgoing edges coming from the active node have arrowheads at the destination nodes. This ensures that edge endings at an active node are
simple and thin allowing for many discernible edges.
Thickness. An additional way to differentiate the edge types is by their overall
shapes. Incoming edges are drawn thicker than the outgoing edges. While there is
no inherent reason why incoming edges should be thicker than outgoing edges, giving the different types of edges these two distinct shapes allows for easy distinction
when multiple edges are displayed at the same time.
Opacity. To balance the different visual weights resulting from thick and thin edges,
the opacity of the incoming edges is decreased. Using opacity instead of adjusting
brightness for the incoming edges also reduces the occlusion of other elements due
to incoming edges.
Colour. Since the nodes have different colours, the colour of an edge corresponds
to the colour of the node at which the influence originates. The outgoing influence
edges assume the colour of the selected person, and the incoming edges share the
colour with the originating node. The mapping of node positions to colours is discussed in the following section.
We have carefully designed the visual appearance of edges to represent influence
connections between people in the context of their similarities. The visual variables
and features representing the explicit relation of influence as curved edges integrate
with positioning to represent the implicit relation of similarity. As will become
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clearer in the subsequent sections, colour and curvature interact with positioning,
in the topical and temporal layouts.

4.5.3 Significance and Specificity as Node Size and Colour
EdgeMaps visualize complex information spaces, primarily using edges to represent
explicit relations (influence) and position to represent implicit relations (similarity).
As secondary visual variables, we use node size and colour to encode a node’s aggregated significance and specificity. While influences and similarities are based on
pairwise data relations, a node’s significance and specificity are based on the aggregate of its relationships with the entire information space.
Size. For the purpose of this visualization, we understand significance of a person
as the relative degree of their outgoing influence. The rationale is that a philosopher, painter, or musician who had more influence on their peers and successors is
arguably more significant than those who had less impact. The outgoing edges are
the primary manifestation of a node’s outgoing influence, which can be displayed
by selecting the corresponding node. We decided to additionally expose the significance of a node without any interaction, by encoding significance of a person as
their circle’s area. We experimented with different types of glyphs, however, we decided that simple circles with varying sizes provide sufficient data encoding without
adding significant perceptual complexity.
Colour. We see a node’s specificity as their uniqueness in relation to the entire collection of nodes. By using colour to double-encode topical similarity, it is possible
to represent people that have a more distinct set of keywords using more saturated
colours. Since the MDS algorithm provides a spatialization of the similarity relationship, we used it in combination with the HSV (hue, saturation, value) colour space as
the basis for the colour calculation (see Figure 4.8). We decided to map broad interest
regions to hue, and the distance to the centre to saturation, while keeping the brightness constant. Here, we considered the distance from the centre as a measure for
specificity. The idea behind this encoding is that the further out a person is located,
the more distinct they are from all other people. Translating this notion of specificity
to a colour space, it would seem intuitive that the more specific items would be more
saturated and the more common items would be less saturated. However, keeping
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Figure 4.8: Colours are derived from MDS positions using distance from centre for saturation
and angle for hue. Nodes that are located more towards the periphery of the
MDS layout are displayed with more saturated colours representing people with
a more specific sets of keywords.

the value constant means that either the nodes in the centre would be too bright or
the nodes on the periphery too dark. Therefore, we took the distance from the centre
into account for the brightness value, resulting in well-visible, grey-like nodes in the
centre, and colourful nodes towards the outside.
Based on this approach, nodes receive distinct colours, which are also used for
their outgoing influence edges. As shown in Figure 4.9, right, the active philosopher’s outgoing edges have the colour of this node and the incoming edges have
the colours of their respective philosophers. This helps to distinguish edge types,
and associate edges with their corresponding source nodes. Furthermore, as colours
and sizes are consistently used between layouts, the viewer may better recognize
previously visited nodes.
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Figure 4.9: Displaying influence edges in the similarity map for five philosophers (left) and
one philosopher at a time (middle and right). With a single activated philosopher,
influence edges arguably resemble the shape of fireworks. Less influential people
have sparser edge patterns (middle) than more influential ones (right).
LEIBNIZ

LEIBNIZ

4.5.4 Yarn Balls vs. Fireworks and Waves
After having discussed the visual representation of implicit and explicit relations
individually, we will now discuss how layout, edges, and additional encodings come
together in novel formations.
While exploring several design options, we examined the possibility of activating
multiple nodes at the same time. The result is an example of the “yarn ball” or
“hair ball” effect for complex NLDs, conveying neither overview nor structure (see
Figure 4.9, left). In contrast, displaying only the edges associated with one individual
node allows for interesting visualization and interaction possibilities (see Figure 4.9,
middle and right). As discussed before, in this way it becomes possible to better
represent edge types and directions. Furthermore, considering that the node size
reflects the number of outgoing edges, differing node sizes may be a more effective
way to convey the general overview of a data set. Instead of displaying many edges
that make readability more difficult with increasing numbers of nodes and edges, it
appears to be more effective to use colour, position, and size for nodes to provide
context and overview.
An interesting structure emerges when selecting a node in the similarity map, with
incoming and outgoing edges rendered in patterns of fireworks (see Figure 4.9, middle and right). Relatively less influential people (e.g., Lacan) result in more modest
fireworks than the most influential people, such as Kant. Besides the number of
edges, the spatial extent of edges conveys the topical scope of a person’s incoming

Immanuel Kant (IPA: [ɪ'manuɛl kant]; 22 April 1724 –
12 February 1804) was an 18th-century German philosopher
from the Prussian city of Königsberg (now Kaliningrad,
Russia). He is regarded as one of the most influential
thinkers of modern Europe and of the late Enlightenment.
Kant created a new widespread perspective in philosophy
which influenced philosophy through the 21st Century. He
also published important works of epistemology, as well as
works relevant to religion, law, and history....
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Figure 4.10: In the timeline view, influence edges result in a wave-like form indicating the
propagation of philosophical ideas over many time periods. The more significant a philosopher is the denser is the resulting wave (below).

and outgoing influences. In the temporal layout, the influence edges lead to distinct wave-like patterns (see Figure 4.10). The resulting edge layout is particularly
interesting, since the waveform can also be seen as an engaging representation of the
dynamic evolution of philosophical ideas, artistic movements, and musical genres.
In the similarity map, the spatial extent of edges stands for topical scope, and in
the timeline, the extent of edges represents temporal scope of influence. It becomes
possible to distinguish influences within close temporal or topical proximity from influences that span multiple time periods and similarity regions. There is a qualitative
difference between influencing people of the same time era with similar characteristics versus influencing people over a larger time interval across a range of interests,
movements, or genres. For example, the influence between two jazz singers is different from the influence that a blues musician has on a punk singer. In EdgeMaps,
these differences are revealed by the position, distribution, and length of edges, and
the colours and positions of associated nodes.
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Creating a Web-based Visualization Interface

In addition to the representation of multiple types of data relations, it is important to
consider how the interaction and visual design can be realized to support the exploration of complex relationships. In the following, we describe how we designed a
Web-based interface for EdgeMaps to support established information visualization
principles, and integrate the tool into the web-browsing experience.1

4.6.1 Interacting with the Visualization
The interface provides a range of interaction techniques for manipulating the view,
data, selections, and details. The primary way of interacting with the EdgeMaps visualization is selecting a node representing a person and revealing the corresponding
influence connections coming towards this node and going out to other nodes. The
viewer can then change the selection by either selecting another node (possibly one
that is associated with the current one) or by deselecting this node by clicking on the
background or clicking again on this node.
A text search allows the viewer to search through names, descriptions, and keywords. When a search term is entered, the visualization shows only the labels of
the nodes representing data items that match the search query; the opacity of the
remaining nodes is dimmed and their labels are not shown. In this manner, one can
quickly see where, for example, painters of a certain genre are situated, making the
underlying similarity layout easier to interpret (see Figure 4.11).
Additional controls are provided in the top right of the interface as drop-down
menus to change the layout and data set. Changing the data set initiates a simple
blending transition from one visualization to the next. Switching between layouts
triggers an animated transition between the similarity map and the timeline gradually moving the nodes into their new locations. The transition between the views
is animated so that the viewer can follow nodes between the views and establish an
understanding of temporal and topical interrelations. Since the colours are based
on similarity, it is possible to rediscover nodes from the similarity map in the timeline. By comparing how these transitions unfold, it is possible to visually examine
whether keyword-based similarities correspond with the time periods of people’s
activities.
1

Demo online: http://mariandoerk.de/edgemaps/demo
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Figure 4.11: All nodes matching the search query are displayed with their labels and with
full opacity. Nodes that do not match are greyed out. The text search allows the
viewer to explore, for example, the distribution of painters of portraits.

To learn more about a person, a detailed view with additional information about
the selected node is displayed in the lower right portion of the window (see FigSIGNIFICANCE
1
degree of influence
ure 4.12). A12short description of the person is displayed and accompanied with a
visualA depiction
(e.g., Cphoto, painting, sculpture) of the person. Selecting the thumbB
INFLUENCE
A influenced B, and B influenced C
nail opens the corresponding entry on Freebase, allowing the viewer to examine the
data source and learn more about a given person. The border of this detail display
uses the colour of the corresponding person’s node in the EdgeMaps visualization.
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Figure 4.12: The Web-based interface of EdgeMaps ties in with common browser functions
and use patterns on the Web such as the use of the browser’s back button, saving
bookmarks, sharing links, and accessing source web pages.

4.6.2 Visual Information Design
To reduce visual clutter, only the name of the person that is currently selected, and
the names of the people associated with the selected person, are displayed. The
nodes for the remaining people are dimmed and do not have a label. This allows
the viewer to focus on the current selection, but it also alleviates a label-occlusion
problem that still occurs when many edges are displayed (see Figure 4.9, right). It
is possible to hover the mouse over any node to make occluded or hidden labels
visible. To ensure aesthetic proportions between circles and labels, the font size is
set relative to the size of the circle. Furthermore, only the surname of the person is
used, which is typically unique and sufficiently known.
Legends are displayed to summarize the different mappings that are used. For
example, for the size of circles and types of edges, a legend for both layouts is always
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displayed in the lower left of the screen (see Figure 4.12, lower left). The two circle
sizes displayed correspond to the smallest and largest nodes in the visualization,
giving a sense of the extent of significance between people. In the timeline view,
years indicate the temporal distribution along the time axis. The legends are drawn
in shades of light grey to avoid distraction from the information visualization.

4.6.3 Web Integration and Native Graphics
One goal behind realizing EdgeMaps as a Web-based system was to align the interactivity with existing use patterns supported by Web browsers. As shown in Figure 4.12, our prototype supports the browser’s history, bookmarking, and sharing
features. The back button in web browsers provides a common way of backtracking
on the Web, allowing the surfer to return to a previous page. It serves a similar function in the EdgeMaps tool; the viewer can use it to return to a previous state of the
visualization. The state of the visualization, i.e., the type of layout, data set, selection, and search query, is encoded into the address as part of the fragment identifier
of the URL. In this way, the interaction steps are added to the browser’s history and
a given state can be bookmarked or shared as a link via email, instant messaging,
or on social networks. We also adjust the title to reflect the current state of the visualization to make the history, bookmarks, and link titles easier to understand. For
example, when dragging the address into a rich-text document, modern browsers
and word processors automatically turn it into a hyperlink with the corresponding
title (see Figure 4.12, left).
To draw interactive visualizations in the browser, there are several options. On
one hand, there are browser plug-ins, such as Flash and Java, that are used traditionally to provide advanced graphics and interactivity. On the other hand, new
Web standards—in particular HTML5—are currently emerging that strive for native
support of interactive graphics in the browser. We are interested in exploring the
browsers’ native, standards-based graphics capabilities and not relying on proprietary technologies. This approach also has the benefit that the tool would be viewable in Web browsers that do not support plugins (mainly Apple’s iOS devices).
The two main options for browser-native graphics are the Canvas element for
bitmap drawing, and SVG for scalable vector graphics. Since native browser graphics are currently experiencing rapid developments, we considered both approaches.
To make a quick performance comparison between Canvas and SVG, we drew 1000

106

4 EdgeMaps: Visualizing Complex Data Relations

random circles with differing opacities, positions, and sizes. In this experiment the
Canvas element was about twice as fast as the SVG in terms of rendering. While the
output of both approaches looks identical, browser-based SVG allows for straightforward event handling, since it retains its own database of drawn elements. In
contrast, the Canvas element requires custom picking logic for selecting the objects,
which would lead to significant performance overhead. Based on these considerations, we chose SVG in combination with the vector graphics JavaScript library
Raphaël (Baranovskiy, 2012).

4.7

Revealing Complex Relationships

By visualizing explicit and implicit relations, the EdgeMaps visualization allows the
viewer to explore data patterns that are difficult to see otherwise. In the following,
we illustrate some of the new kinds of exploration that can be pursued and the types
of insight that can be gained.
Pivotal Data Exploration. Limiting selections to one node at a time has interesting
implications on the interaction with the visualization. Activating one person draws
the incoming and outgoing edges, highlights the respective nodes, and displays their
names. Since the linked nodes are emphasized, the viewer is more likely to follow
the displayed edges and activate one of the linked people. In a sense, exploring the
visualization along influence edges is like pivoting through the data set around one
person at a time. Each step triggers a novel visualization sharing the positioning
of the former state, yet providing different influence networks centred around the
current node. Consider selecting, for example, the node of the philosopher Beauvoir, which is one of the smaller circles in the periphery of the visualization (see
Figure 4.13, top). After having selected her node, it is now possible to follow one of
the philosophers that was influenced by her. In this case, one could select Deleuze
(bottom right), and afterwards a philosopher with a larger and more saturated node,
in this case Nietzsche (bottom left). The path of exploration depends somewhat on
serendipity, intuition, and interest, all of which are affected by the overall visualization, and the viewer’s inclinations and interests.
Qualitative Differences in Influence. The influence edges reaching across the view
generate visual patterns that can help develop a rich understanding of a person’s
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influence. For example, the similarity map of musical artists allows us to see the
reach of a musician’s influence. Taking a closer look at the influence network of The
Beatles shows that their influence spans most regions of the similarity map except
those inhabited mostly by jazz, country, and rap singers at the bottom of the visualization (see Figure 4.1). In contrast, the influence network of the country singer
Hank Williams appears much more constrained to his immediate neighbours (see
Figure 4.14, top left). Furthermore, it is possible to compare the relative location of
nodes that are connected by incoming and outgoing influence edges. For instance,
John Coltrane appears to be influenced by musicians of similar genres, while his influence reached relatively far and wide across the similarity map (see Figure 4.14,
top right). The influence networks of Jimi Hendrix and The Ramones are in each
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Figure 4.14: EdgeMaps reveal different patterns of how musicians influence each other.
There is a difference between reaching similar musicians (top left) versus reaching across the similarity map (top right). Influential and innovative musicians
tend to show a spatial split between incoming and outgoing influences (bottom).

case located between the musicians who influenced them and the singers and bands
they influenced (see Figure 4.14, bottom left and right). Taking into account that Jimi
Hendrix is considered a pioneer of the electric guitar, and The Ramones are seen by
many as the first punk-rock band, it makes intuitive sense that their incoming and
outgoing influences are disparate groups of musicians on the similarity map.
Time-Similarity Comparisons. By switching between time and similarity layouts,
it appears as if time periods and genres of musicians have a relatively high correlation. This hunch is further supported considering the colour distribution of nodes

Musicians
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jazz

punk

Figure 4.15: The gradual colour changes in the time layout of musicians suggest a correlation between genres and time periods. This observation can be examined more
closely by highlighting nodes matching search terms of genres.

along the time axis (see Figure 4.15, top). The nodes appearing in the bottom left
in the similarity map, in shades of purple, are mostly located on the left side of the
timeline, i.e., in the first half of the last century. In contrast, the nodes that appeared
in tones of green in the top right of the similarity map are located towards the right of
the timeline. Examining the distribution of nodes highlighted for search terms ‘jazz’
and ‘punk’—representing genres of different times in the 20th century—further supports this observation (see Figure 4.15, middle and bottom).

impression

abstract

Figure 4.16: In the painters’ timeline view, there is a slightly higher concentration of blue
and purple tones on the right. Searching for terms indicating artistic movements
confirms the temporal development of impressionist and abstract art.
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The painters’ timeline does not indicate such a strong correlation between similarity map locations and time periods. However, searching for ‘impression’ and
‘abstract’ indicates relatively discrete intervals along the time axis (see Figure 4.16).
The more heterogenous colour distribution is likely due to the inclusion of art forms
in the similarity keywords that are fairly independent from artistic movements.

4.8

Discussion

The EdgeMaps visualization constitutes a first step towards integrating explicit influences with implicit similarity relations. We have demonstrated that the integration of graph drawing and spatialization techniques can reveal relationships and
patterns that were not visible with either technique alone. In the following, we discuss several limitations and challenges that suggest opportunities for more research
on the visualization of complex data sets featuring diverse relations.
Edge Congestion. We have argued that displaying edges for only one node, i.e.,
philosopher, painter, or musician, at a time allows for novel exploration methods
and avoids some of the edge congestion problems of larger NLDs. However, once
a node has a wide and dense influence network, similar edge congestion challenges
occur. It would be interesting to examine how lens and bundle techniques (Wong
et al., 2003; Holten, 2006) could be combined with visualizations that use a layout
representing implicit relations with edges for explicit relations.
Overlapping Nodes. With growing information spaces, the challenge is not only
edge congestion, but the overall perceptual scalability of visualizations with more
overlapping nodes. In the timeline view, it would be possible to position the nodes
vertically, for example, ordered by significance, i.e., size. The interest map currently
places smaller nodes around larger nodes with the same position. In order to support
many overlapping nodes, it is possible to indicate spatial togetherness using bubble
sets (Collins et al., 2009a).
Aggregating Nodes. Another promising approach is to introduce aggregation that
can simplify the graph visualization and provide higher-level perspectives (van Ham
and van Wijk, 2004; Wattenberg, 2006). Considering the time and similarity layouts
of EdgeMaps, nodes could be aggregated along temporal or topical proximity. The
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resulting influence networks of clusters would allow for higher level exploration of
mutual influences of groups of philosophers, painters, or musicians. For example,
the viewer could explore how painters of the Renaissance influenced the impressionists, or how jazz and blues singers affected electronic and new wave musicians.
Data Sets. The data sets used to illustrate the potential of EdgeMaps are limited in
size, and also in cultural scope, which is centred around North America and Europe.
This bias likely reflects the demographics of the Freebase community. It would be
interesting to use the visualization as a starting point to add missing connections,
scrutinize the keywords, and add data entries that are beyond the cultural horizon.
Besides visualizing historic personalities, it would be interesting to apply EdgeMaps
to other complex data sets and, for example, explore citation networks, migration
patterns, and international trade.
Spatialization. While we used an existing MDS algorithm (de Leeuw and Mair,
2009), it would be beneficial to explore its parameters and, for example, consider
planes with dynamic rectangular shapes, rather than relying on windows of fixed
aspect ratios. The difficulty to interpret the meaning of position and proximity is
alleviated with the display of influence edges, yet further exploration is necessary to
find other techniques that make the output of MDS algorithms more accessible and
meaningful. One of the ideas that arose during this work is to label regions in the
MDS plane based on representative keywords that are more common among nodes
that are positioned closer to each other. Besides the aim of making the MDS layout
more comprehensible, it could be useful to create a flexible MDS algorithm, allowing
the viewer to change how items are positioned. The great challenge for this would
be to make this algorithm interactive.
Folding Time. The timeline features an irregular scaling due to removing spacing
between nodes in favour of larger information density. While the textual time legend indicates this temporal folding, the added grid lines visually expose the scaling.
Ideally the viewer would be able to adjust time foldings according to their interests
and exploration steps. Currently, a person is represented as a single point on the
timeline, which makes it difficult to represent their lifetime duration or longevity of
active influence. It would be interesting to represent the actual lifespans and active
years of philosophers, painters, and musicians.
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Layouts. Supplementing the graph visualization with meaningful node positions
led to the creation of novel visual representations that expose temporal and topical
qualities of data connections. Besides time and keywords, many more dimensions
can be utilized as implicit relations for underlying layouts. For example, positions
in a hierarchy or geographic space could be used for node placement. It is also feasible to combine two types of similarities for the spatial dimensions of the plane. For
example, a one-dimensional MDS projection could be juxtaposed with the temporal
distribution of nodes. In addition to enhancing the understanding of influence connections, such a hybrid layout could help the viewer to compare time relations with
similarities based on interests, movements, or genres. Since artistic movements can
be viewed as correlations between time and style, a corresponding layout could be
very helpful. In the current version of EdgeMaps, this is only possible by shifting
between layouts and comparing colour distributions.
Insight and Experience. Applying the EdgeMaps visualization to three data sets
allowed us to closely examine the insights and experiences that can be supported.
However, we have only our own explorations with EdgeMaps as evidence for the
potential of visualizing explicit and implicit relations this way. It would be beneficial to study how domain-experts would explore their own complex data using
EdgeMaps. In particular, we would be interested in the role of pivoting around individual nodes to gain a bottom-up understanding of a complex data set. It may be
interesting to compare how domain experts experience the visualization of a given
data set in contrast to viewers that are unfamiliar with the data.

4.9

Summary

In this chapter, we have approached the challenges arising from complex data relations in growing information spaces by making the following contributions:
– A novel information visualization technique that combines implicit relations
(topical and temporal similarity) with explicit relations (influence links).
– Detailed discussion of the design considerations concerning visual representations and interaction techniques of the EdgeMaps visualization.
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– Implementation of a Web-based system incorporating basic use patterns on the
Web such as browser’s history, bookmarks, and link sharing.
– Application to three case studies exploring data about philosophers, visual
artists, and musicians, highlighting novel insights and uses.
The EdgeMaps technique represents implicit relations as the underlying layouts
for node-link diagrams in which nodes stand for people, and edges for explicit influence connections between them. By constraining the selection to one node at a time,
it is possible to visually distinguish between incoming and outgoing edges. Novel
visual patterns resembling the aesthetics of fireworks and waves not only look appealing, but they also allow for a closer examination of influence differences. In
contrast to the notorious yarn-ball effect of dense graph visualizations, we have suggested that an interactive pivotal exploration along edges between nodes may better
allow viewers to grasp network structure than complicated overviews. While much
more work is necessary to explore and understand complex information spaces, we
see EdgeMaps as a promising step towards this effort. In the next chapter, we will
present a visual system for exploring a highly dynamic information space.
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5

Visual Backchannel1
Following a Changing Conversation Stream

In this chapter, we present the second design study aimed at navigating growing
information spaces. While the previous chapter focused on the complexity of data
relations, we investigate next the dynamics of data change as another key aspect of
growing information spaces. The goal here is to create a visual exploration system
that represents data change using interactive visualizations so that a changing information space can become explorable. The scenario for this design study is digital
backchannel conversations during large-scale events. How can visualizations help
people follow ongoing backchannel conversations during large events?
After a brief introduction to the scenario for this chapter (Section 5.1), we summarize prior work related to this research (Section 5.2). We motivate the need for
better digital backchannels, and present the design goals for our Visual Backchannel
system (Section 5.3). After describing the challenges and opportunities of dealing
with dynamic, evolving data from Twitter (Section 5.4), we describe in detail the realization of our Visual Backchannel (Section 5.5). We discuss initial feedback on the
system (Section 5.6) and end the chapter with a discussion about the limitations of
the work and future research directions (Section 5.7).

5.1

Introduction

Digital backchannels are an emerging social phenomenon. When people are watching political debates (Shamma et al., 2009), attending educational events (EDUCAUSE,
2010), or even coping with natural disasters (Sutton et al., 2008), they increasingly
share brief and timely pieces of information in digital backchannels, which create
persistent conversations about events of social significance. Digital backchannels
have become an intriguing communication medium, over which more and more
people exchange impressions, suggestions, and comments during events. Such backchannels not only enable participants to share their experience and shape how ob1

This research project was initiated and the initial system built during an internship at the IBM
Watson Research Center under the mentorship of Daniel Gruen.
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Topic Streams
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Filters and Search
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Figure 5.1: The Visual Backchannel—here shown for the event Park(ing) Day—consists of the
Topic Streams visualization representing topical development, controls for filtering and searching, the People Spiral indicating participants’ activity, a chronologically ordered list of posts, and the Image Cloud displaying shared photos.

servers perceive an event (Burns and Eltham, 2009; Shamma et al., 2010), they are
also used to help participants influence the unfolding of an event and its outcome
(Borins, 2009; Harry et al., 2009).
With digital backchannels rising in importance as social information spaces, in
which people complement and co-create events, we see significant limitations with
current methods of displaying information. The widespread chronologically ordered lists may be sufficient displays for small conversations among few participants, however, lists cannot represent the dynamic developments of real-time conversations in large-scale backchannels. This has the unintended but well-known
consequence that participants get distracted from the main event, have difficulties

5.2 Related Work

117

focusing, and lack an overview of what the backchannel contains (Cogdill et al.,
2001; Harry et al., 2009; McCarthy and danah boyd, 2005).
To explore these issues, we introduce Visual Backchannel, an evolving, interactive, and multi-faceted interface that integrates three visualizations with a list of
backchannel posts via linking, brushing, and filtering (see Figure 5.1). In order to
give new perspectives on backchannel conversations, we introduce Topic Streams, a
temporally and topically adjustable stacked graph that visualizes topics extracted
from digital backchannel conversations. This is accompanied by two compact visualizations, People Spiral and an Image Cloud, presenting visual aggregates of active
participants and shared images. These visualizations offer a visual sense of the conversation at the moment, using visual accentuations that make the present visible,
in the context of the topical development. This way Visual Backchannel provides
saliency and visual evidence of what is happening now, and what is recent within
the ongoing temporal context of how backchannel conversations unfold over time.
The four views, which are linked via highlighting, brushing, and filtering, are designed to provide organically evolving representations of a constantly changing data
set, and interactive access to the temporal distribution of topics, the most active participants, and salient photographic impressions.

5.2

Related Work

The work presented in this chapter can be situated in the context of visualizing
persistent conversations, experiencing digital backchannels during a wide range of
events, and representing topics over time.

5.2.1 Visualizing Persistent Conversations
Much of the previous research on visualizing human communication considered its
social and expressive aspects. For example, on a low level, the way messages are
typed can hold interesting cues on how a conversation unfolds. Artistic visualizations of typing patterns, corrections, and pauses between responses can enrich otherwise ordinary text-based messages (Neumann et al., 2007; Tat and Carpendale,
2002). On a higher level, visualizing the identity and presence of people participating in chats and Usenet discussions, as well as their temporal activity and structure,
can lead to increased social awareness (Donath, 2002; Donath et al., 1999). Visual-
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izations of short-term (Viégas and Donath, 1999) and long-term discussions (Viégas
and Smith, 2004; Xiong and Donath, 1999) can provide valuable cues about conversation activity and community patterns. Further research focuses on conversation
threads. For example, the extent of forum discussions and the distribution of a given
search term therein can be visualized in a bird’s-eye view of forum threads (Dave
et al., 2004). Email exchanges can be visualized as thread arcs representing reply
structure and temporal order (Kerr, 2003). While nesting and time provide suitable
mechanisms for structuring and ordering the display of exchanged messages, we are
interested in providing overviews of the topics being discussed at a given moment.
In contrast to social and structural aspects of conversations, few visualizations attempt to represent the actual topics being discussed. Conversation Map displays
participants, salient topics, and threads of newsgroup discussions in a coordinatedview interface including social and semantic network visualizations (Sack, 2000).
While this approach is very promising, it is not possible to explore the temporal development of a discussion. Themail visualizes how topics in personal email conversations develop over time using stacked keyword lists arranged along a horizontal
time axis (Viégas et al., 2006). By temporally mapping the salient words and topics in
emails exchanged with friends, partners, and family members, it becomes possible
to follow changing social relations as manifested in those emails. Both Conversation
Map and Themail provide content-based perspectives on conversations, however,
they have only been applied to archives after the fact, not to real-time conversations
as they unfold.
Besides considering digital conversations, visualization interfaces can complement
verbal small-group conversations as they evolve, representing proportional talking
time of speakers as circular visualization (Bergstrom and Karahalios, 2007) or salient
terms as topical clusters (Bergstrom and Karahalios, 2009). While the former summarizes who is and has been talking for how long, the actual content and topics
of the conversation are not represented. The latter cluster visualization lacks the
history visualization that the earlier technique incorporates. Focussing on conversations among small co-located groups, these kinds of displays have been described as
social mirrors reflecting social cues and signals (Karahalios and Bergstrom, 2009).
We extend this research that primarily emphasized social and structural aspects
of discussions in that we seek to represent conversation topics in the context of their
temporal development together with participants’ activity and pictorial impressions.
While previous work represented either small, live conversations or large, archived
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discussions, our work explores the case of large-scale real-time conversations.

5.2.2 Using Digital Backchannels for Events
Digital backchannels can be understood as conversations that accompany an ongoing event. Early research characterized backchannel communication as private,
informal, ephemeral, and only visible to those engaged in it, suggesting ethical
and social concerns about increased persistence and visibility (Cogdill et al., 2001).
Later work explored public use of an Internet Relay Chat during academic conferences (McCarthy and danah boyd, 2005), and an interactive system to vote on audience questions (Harry et al., 2009). The benefits of a digital backchannel include
the exchange of additional information without interrupting the main event and the
ability to shape the event. The main concern was the potential to disrupt and distract (Cogdill et al., 2001; Harry et al., 2009; McCarthy and danah boyd, 2005).
With the emergence of microblogging, in particular through Twitter (2012a), we
are witnessing a new type of backchannel that is accompanying not only professional events, but also personal life events. Studies of Twitter posts, called ‘tweets’,
show a broad range of uses including sharing personal updates, informational links,
and real-time comments about events (Java et al., 2007). The way people interact
on Twitter can be described as a type of informal communication, which has been
argued to have relational and personal benefits: social awareness, understanding,
and connectedness as well as the ability to acquire personally important and trusted
information (Zhao and Rosson, 2009). Researchers have noted Twitter’s uniqueness in its accessibility, simplicity, and mobility as a platform as well as in the brief,
broadcast-like, real-time, and loosely-linked nature of shared tweets (McNely, 2009).
Backchannels also have the potential to help learners in their knowledge acquisition (McNely, 2009), as evidenced by books advising the use of backchannels for
education and business audiences (Atkinson, 2009; EDUCAUSE, 2010).
Digital backchannels are increasingly used as information channels during current
events. People affected by crises are using Twitter as an important broker of timely
information (Hughes and Palen, 2009; Starbird et al., 2010; Sutton et al., 2008). In
turn, this has led to the gradual legitimization of digital backchannels for obtaining
critical information during emergency or crisis events. A study of Twitter messages
during emergency and high-security events has shown a relative increase of information dissemination, in particular with regard to the sharing of URLs, in contrast
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to personal communication (Hughes and Palen, 2009). While official information
sources remain primary and most trusted, backchannels are seen to complement
official information sources by providing a bottom-up mechanism for relating firsthand accounts (Starbird et al., 2010). In fact, it has been shown that Twitter data can
be utilized to detect earthquakes (Sakaki et al., 2010).
The domain of politics is another realm where there is growing interest in digital backchannels. For example, Twitter members have actively posted reactions
to and evaluations from a TV debate between the candidates in the 2008 US elections (Shamma et al., 2009). An analysis of the words used in the tweets versus
the TV program showed considerable difference in vocabulary. Such Twitter reactions can be used to visually complement media broadcasts with, for example, current topic trends (Shamma et al., 2010). This research suggests new possibilities for
changing the perception of large-scale political events. This trend can be seen in
connection with politicians who experiment with online communication to engage
in new forms of dialogue with their constituents (Borins, 2009; Lazer et al., 2009).
For example, the White House under Barack Obama invited citizens to shape online
town hall meetings (CNN, 2009). With thousands of people engaging in such backchannels, it quickly becomes difficult if not impossible to follow the development
of the topics discussed. Our work addresses this challenge and attempts to visually
represent the voices of many people and indicate temporal evolution of topics.

5.2.3 Representing Topics as They Change
In the following, we discuss visualization research that considers the temporal, topical, and social character of shared information. The most relevant prior work is
ThemeRiver, which visualizes user-selected themes of news stories as horizontallycentred stacked graphs (Havre et al., 2002). This technique results in a stream-like
visualization in which the thickness of a stream represents the relative frequency of
the theme at a particular time point. A recent revisit of the ThemeRiver approach
applied and adapted it to entertainment datasets such as box office sales and music listening histories, and suggested new methods for ordering and colouring the
streams (Byron and Wattenberg, 2008). Limitations of these stacked graph techniques are the fixed length of time bins, the static selection of themes being used,
and the lack of zooming or filtering operations. In our work, we introduce a stacked
graph technique that is temporally, topically, and socially dynamic by visualizing
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live-changing data and allowing temporal zooming and interactive filtering along
topics, people, and search terms.
Earlier work explores the idea of live-updating views for existing visualization
techniques by encoding data changes as animations (Albrecht-Buehler et al., 2005;
Hetzler et al., 2005). It has been suggested that motion is a powerful visual variable for representing changing textual data, for example, by using animated forcedirected graph visualizations in which keywords would be nodes (Albrecht-Buehler
et al., 2005). For our work, we seek to complement motion with visual variables
that are more stable allowing the viewer to perceive developments even after the
animations have stopped.
An interesting use case for visualizing topical developments over time are social
media such as blogs and other online communities. For example, blog posts can be
explored using visualizations of tags and comments arranged along a time-axis (Indratmo et al., 2008) or by providing faceted visualization widgets according to time,
place, and tags (Dörk et al., 2008). For news stories, Newsmap is an interactive, Webbased treemap visualization representing the relative number of articles per news
item (Weskamp, 2004). The evolution of topical trends in information spaces such as
social media and court cases has been explored by using line graphs (Fisher et al.,
2008), juxtaposed and coordinated lists of weighted terms (Collins et al., 2009b), and
embedding miniature line graphs into tag clouds (Lee et al., 2010). Other work has
suggested representing the changing nature of news stories by clustering keywords
into themes and tracking their temporal evolution (Rose et al., 2009).
There is a growing interest in visualizing the subjective and social aspects of people’s communication on the Web, as exhibited by We Feel Fine, an art/visualization
project that aggregates signifiers of emotion in social media and visualizes emotional
statements as animated, coloured particles (Kamvar and Harris, 2011). In another
example, people were asked, following an election, to share their feelings as individual words resulting in a sentiment visualization representing the most salient emotional adjectives differentiated by party affiliation (Dance et al., 2008). These and
many other examples of Web-based visualizations can be framed as casual infovis,
a visualization practice with a wider user population and different types of insights
ranging from personal reflection to social awareness (Pousman et al., 2007).
Most interactive Twitter visualizations fit into this space of social, casual, and playful infovis. For example, some interfaces provide a network visualization of contacts
and topics, others overlay salient keywords onto a geographic map (Trendsmap,
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2012; Bloch and Carter, 2009). A treemap of the tweets about the 2010 Winter Olympics
blends keywords with event photos and also provides a visualization time slider to
select certain time periods (Rodenbeck, 2010). There are also Twitter displays that
are, strictly speaking, not visualizations, but moving lists or typographic animations (Tweets, 2012; Hoy and Fuchs, 2012). Work on coping with large numbers of
tweets in personal feeds proposes the organization of tweets into thematic clusters
allowing the user to focus on particular subsets of tweets (Bernstein et al., 2010).
To summarize, there is promising research on visualizing the development of topics over time. While existing stacked graph techniques focus on static datasets with
fixed temporal and topical granularities, we introduce a highly dynamic and interactive stacked graph technique. Visualizations of news, tags, and tweets primarily use
motion to represent data change. We want to extend this work by incorporating additional methods for encoding data changes after animations have been finished. To
our knowledge, there has been no work on evolving views combining both current
and past changes of topics over time. With our work, we want to integrate current,
recent, and past topic changes using visual and interactive representations.

5.3

Toward Better Digital Backchannels

We understand digital backchannels as conversations, mediated by computers and
networks, during events of social significance. Backchannel conversations typically
comprise reactions of spectators or participants to the actions unfolding during events.
It is possible that a backchannel also includes voices of people that do not experience
the given event first hand, but follow it indirectly, for example, through a live video
stream, news report, or such a digital backchannel. For example, natural disasters
elicit worldwide reactions by people that are not directly affected, but share their
thoughts and feelings on backchannels. While listening to presentations, attendees
of academic conferences increasingly share ideas, thoughts, and opinions that are
often followed by people that are not at the venue.
Prominent examples of backchannel technologies are Internet Relay Chat (IRC),
instant messaging (IM), and more recently microblogging through Twitter. In this
work, we focus on Twitter as an example backchannel context that is free, widelyused, and accessible by mobile devices. We are exploring the problem space around
digital backchannels as socially significant information spaces during events, and
deriving design goals for a Visual Backchannel interface.
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5.3.1 Problem Space and Scope
At the beginning of this research project, we held a brainstorming session with about
20 colleagues from our research group to gather initial feedback on the type of events
they wanted better backchannel support for and the problems—in particular with regard to participation—they experienced at such events. Based on their feedback, we
have identified a broad range of events and a selection of the main problems with existing event backchannels. The collected problems centre around following the main
topics being discussed, knowing the people participating, and managing attention
between the main event and the backchannel. Quotes in this section were taken from
sticky notes generated by our colleagues during the brainstorming session.
Too Many Voices: Active events and backchannels attended by many participants
make it difficult to follow the conversation or even engage meaningfully, as
there are “too many voices” and “too many people to listen to”. Instead it
would be ideal to be able to “hear the ’voice of thousands’ ”.
Sea of Strangers: During large-scale events, participants may feel “lost in a sea of
strangers” with difficulties to “know who else is in the meeting” or event. For
example, it can be hard to “find like minded people” or to “find my tribe”.
Experiencing a large-scale event gives the opportunity for meeting new people
and “not just talking to the people you come with”. A requirement for this
is for oneself to be “seen as attending” as well, which means that a person’s
participation and presence at the event is visible to other participants.
Losing Focus: Distraction is a critical problem provoked by the competing nature of
the main event and the backchannel. With many people and posts to follow,
participants have difficulties deciding “what to focus on”, which often coincides with a “lack of attention to [the] meeting itself”.
What just Happened: A participant attending both an event and engaging in a backchannel has to remain current in both spaces. This requires the participant to
continuously switch the context of attention and recreate the personal awareness in the particular space. Participants are constantly asking themselves
What just happened? Or, where are we now and how did we get here?
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Figure 5.2: An initial sketch for a Visual Backchannel for large events and meetings. Note
that support for group discussions and polls was not provided in the final design.

5.3.2 Iterative Process
Our design process was iterative consisting of several phases of sketching, prototyping, and getting feedback. Based on our own and our colleagues’ experiences with
participating in large events and event-related backchannels, we created sketches
for a Visual Backchannel emphasizing the topical and social aspects of backchannel
communication (see Figure 5.2). We presented early ideas and sketches for a Visual
Backchannel to colleagues from other departments during an internal event. The
feedback that we received generally supported the usefulness of a Visual Backchannel for events, and suggested a greater emphasis on the real-time nature of backchannel communication and the challenge to keep up with it. Based on these initial
explorations, we started prototyping, which was interleaved with feedback from colleagues and attendees of a large trade show as discussed later.

5.3.3 Design Goals for a Visual Backchannel
When considering large-scale backchannel conversations, there is a growing need to
consider fragmented awareness and the shifting attention of participants. In order to
explore issues of switching between event and backchannel, we attempt to represent
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the “now” in the context of the “recent”. By aligning the visual variables for current activity with the representations for recent developments, we attempt to help
participants in recreating awareness.
In particular, we want to help participants quickly answer common questions
about an ongoing backchannel conversation, for example: What are the main topics right now? How are topics changing over time? Who are the most active participants? What are certain participants talking about? Based on these questions,
previous research, and our own experiences with events and backchannels, we derived the following design goals for a Visual Backchannel interface:
Summarize the Conversation: A Visual Backchannel should include views that summarize the topical, social, and pictorial aspects of backchannel conversations,
decreasing the cognitive effort required to follow a backchannel. The main
topics, most active participants, and most popular images of a conversation
should be visualized indicating both activity and development.
Integrate the ‘Now’ and the ‘Recent: Visualizations should capture how a backchannel conversation is unfolding at the current moment and in the context of its
recent development. This way event participants should be assisted in making sense of current activity by being able to review recent developments. For
example, when briefly switching attention away from the event toward the
backchannel, it should require little effort to recover awareness and focus.
Extend Visual Presence of the Present: As the ‘now’ really does not take any time, there
should be visual accentuations for current activity such as incoming posts and
subsequent changes in the visualizations and the overall interface. This way
current backchannel activity should become more comprehensible. Ideally, the
half-life of visual highlights representing the present should bridge the gap to
the visualization of the recent past.
Provide Flexible Time Windows: Considering that events may last from minutes to
several weeks, the interface should provide flexible methods for modifying the
time window under exploration. The temporal selection should influence the
extent of visual change in the interface. With narrower time windows aligned
with the present, more visual activity is expected. If the current time is within
the time window, the interface should update and remain linked to the present.
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Allow for Topical and Social Exploration: Besides time, the main dimensions for interactive exploration should be the topics and the participants of the backchannel.
Selecting individual participants should indicate their pattern of topical development over time. Selecting topics should reveal their most active authors and
co-occurring topics.
Make Visual Activity Adjustable: When displaying a live event, the interface should
allow the viewer to adjust the level of visual activity by specifying time windows, filtering by topics and participants, and entering search terms. We expect that there should be less visual activity with larger time windows and
more constrained filters.
Encode Organic Feel: We would like Visual Backchannel to offer a dynamic and appealing interface. Colours, shapes, and arrangements should be accessible,
inviting, and visually pleasing. Changes in the interface triggered by incoming
posts or interactive filtering should be carried out by animated transitions.

5.4

Tweets as Data

To approach the aforementioned goals for a Visual Backchannel, we turn to the microblogging community Twitter as a widely used backchannel platform, whose use
has been observed in many different contexts, for a broad spectrum of events (see
Section 5.2.2). As we were more interested in exploring new visual interfaces for
backchannel communication than creating a new backchannel platform ourselves,
we decided to build on Twitter, which already has a large and active audience. Besides the wide adoption of Twitter, the choice was also influenced by Twitter’s open
API that allows for relatively simple and automatic access to its publicly shared posts
that constitute the crucial resource for a backchannel.

5.4.1 Short Live Updates
Twitter posts, or ‘tweets’, are an interesting data set to consider for information seeking and visualization and infovis, because of their brief, social, timely, and public nature. Tweets are limited to 140-character length, initially in order to work with SMS
texts, but this limit could also be seen today as an attempt to manage attention. It
is certainly more likely that one is able to read short messages than multi-paragraph
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essays while following an event. For the purpose of Visual Backchannel, we focus
on a tweet’s author, timestamp, and text. The author and time information of a post
is easy to obtain and essential for indicating the activity of backchannel participants
and visualizing temporal development.
A tweet’s text holds a wealth of valuable additional information. The words included in a tweet can be used in aggregate form to give a broad sense of what a
conversation is about and, in combination with the timestamp, to indicate its topical
evolution. A tweet may also contain links to images, possibly taken using a mobile
phone during an event, which we can use to provide live photographic impressions
from event participants. Furthermore, there is a convention among Twitter members
to indicate whether a tweet is a quotation by somebody else, namely a re-tweet, by
prefacing the tweet with the original tweet’s author and the letters RT, which allows
us to distinguish between original and quoted content.
Another convention of the Twitter community is to add so-called hashtags—tags
preceded by a hash sign—that are intended to associate a tweet with certain places,
topics, or events, for example, #visweek. The use of hashtags has become an important organization mechanism allowing Twitter members to track a subset of tweets.
It could be argued that the participants publishing tweets with a given hashtag temporarily become members of an ephemeral community around this hashtag and, for
example, the event it represents. During the time when this research project was
carried out, 17% of a random sample of tweets (n=50,680) included hashtags, among
which there were on average 1.3 hashtags per tweet. For Visual Backchannel, we can
use hashtags or words as search terms to aggregate tweets belonging to an event. In
our text analysis, we treat hashtags as words.
While an individual tweet is small and has a clear structure, taken together in bulk
(during events, for example), tweets can occur in large quantities, with temporal
spikes and periods of low activity. These potentially large data volumes in short time
frames place limitations on the complexity of data processing and visual mapping.
The data operations have to be kept minimal to ensure fluid interactivity and near
real-time visualization of conversation topics and activity.

5.4.2 Text Analysis
The processing of tweets is different from previous work on text visualizations of
email archives, blog posts, and news articles. Our ‘documents’ are at most 140 char-
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acters long and typically do not contain explicit keywords, subject headings, or tags
except perhaps for the hashtags that form part of the textual content. We believe that
using re-occurring words used by participants as topics for the Visual Backchannel
results in a truthful representation of what a backchannel conversation is about. The
challenge with using freeform text instead of preselected categories is that the resulting topic dimension will have a higher degree of noise and variance. The goals of the
following processing steps are to reduce noise and variance and extract meaningful
topics that are rooted in the actual tweets.
1) Images and re-tweets: First, we extract event photos that are typically associated
with tweets as links to image services, such as TwitPic (TwitPic, 2008), that
follow a URL scheme for different image sizes and aspect ratios making it easy
to retrieve image thumbnails and larger versions. We determine whether a
post is a re-tweet quoted from somebody else by looking for substrings of RT.
This is done before the subsequent processing steps, since links and re-tweet
indicators are not represented in the Topic Streams. Afterwards, links and retweet indicators are removed from the string.
2) String cleaning: Noise diminishes when we aggregate many tweets, remove special characters and URLs, and make the text lowercase. The resulting string
consists only of letters and numerals. Then we split the string at whitespace
characters in order to get individual words.
3) Stop word removal: To reduce the number of less expressive words, we remove 120
stop words, common words (such as “a”, “is” and “can”) that typically do not
carry meaning. We also consider the search term we use to aggregate the posts
from Twitter as a stop word and remove it, since it would be associated with
all tweets across all times, thus not adding any information.
4) Stemming: We reduce the number of words further by collapsing those words
that carry similar meaning using a basic Porter stemmer algorithm. For example, singular and plural versions of the same word, or noun, adjective, and
verb versions of the same stem are collapsed together into single stems. We
display the most frequent word per stem as a label, which worked well in our
experience.
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5) Associations: After detecting images and re-tweets, simplifying the string, removing stop words, and collapsing words to their stems, we associate the extracted
aspects with the original posts and store them in a relational database.
In summary we now have the following information for each backchannel post:
– time of publication,
– full original text,
– extracted topics (word stems),
– author name,
– image link, and
– whether it is a re-tweet.
This information allows us to visualize several dimensions of a backchannel conversation. Based on associations with individual posts and derived correlations between these aspects, we can also derive the following measures:
– newness of a topic in a time window,
– ratio of original content per author,
– topics used by participants, and
– co-occurrences between topics.
Since the occurrences of topics are linked with timestamps, we can calculate a general newness measure of a stem based on its average time of occurrence. Indirectly
via the posts, a topic is also associated with all the backchannel participants using
these topics and with all the co-occurring topics in these posts. This allows us to
filter the topic visualization also by the participants and the topics themselves. Furthermore, whether a tweet is an original post or a re-tweet allows us to calculate an
originality measure for a particular participant based on the ratio between original
and quoted tweets.

130

5.5

5 Visual Backchannel: Following a Changing Conversation Stream

Designing a Visual Backchannel

In this section, we discuss our design and implementation of a Visual Backchannel
as a coordinated-view interface that provides interactive and visual access to the current activity and ongoing development of backchannel conversations. Besides featuring a conventional list of backchannel posts, the Visual Backchannel interface consists of three novel visualizations that are linked in order to support cross-filtering
and brushing. The primary visualization using the most screen real estate is Topic
Streams, a stacked graph visualization of conversation topics, below which there is
a People Spiral, a helical view of the most active participants, and an Image Cloud
featuring photographs taken during an event (see Figure 5.3).

Figure 5.3: The Visual Backchannel interface representing Twitter posts about the earthquake
in Chile on the evening of February 27, 2010.

While being designed to create aesthetic aggregations that summarize topical, social, and pictorial aspects of a backchannel over a given time period, these visualizations also accentuate current activity in ongoing backchannels using ‘half-lived’
highlights in the context of recent developments.
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The visualizations provide ways for interactive and responsive cross-filtering along
time, topics, and participants. Furthermore, the interface features interactive representations of currently set filters, including text search, and a conventional list of
backchannel posts giving rapid access to the data being visualized.

5.5.1 Representing Conversation Development
The primary view of our Visual Backchannel is used by Topic Streams, an interactive
stacked graph that visualizes live-changing textual data across time and supports
interactive exploration by temporal zooming and panning, and topical filtering. In
contrast to previous stacked graph techniques that relied on fixed time intervals and
predefined categories, such as news topics (Havre et al., 2002), movie titles, and artist
names (Byron and Wattenberg, 2008), our Topic Streams support multiple levels of
temporal zoom and are based on the changing textual contents of tweets.
We choose a stacked graph as the main visualization, since we can use it to encode
both current and cumulative changes in the backchannel conversation. The visualization uses an integrated set of visual variables and arrangements to encode topical
development over time.
Position. The x-axis of the visualization is used for the time dimension. Depending
on the time window, there are date and/or time labels on the top. The present is
positioned at the far right edge of the view, unless the viewer changes the temporal
selection to a past time window. Analogous to previous stacked graph techniques
the y-axis is used to encode relative frequency of topics by the vertical width of the
stream corresponding to a topic at a particular time point. We display the 30 most
popular topics and omit less popular topics, in order to reduce drawing complexity
and ensure interactive responsiveness. However, less popular topics can be explored
by filtering by participant or text search.
Ordering. Recent work on stacked graphs suggested novel methods for finding
ideal stream orderings in order to reduce ‘wiggle’ between time intervals (Byron
and Wattenberg, 2008). One of the suggestions is to arrange newly arriving streams
on the outside (both top and bottom) with streams that have arrived earlier close to
the inside of the stacked graph. We experimented with many ordering techniques,
however, we experienced very unstable orderings of streams for different time spans
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leading to abrupt re-orderings when zooming or panning along the time dimension. To avoid excessive visual activity through reordering, yet still use the order
of streams in a meaningful way, we decided to order by general newness of a topic
from top to bottom of the streams. The choice of newness as an ordering measure
over time of first occurrence is based on the observation that the first occurrence of
a word in an individual tweet alone does not make it a conversation topic, but only
when it is picked up by multiple participants.
Since we have taken the current time window as the basis for topic selection, we
calculate a newness measure by averaging the timestamp of all those topic occurrences from the beginning of the event until the end of the current time window.
This way newness represents the novelty of a topic within a particular time window of an event defined by the current temporal selection. Similar to the typical
ordering of blog and Twitter posts, we order the topics by putting the newest topics
on top. An earlier prototype included animated transitions for stream reordering,
which resulted in white gaps between streams during transitions. We decided to
reduce the visual activity of reordering by keeping the order of the stream shapes
stable, and only applying transitions for label positions and smoothly adjusting the
stream shapes instead. This has the benefit of much smoother animated transition.
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Colour. We double-encode the newness of topics with their stream colours, since
the stream ordering only represents a ranking and not a distribution of values. The
mapping from newness to colour is done in the HSV (hue, saturation, value) colour
space. We choose a subset of the hue spectrum between blue and green, with the
newest topics represented by green and the oldest in blue. To make the streams of
newer topics appear brighter and more saturated, we map greater newness to higher
saturation and higher value (see Figure 5.4, right).
Shape. The stream shapes are defined by cubic Bézier curves. As illustrated in
Figure 5.4, left, the changing shape of a stream is defined by the control points of a
curve at different time intervals. Control points for a given data point, either on the
top or bottom of the stream, share the same y value, which results in interpolated
curve segments that do not ‘ring’, but stay between the y values of interpolated data
points. Positioning the outer control points (e.g., pi a and pi c) with their x values at
the borders of the corresponding time interval creates the effect of smoothly curved
streams. There are 15 intervals for a given time window, which provides a good
tradeoff between satisfactory temporal resolution and interactive responsiveness.
The Topic Streams are stacked in order to give the impression of a conversation
river consisting of multiple topic lines. While earlier techniques used exclusive categories for stacked graph visualizations, we use words coinciding with other words
in tweets as the basis for the Topic Streams. This has the effect that tweets with more
words ultimately have a greater impact on the resulting visualization. We find that
this is acceptable, since longer backchannel posts also contribute more to a conversation. Alternatively, a normalization step could take into account the length of a tweet
and scale the contribution of a word to the visualization accordingly. We decided not
to count multiple instances of the same word per tweet to reduce the influence that
individual tweets can have on the visualization of topics.
Scaling. While the vertical width of an individual stream at a specific time interval
is determined by the relative number of topic occurrences in tweets during this time
bin, the overall sum of the stream widths per time interval corresponds to the sum of
occurrences of these most popular topics. We scale the topic visualization so that the
time bin with the most topics uses the full height of the topic view in the interface.
This has the effect that the Topic Streams are rescaled between filter explorations.
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While this carries the danger of impeding comparability, we indicate the rescaling
through animated transitions.
Labels. The topic visualization is also accompanied by textual labels. For each
topic, there is a label positioned at its widest section of the corresponding stream.
The label that is used is the most used word instance of the particular stem. The font
size of the label is correlated with the overall number of occurrences of the topic in
this time window, and its colour is a darker tone of the colour of the stream. There
are date and time labels at the top of the visualization for temporal intervals. Faint
vertical lines demarcate the different time bins.

5.5.2 Representing Current Activity
Complementing the visualization of topics changing over time, we see a need for
representing current activity in the backchannel in the context of recent developments. We want to represent data change in ways that are comprehensible and
not lost when following the visualization only peripherally or sporadically, which
is likely during events. To encode current activity we are focusing on three main visual variables: colour, position, and motion. These variables are not in conflict when
used for representing topical development, since they can be seen as extensions from
the present into the recent past.

Newest topic

Figure 5.5: The Topic Streams represent Twitter topics during Easter 2010 with yellow highlights indicating current activity in the backchannel.
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Colour. We accentuate the topics and authors of incoming posts by adding temporary yellow-coloured backgrounds to the corresponding labels in the visualizations (see Figure 5.5). The opacity of a highlight depends on the relative frequency
that a topic was mentioned. These visual accentuations can be seen as ‘half-lived’
highlights of current activity whose immediate presence in the interface is always
temporary. However, we seek to connect the representation of the now with the
representation of recent developments in the data stream. Therefore, we choose yellow as it is the natural extension of the colour scale used to indicate newness in the
streams. One could argue that the newest or most recent time point is the present.
Position. We position the present at a clear location, namely the far right of the
topic visualization. This way the viewer can expect the most change in a particular
region of the interface. Similar to the temporary use of colour, the position of the
present gradually slides to the left of the visualization as the former present becomes
part of the recent past.
Motion. Data change leads to animated transitions in the visualizations. The Topic
Streams grow or shrink relatively with current activity in the underlying information
stream of Tweets. The extent of the animations corresponds with the extent of the
change in the backchannel conversation. When the animated transitions terminate,
the result of the former now becomes the shape of the recent.
By using multiple connected visual variables to represent the continuum between
current activity (the now) and prior development (the recent), the Visual Backchannel offers a novel visual representation that is designed to help with getting a sense
of ‘what is happening’ in the context of ‘what just happened’. While we have focused
here on the Topic Streams, we have followed an analogous approach for visualizing
the now for the People Spiral, Image Cloud, and post list.

5.5.3 Topical and Temporal Filtering
The Topic Streams support three basic filter interactions: temporal zoom, temporal
sliding, and topical selection. All these filter operations result in animated transitions of the Topic Streams and the other views, intended to increase visual momentum (see Section 2.4.3) and reduce the cognitive cost of following the changes.
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Temporal Zooming. The zoom level specifies the basic unit for each time interval.
A range between ten seconds and a month per interval, with seven steps in between,
was chosen to represent a wide spectrum of events and allowing viewers to set their
time span of choice. The viewer can change the level of temporal zoom by scrolling
with the mouse wheel, similar to how zooming works in Web-based mapping services, or clicking on the corresponding button on the upper rim of the Topic Streams
visualization. This zoom event is acknowledged by an animation of the grid representing the time intervals. As soon as the data for the new time window of the topic
visualization has been transmitted to the browser, the Topic Streams are updated
through animated transitions.
Temporal Sliding. The viewer can also change the current time window by sliding
it to an earlier or later period. Also similar to Web-based mapping tools, the viewer
can simply drag the topic view either to the left or to the right or select corresponding
buttons to move the time window to a later or earlier time point. By dragging with
the mouse pointer, the streams, time grid, and time labels will follow its movement,
and after releasing the mouse button they will snap into the chosen place. When the
viewer drags the topic visualizations, there will be pre-rendered parts of the streams
with the length of the current time window in each direction. This technique is
known in computer graphics as off-screen rendering, and here it allows us to provide
a smoother user experience.
Topical Selection. Besides changing the temporal granularity or position of the
Topic Streams, the viewer can also change their topical composition by selecting a
topic itself as a filter. This has the effect that only those Topic Streams that coincide with the selected topic will be shown. The selected topic will be removed from
the Topic Streams, as it is implicitly present in all selected tweets and thus will not
change the visual representation of the Topic Streams. Instead, the topic filter will
be represented as an interactive button above the topic visualization that allows its
cancellation by simply clicking it.

5.5.4 Compact Visualizations for Participants and Photos
In addition to the rich and sophisticated visualization provided by the Topic Streams,
we decided to provide more compact views representing the people participating in
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a backchannel and the shared photos taken by participants during the event. Together, these views use about one-third of the screen area of the backchannel interface, leaving sufficient screen space for the post listing. Particularly guided by the
goals of designing for an organic appearance and making efficient use of the screen
space, we came up with two aesthetic, yet compact views that summarize the activity of backchannel participants and their pictorial impressions.

n=36

n=97

n=300

Figure 5.6: Representing the activity and originality of Twitter members with posts about
Park(ing) Day 2009. The People Spiral accommodates a range of participant numbers and adjusts its layout accordingly.

People Spiral
With the goal to display participants in an aesthetic representation that invites exploration, we designed the People Spiral layout consisting of dots and labels representing backchannel participants and their activity (see Figure 5.6). Each dot in
the spiral stands for a participant using the dot size to represent their activity in the
backchannel, based on the relative number of tweets within the current time window and topic selection. The colour of a dot indicates the originality of the person’s
posts. The more tweets were quotes, or re-tweets, the less saturated the dot is. Using
saturation to encode originality resembles the use of saturation to indicate specificity of people in the EdgeMaps visualization (see Section 4.5.3). The base colour is
a tone of blue. The effect is that participants contributing novel information to the
backchannel appear in richer and more intense colours than those mostly re-posting.
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Another goal for the design of the People Spiral is to visually represent as many
people as possible, and give precedence to more active participants. An early design
included an icon list of participants, which did not indicate activity and could only
display a few people without having to scroll. Slightly compromising the readability of some labels, we chose a spiral layout for its organic shape and the ability to
represent many participants in a compact area.
The People Spiral is ordered by activity and represents up to 300 participants. The
most active participant is positioned at the outer end of the spiral on the right side
with its label straight and easily readable. A label’s font size is relative to the dot
size and has the same colour. Further along the spiral, the labels are rotated perpendicular to the tangent of the spiral at a given point, however, on the left side they
are flipped to avoid labels being rendered upside down. Depending on the current
temporal and topical selection, the number of participants displayed varies. In order
to represent many participants, we omit the labels for less active participants, whose
dots are positioned in the inside of the spiral. Hovering over these dots reveals the
name of the participant as a tooltip. If the number of participants is below a certain
threshold, currently set to 40, the layout reverts to a full circle displaying the labels
for all represented participants (see Figure 5.6, left).
The labels allow interactive filtering by participant. Selecting one will change the
colour of the label and dot to orange and add a participant filter on the top right
of the interface. Clicking again on the label or on the filter button will retract the
filter. Selecting another participant will change the filter. In combination with other
views, filtering by participant allows us to quickly see what individual people have
been talking about in the backchannel. We have experimented with selecting only
the posts by the selected participant and also including those that mention them. We
find both cases to be useful.
Image Cloud
The Image Cloud is a lightweight view for socially shared images, inspired by the
widespread use of tag clouds on the Web (Viégas and Wattenberg, 2008). Similar to
how tag clouds typically use font size to encode how often a tag has been associated
with resources in Web communities, we can adjust the area an image uses in the
visual display to indicate how often it has been shared in relation to other displayed
images. Since posts on Twitter can contain links to images, it can be observed that
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n=55

n=100

Figure 5.7: The Image Cloud arranges photos shared by Twitter members during the Burning
Man 2009 desert festival. Image sizes correspond to relative differences in image
sharing and reposting. With fewer images in a selection (left), the displayed images have larger areas.

images and, in the context of events, photos assume social significance based on the
repostings by participants. With the Image Cloud, we harness these social frequency
measures by displaying more frequently posted images larger than those that have
been posted only once (see Figure 5.7).
In our current design, we focused on the presentation of at most 100 image thumbnails with a square aspect ratio, however, this technique can be easily extended to
arbitrary rectangles and larger displays. The positioning of images is based on an iterative force-directed layout algorithm that is seeded by initial positions with larger
images positioned closer to the centre and smaller ones further at the periphery of
the view. In order to make efficient use of the space devoted to the Image Cloud we
need to adjust the maximum image size on the basis of the image frequencies and
quantity. Intuitively the smaller we set the maximum size for a particular number
of images the more we can increase the spacing between them. In our prototype, we
set the maximum length of image thumbnails using the following formula:
lmax =

v
u
u
A
t P
n
ci
s

(5.1)

i=1 cmax

with A for the screen area, n for number of images, ci for occurrences of a particular
image, cmax for maximum occurrences among all images, and s as a spacing constant
ranging between 1 and 2.5.
Depending on aesthetic intentions for creating customized backchannel displays,
one could, for example, decrease s creating larger overlaps and images. Exploring
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s=2.0 r=0˚

s=1.75 r=12˚

s=1.5 r=25˚

Figure 5.8: Different visual arrangements for an Image Cloud representing 100 photos shared
during the SXSW 2010 festival on Twitter. Layouts differ by margins between
images, adjusted by the spacing constant s, and the image orientations, specified
by the rotations range r.

these aesthetic considerations a little further, we have experimented with adding
small, random rotations to images around the z-axis as a simple way of creating a
more ‘natural’ appeal similar to the aesthetic of photo collages. By setting the range
of rotation r and adjusting the spacing constant s, one gets a spectrum of visual
layouts for an Image Cloud that ranges between a clean mosaic-like layout and a
messy collage view with many overlaps. A relatively high spacing constant leads
to open unused areas in the layout and relatively small images (see Figure 5.8, left).
Reducing the spacing and adding rotation both increased the area used by shared
images and also added an interesting visual pattern (right). The spacing and rotation
constants provide the designer of a backchannel interface with more control over its
visual appearance. While image spacing and rotation for aesthetic purposes may
appear like visual clutter, we think that an appropriate balance between order and
deviation in the layout can make the presentation both appealing and useful.

5.5.5 Interactive Exploration with Coordinated Views
In addition to seeing overviews and trends, we designed the Visual Backchannel interface to allow the viewer to explore the different aspects of a backchannel and the
linkage between them. The Visual Backchannel is a coordinated-view system that
provides interaction techniques to inspect the relationships of a backchannel conversation with regard to its topics, time periods, participants, images, and posts. In our
design, there are two main types of exploratory interactivity: linked brushing and
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cross filtering. The former serves the temporary exploration of data relationships,
and the latter allows the viewer to select a subset of the conversation stream. These
interaction types are designed to be as seamless and comprehensible as possible.
Linked Brushing. With interactive brushing, the viewer can identify commonalities between multiple views. By hovering over a visual element in one view, related
elements in other views are highlighted with a distinct colour. In our current design,
it is a slightly matte tone of pink. For example, when moving the mouse pointer over
the interface elements for participants, posts, or images, the Topic Streams visualization indicates the corresponding temporal distribution of a participant’s activity or
the publication time of the given post or photo. Similarly, the People Spiral highlights the author of a particular backchannel post or image, and vice versa, the posts
and images are highlighted.
Cross Filtering. Besides displaying temporal relationships, the Visual Backchannel
also provides functionality to dissect the conversation stream and the corresponding views by time, topic, and participant. The Topic Streams provide interactivity to
change temporal granularity, time span, and topic selection, and the People Spiral
allows filtering by a participant of interest. Topic and participant filters become interactive controls displayed in the top right of the interface accompanying a search
box, along with a button for filtering out re-tweets. In addition to these positive
filters, we envision negative filters to hide particular participants or topics, for example, due to spam or different interests. The search box already allows negative
filtering by preceding a search term with a minus sign.

5.5.6 Evolving Visualizations
In order to design a Visual Backchannel for both past and ongoing events, we set
out to create interactive visualizations that support both archival exploration and
live tracking of backchannel conversations. From a data processing perspective, an
ongoing backchannel conversation constitutes itself as continuously incoming posts
that are processed and mapped to visual variables. From a visualization perspective
these data changes can be represented by a wide array of visual variables. Previous research emphasized the value of motion and animated transitions (AlbrechtBuehler et al., 2005; Hetzler et al., 2005). We agree, and apply gradual transitions to
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our Topic Streams, People Spiral, and Image Cloud, resulting in appealing animations for newly arriving data.
When distraction is a potential issue, we feel that motion alone yields only shortlived and possibly too subtle cues for following the development of a backchannel
conversation. While shifting focus between backchannel and main event, a participant should be able to easily grasp how the backchannel conversation evolved since
the last time they checked. Therefore, we seek to encode recent and present data
change with visual variables that are easy to follow, and gradually build up a history of data change. The Topic Streams already have an explicit time dimension
that visualizes data change over time. The People Spiral and Image Cloud provide
implicit data histories through social aggregates of backchannel activity during the
current time window. In addition to these explicit and implicit encodings of data
change, we also provide highlights in the interface that emphasize visual elements
linked to currently unfolding activity. For incoming posts, the corresponding Topic
Streams are highlighted by briefly adding yellow backgrounds behind the topic labels, which faded out after not more than 5 seconds. The opacity of these highlights
is determined by the number of tweets that mention a particular topic. Similarly,
the authors and post items themselves receive temporary yellow highlights directing the attention of the viewer to new or changing visual elements. In our latest
Visual Backchannel prototype, the time from publishing a post on Twitter until it is
retrieved, analyzed, and visualized is between 20 and 30 seconds.
In summary, the Visual Backchannel interface features evolving visualizations that
represent data change threefold using: 1) shape and size, 2) animated transitions,
and 3) temporary colour highlights. We believe that these representations provide
several valuable perspectives on the unfolding of backchannel communication. To
reduce visual activity, the viewer can choose to follow a part of the backchannel by
selecting a particular topic or a wider time window.

5.6

Initial Feedback from Potential Users

In an attempt to gain insight on the usefulness and limitations of the Visual Backchannel interface from a wide range of potential users, an early prototype featuring
the Topic Streams, a post list, and a people circle was demonstrated on a podium
at a large corporate trade event attended by over 6000 people. The functional demo
showed a live view of the tweets containing the hashtag for the conference. Visitors
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were also shown screenshots of an earlier version of the Visual Backchannel used for
several other events, including a speech by US President Obama at MIT, Senator Ted
Kennedy’s funeral, and the Burning Man desert event.
There was significant tweeting activity during the event, followed both by people
attending the event and those monitoring it from afar. For example, we saw the
posting: “not in [the event city], but following all the tweets from [the event hashtag],
‘almost’ feels like being there, BIG thankx to all of you.” The Visual Backchannel was
a very popular, well-received demo, with many visitors commenting positively on
the overall look and apparent simplicity of presentation.

5.6.1 Usefulness and Uses
The reactions and comments from visitors suggested a set of possible uses for the Visual Backchannel interface that partly match our proposed goals and confirm earlier
work on conversation and community visualization (e.g., Donath, 2002).
Audience Reaction. Organizers and speakers at the conference were very interested to see what themes the audience took from specific sessions. This was particularly true for speakers at the large plenary sessions. They were curious both
to see what the audience found interesting, and what the reactions were to specific
announcements they made and demos they showed. For example, they could see reactions to the choice of a specific celebrity as keynote speaker, and more importantly
to them, what people thought of a new project they announced. Several people who
were organizing large events wanted to run the Visual Backchannel against their
own events, to view and understand audience reaction themselves, as well as to
display publicly and use "on stage" as a way of surfacing audience reactions.
Seeing Oneself. People using Twitter wanted to see their own posts and who else
had re-tweeted or responded to them. Though they had experienced these tweets
over time, they found it useful to have a single summary capturing the extent of
these postings and re-tweets. Several tweeters asked to have screenshots taken and
sent to them capturing their postings almost as a souvenir of their involvement in
the community; this was not something we had anticipated. Two stated that they
would show them to their managers as evidence of their efforts and impact.
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Product Conversations. Many attendees wanted to use the tool to follow tweets
about their product or company, both in general and to show the effect of specific
announcements, publicity campaigns, or news stories. A business partner from Australia said he would like to use it as a quick way to easily catch up and see what
people had been saying in the rest of the world about a topic or product area while
he was asleep overnight. He said it would “literally change my life”.
Event Experiences. Several people who had attended social events around the conference (late night party, an amateur musical show, etc.) wanted to navigate to these
times to see what other people had tweeted. People who were not able to attend
the event wanted to use the tool to get a sense of what had occurred, and, for several who had left the conference early, to see who had been the speaker during the
closing session and what they had missed.
New tweets appeared on the screen with yellow background highlights for several
seconds, with similar highlights appearing on the associated terms and participants.
We noticed that people’s attention was often drawn to the screen when they noticed
new posts arriving in their peripheral vision; even when speaking to the researcher,
they turned to look at the screen.

5.6.2 Ideas for Improvement
Use of the prototype by or with visitors to the demo area revealed several ideas
for improvements and extensions. The current design of the Visual Backchannel
interface as presented in this chapter reflects some of these suggestions.
Search Capability. Visitors wanted to locate postings around a specific topic within
the event, and in some cases wanted to view a specific tweet they had posted or seen
before to see who had re-tweeted it. The tested prototype version required them
to locate the term in the visualization to select associated tweets. In some cases,
the term was not shown, since it had not appeared frequently enough in the selected
time window, prompting some people to zoom into the display and scroll to different
time periods in hopes of seeing the desired word. On the basis of this, we have
integrated a search capability into the Visual Backchannel interface allowing full text
search over post contents and author names.
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Pinning Keywords and People. In the tested implementation, users would occasionally select a term and/or person in the visualization, see the corresponding
tweets, and then scroll the time window to see tweets for earlier or later periods
of time. If there were no tweets corresponding to the term and person, the display
would revert to showing all tweets and the selection criteria would be lost. This
behaviour has been fixed and filters remain set until the viewer revokes them.
Sentiment Analysis. Adding some form of sentiment analysis was requested by
many, so they could see at a glance not just what topics were being discussed, but
whether the general impressions of them were positive or negative. This was particularly important to the event organizers and moderators, and for those who envisioned using the tool to monitor conversations around their products and companies. So far we have not experimented with encoding sentiment, but will likely
explore this in the future.
Threads. Several visitors suggested other ways of organizing tweets and re-tweets,
such as in a more traditional discussion/reply format. As the conventions around
replies and retweets have evolved through the practices of the Twitter community,
there has not been simple access to the thread nature of posts. Recently there is explicit support by the Twitter platform to expose threads and correspondences, which
we plan to incorporate into future versions of the Visual Backchannel.

5.7

Discussion

In the following, we discuss the Visual Backchannel idea with regard to open questions regarding scalability, distraction, participation, and possible uses beyond events.
Scalability. The two main bottleneck areas for the Visual Backchannel are analyzing the data and generating visualizations. Running the Visual Backchannel as a
Web-based system on state of the art computers2 allows the processing of about 5
posts per second. While preparing and rendering the Visual Backchannel interface
for a medium sized event (1400 posts) takes about one second, it takes about 7 seconds for a large event (180,000 posts). Generating views for an exceptionally large
2

Client and server: 2.5/2.4 GHz Intel Core 2 Duo with 4 GB memory.
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conversation3 of one million posts by 325,000 participants over a timespan of 25 days,
takes about 45 seconds to generate—admittedly not interactive response times. Since
the system had not gone through any rigorous optimization, these preliminary measures are promising. However, to support exceptionally large events, more research
on scalability and performance is necessary.
Distraction. Besides the scalability of the Visual Backchannel, there is the cognitive load for the participant to consider. One of our design goals is to provide visual
overviews to reduce distraction from the main event by the backchannel conversation. While the competition for attention between the back and the front channel is
already occurring, we need to investigate more closely what effect our design decisions regarding the representation of the now and the recent have on the participants
and their event experience. The jury is out whether the visualizations that we introduced can quickly satisfy high-level information needs or whether they captivate or
confuse the viewer, who might explore the backchannel communication instead of
engaging with the main event.
Participation. The initial motivation for this work arose from a desire to use electronic means to increase the level of meaningful participation during meetings and
events. This then grew into a more ambitious goal: supporting truly large-scale
events and discussions involving hundreds of thousands and potentially millions of
participants, such as national “town hall” meetings or truly global topical discussions. While the work that we present here can be seen as one step toward that goal,
the Visual Backchannel in its current state does not provide ways of actually participating in a large backchannel. The challenge here is to design new ways to engage in
an event or backchannel by allowing the participant to be heard among many people
and creating new relationships.
Purpose. We designed the Visual Backchannel interface with the goal of representing current backchannel activity in its immediate temporal context. Providing this
context also enables seamless transitioning to viewing past activity. As discussed in
Section 5.6, the initial feedback we received during a trade show was particularity
positive about this dual capability and encourages us to further explore the notion of
visualizing the ‘now’ together with the ‘recent’. There was significant interest in our
3

Twitter posts about Chile after the February 2010 earthquake.
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Visual Backchannel from both event organizers and event participants that suggests
uses for backchannel interfaces after as well as during the event. We have since observed the use of our tool by colleagues who asked to use it to monitor events they
were not able to attend. These initial results promise further research opportunities
for the visualization of both live and archival backchannel activity.
Beyond Events. While we have approached backchannel communication from the
perspective of event support, we believe that the Visual Backchannel can be extended into a general-purpose interface for any type of data that has at least topical
and temporal characteristics. For example, server logs for Web site navigation and
search terms could be visualized to provide a sense of what Web surfers are currently interested in. The question is whether the resulting visualizations, in particular the Topic Streams, can provide meaningful and interesting information without
the shared experience of an event. The common ground that is typically provided
by an event may be necessary for shaping and punctuating the visualization.

5.8

Summary

In this chapter, we have approached the representational and interactive challenges
of data change using ongoing event backchannels as an example of highly dynamic
information streams. With this design study, we made two main contributions:
– We proposed the notion of evolving visualizations that integrate representations of current activity and recent development in dynamic information streams,
such as digital backchannels.
– We introduced three novel interactive visualizations that summarize the main
facets of backchannels and provide exploratory interactivity along time, topics,
and people in the context of a fully functional Web-based interface.
The Visual Backchannel interface is designed for exploring ongoing conversations
around events, making it possible to: 1) get a visual sense of large backchannel conversations over time, 2) follow evolving representations of a live, continually changing data set, and 3) explore its temporal, topical, social, and pictorial facets. In order
to visually summarize what a backchannel conversation is about and how it changes,
we have introduced Topic Streams, as temporally adjustable stacked graphs, and
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two lightweight visualizations, People Spiral and Image Cloud, that represent the
authors and images of a backchannel. These three visualizations provide context for
the continually updated post listing and are themselves continually evolving. The
viewer can engage in different types of interactive explorations to focus on the subset of a backchannel conversation by selecting a time span, participant, and/or topic
of interest, or entering a search term.
In a continual stream of information, there are interesting nuances in the temporal
experience. For instance, the current moment or ‘the now’ is caught up in what is
actively taking place in the posts. However, to understand the topics in the now,
one needs the context of the immediately preceding, or ‘the recent’. Further, both
the now and the recent need the context of the on-going but slightly longer term
focus of the event. By integrating decaying highlights that progress form the incoming yellow through the hue gradient of yellow through green to blue, the Visual
Backchannel combines information about the now together with information about
the recent into one visualization. Providing this temporarily fading highlight raises
the possibility that one might be able to keep one’s awareness of the backchannel in
one’s periphery. This possibility is certainly worth further exploration.
The research presented in this chapter can be seen with regard to growing information spaces and their challenges and opportunities with regard to information access. While we have primarily addressed challenges of data change in the context of
backchannels for events, we feel that there is a need for much more research on representing both the ‘now’ and ‘recent’ in growing information spaces. This dualism
between the particular present and recent past can be compared to the antagonism
between two basic perspectives on information spaces: the individual resource versus the entire collection. In the next chapter, we explore these differences in scale,
and present new representational and interactive methods to address them.

6

Fluid Views
Seeking Information at Different Scales

In the last two chapters, we presented visual exploration interfaces intended to
address data complexity and change in growing information spaces. In this chapter,
we approach the issue of scale. The notion of overview and detail forms a natural
starting point to think about scale, since it captures the long-standing tension in information access between abstraction and detail: How can we navigate information
spaces using abstract overviews, while preserving access to the details of particular
items? We initially raised this challenge in Section 2.6.3, and so far have presented
exploration interfaces that provide detail either on demand (Chapter 4) or as part of
a coordinated-views interface (Chapter 5), but not via fluid interactions.
In this chapter, we introduce a zoomable search environment that integrates item
details into abstract overviews by combining search ranking with information visualization. First, we discuss the tension between different scales in information
representation (Section 6.1), after which we give an overview of related research on
visual overviews and zoomable interfaces (Section 6.2). We then outline the concept
of zoomable search (Section 6.3), which we instantiate by describing the design of
Fluid Views (Section 6.4). To better understand the potential of zoomable search, we
apply a Web-based prototype to three different information spaces (Section 6.5), and
share expert feedback from library professionals (Section 6.6).

6.1

Introduction

With the growing abundance of digital information spaces in our lives, we rely on
effective exploration tools. A significant tension in information exploration lies between detail of a few items and overview of an entire collection—two fundamentally
different perspectives on information (see Figure 6.1). Search interfaces typically
offer bottom-up details showing only a few of many results, while visualizations
commonly provide top-down overviews of large datasets. Despite many improvements in accuracy and relevance, search engines present results in much the same
manner today as they did fifteen years ago, namely as ranked lists of snippets and

150

6 Fluid Views: Seeking Information at Different Scales

Timelines

er
Ov

Maps

Clusters

view

?
Det
ail
Information Space
Thumbnails

Result Snippets

Figure 6.1: Overview and detail constitute two distinct ways of representing information.

thumbnails. While the accuracy and immediacy of access are valuable, there is no
sense of overview conveyed by a long list. In contrast, information visualizations
provide graphical overviews that can reveal interesting data patterns and relationships. However, information visualizations alone do not expose details of particular
resources such as news stories, books, or photos. Comparing search and visualization to human-made representations, neither result lists nor abstract representations
offer the semantic richness of a thoughtful layout, as manifested in a newspaper,
book shelf, or photo album.
How can we reconcile the power of abstract overviews with the richness of item
details? To answer this question, we turn to extensive prior research that has tried to
narrow the gap between overview and detail. A prominent sequence of visualization
and interaction research was concerned with improving access to detailed views via
zooming (e.g., Bederson and Hollan, 1994; Perlin and Fox, 1993). However, zooming
introduced a range of navigational issues (Jul and Furnas, 1998), and was never applied to search. There has been considerable work on integrating visualization into
search interfaces (e.g., Dörk et al., 2008; Hearst, 1995; Teevan et al., 2009), although
mostly as a supplement (see Section 3.2.2).
Our goal is to support exploratory forms of information seeking by offering both
overviews of an information space and direct access to individual results. We introduce Fluid Views as a new interface concept for a zoomable search and visualization
space (see Figure 6.2). An important difference from previous zoomable interfaces
is the use of two layers, representing resources on the top layer and data facets on
the bottom layer. The top layer is a dynamic visualization of resources that are sized
according to relevance based on search terms or social popularity. The base map pro-
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Figure 6.2: In the Fluid Views interface, items are positioned using similarity (here: spatial)
and adjusted in size and level of detail according to their relevance.

vides visual context by positioning resources using their temporal, spatial, or content
similarity. We have carefully designed the interaction mechanisms and visual representations to enable seamless transitions between overview and detail.
Our approach is informed by significant prior research on visual overviews, zoomable interfaces, and visualization. We bring together basic principles from these research areas and combine them in novel ways. By integrating visual encoding and
resource ranking, the interface becomes both a visualization and a search environment. We discuss our design considerations, as well as the visualizations used for
basic information facets (time, location, and content) and resource types (textual and
visual). We present a functional Web-based prototype, which we have applied to
three common information spaces: books, blogs, and photos. We have received encouraging feedback from library professionals about the potential of Fluid Views for
information seeking, as well as possible challenges and future directions.
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Related Work

In the following, we give a brief summary of the research on visual overviews and
zooming techniques as it pertains to our work on Fluid Views.

6.2.1 Visual Overviews
As Shneiderman’s influential visual information-seeking mantra makes clear, providing an overview is of primary concern to visualization: “Overview first, zoom
and filter, then details-on-demand” (Shneiderman, 1996). However, the term ‘overview’ is used widely and in varied ways in information visualization (Hornbæk and
Hertzum, 2011). We use the simple term ‘overview’ when referring to both human
and technological aspects, while using ‘sense of overview’ to denote the human activities and ‘graphical overview’ for interface components.
Spatialization can be used to reduce dimensionality and provide the viewer a
sense of overview for large document collections. Galaxy and landscape metaphors
circumscribe representations that utilize proximity of visual elements to indicate
similarity between the represented resources (Chalmers, 1993; Wise et al., 1995). For
instance, document frequencies and clusters have been represented by placing simple dots on a black void (galaxy) or a map of elevation curves (landscape).
Particularly interesting application areas for spatialization are knowledge domains,
scientific communities, and other large information spaces (Andrews et al., 2002;
Börner et al., 2005; Jerding and Stasko, 1998; Skupin, 2004). The goal is to provide
a ‘big picture’ of a set of documents that includes patterns, relations, and the general dynamics therein. The key idea is to create an overview of many information
resources through the use of spatial metaphors to represent non-spatial information (Skupin and Fabrikant, 2008).
Visual overviews based on dimensionality reduction, are typically very abstract,
which can make them difficult to interpret. In Chapter 4, we introduced EdgeMaps,
a visualization technique that used multi-dimensional scaling for the positioning of
nodes in influence networks. With Fluid Views, we investigate how resource details can be integrated into overview visualizations to support exploratory information seeking. To date, visual overviews such as galaxies, landscapes, or maps have
been designed primarily to reveal overall patterns and to support high-level reasoning about collections rather than to support the exploration of individual resources.
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While visualizations are typically employed for overviews, search engines are now
providing increasing power for finding details. In contrast, we aim to better integrate spatialized overviews with the literal details of resources.

6.2.2 Zoomable Interfaces
If graphical overviews provide a birds-eye perspective on information spaces, then
zoomable interfaces are parachutes. Zooming into an information space in a controlled way offers navigation along a continuously changing scale of detail.
Pad introduced the interface concept of an infinite zooming space for interacting
with digital objects at varying levels of detail (Perlin and Fox, 1993). When zooming
in Pad, resources reveal more and more of their content: from a title to a summary to
an entire text. Pad++ expanded the original idea to exploring presentations, drawings, poetry, and Web browsing (Bederson and Hollan, 1994).
The idea of infinite zooming interfaces is highly relevant to Fluid Views. However, Pad and Pad++ both had difficulties of zooming into blank, visually undefined
space, which has been described as ‘desert fog’ (Jul and Furnas, 1998). Suggestions
made to address this, such as the use of landmarks, critical zones, and multi-scale
residue, inform our work via the constructs of base layers, visual ranking, and multiscale clustering, respectively.
To facilitate the design of zoomable interfaces, several frameworks have been
proposed. Space-scale diagrams use an inverted pyramid as the model, providing a powerful conceptual framework for zooming and panning interactions (Furnas and Bederson, 1995). Information density has been proposed as an authoring
aid for zooming interactions (Woodruff et al., 1998), and a comprehensive framework integrated zooming, distortion, and detail-in-context into a unified presentation space (Carpendale and Montagnese, 2001). These geometric models were augmented by a graph-based model that offers visual and data abstraction for quantitative and ordinal data (Stolte et al., 2003). We integrate these zooming ideas with
more varied sources for scale change, such as search and social relevance.
Information orientation and perceptual smoothness have improved with advances
in zooming interaction and animation mechanisms, particularly by coupling panning speed with the zooming level (Cockburn et al., 2005; Igarashi and Hinckley,
2000; van Wijk and Nuij, 2004). Our approach, which considers factors other than
geometric scale for the appearance of visual elements, is more comparable to cue-
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based techniques discussed in a recent survey paper on overview+detail, zooming,
and focus+context visualizations (Cockburn et al., 2008). For example, in spatialization visualizations, search matches can be highlighted by colour (Chalmers, 1993)
or halos (Andrews et al., 2002). In contrast, we use item size and level of detail to
indicate search relevance.
In summary, we seek to integrate representational and interactive aspects that
have been considered separately in research on visual overviews and zooming. In
particular, we are interested in representations that support information seeking in
large information spaces at varying levels of detail and overview.

6.3

Towards Zoomable Search

While common keyword search has begun to offer increasingly satisfying results,
the display of these results is still commonly the top-ranked items in a long list. This
kind of information display works sufficiently well when searching for very specific
items, however, it may not encourage more exploratory forms of information seeking embodied by the information flaneur (see Chapter 2). The motivation behind this
work is the duality of horizontal exploration (free-ranging lateral choices) and vertical immersion (targeted, focused direction) as complementary activities of many
information seekers (see Section 2.5.2). To support both of these search activities
(broad and high-level versus narrow and low-level), our design goals are:
– ease transition from overviews to detailed perspectives,
– display resources in context of their collection,
– scale results according to relevance or popularity, and
– provide clickable access to many results.
In summary, the aim is to expand the common top-ten ranked results to several
hundred items that are visually and interactively accessible in a meaningful interface. To achieve this, we provide a search interface that integrates relevance-based
ranking with scale-variant visual representations.
As illustrated in Figure 6.3, the basis of Fluid Views is a dual-layer approach that
allows for complementary scaling mechanisms as well as visual encodings. This
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– Relevance as item size and detail
– Search and detail-on-demand

Items

– Similarity via item positioning
– Panning and zooming interactivity

Base
Time

Location

Content

Figure 6.3: Fluid Views comprise two interconnected layers: the top layer features items at
varying scales superimposed over a zoomable base layer, for example, representing time, location, and content.

layer-based approach is inspired by thematic maps, where content layers are superimposed onto geographic base maps. The idea of visualization layers is also related to hybrid visualizations that combine multiple techniques into an integrated
view (e.g., Collins et al., 2009a; Shneiderman and Aris, 2006) as well as mapping
mashups prevalent on the Web. Pad (Perlin and Fox, 1993) and Pad++ (Bederson
and Hollan, 1994) introduced the idea of a single zoomable layer, which triggered
an entirely new way of thinking about interfaces, but also introduced challenges of
navigating into blank spaces. We use a dual-layer approach to a zoomable search
environment to alleviate these issues. The base map is a layer that operates as a fully
zoomable layer, provides an abstract overview, and gives meaning to the position of
items based on their similarities. The items are displayed in detail above the base
map in a dynamic top layer, which supports selective degree-of-interest zooming
based on relevance. The two layers are linked by the positional semantics of items
on the base map and position-based clustering.

6.4

Designing Fluid Views

To explain our design decisions when creating Fluid Views as a dual-layer zoomable
search environment, we describe the base layers and the item layer, and our use of
clustering to integrate them into one interface.
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(a)

(b)

(c)

Figure 6.4: The time scale is changed from (a) two months, to (b) two weeks, and (c) three
days. Each change triggers animated transitions of base map and items.
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6.4.1 The Base Layers
A base layer provides spatial semantics. It contains a map that supports continuous
uniform scaling, similar to early zooming interfaces (Bederson and Hollan, 1994; Perlin and Fox, 1993) and as modeled by space-scale diagrams (Furnas and Bederson,
1995). However, unlike Pad++, our base layer holds a visual background that covers
the entire layer. This backdrop provides visual landmarks for ambient orientation
within the zoom space (Jul and Furnas, 1998) and positional semantics for the items.
The visual background is kept subliminal: recognizable if needed, without detracting from the items being displayed. Homogeneous scaling of the entire base map
reveals regions that are appropriate at a given scale, and conceals them as they become too large or too small to display. We created three example base layers where
search items can be positioned based on similarities in time, location, and content.
The time map has a single linear but zoomable dimension of time. It displays visual
areas for common temporal units such as years, months, days, or hours progressing left-to-right horizontally. Colours chosen to delineate the time regions are light
grey, dark enough to be clearly readable, and light enough to avoid interfering with
the actual information items. To keep the time map clearly readable, it only shows
two temporal levels at a time. These two levels are arranged to indicate nesting of
the smaller unit within the larger one. As shown in Figure 6.4, areas representing
months contain those representing days, which in turn contain hours when zoomed
in further. Currently the largest time units are centuries and the smallest ones are
seconds. Labels on the upper edge name the periods currently being shown, and are
adjusted depending on the width of the respective temporal area. Items are filtered
according to the temporal regions currently on display. Every zooming and panning
operation gradually extends, contracts, or shifts the time window, and transitions
the visual units into place. The temporal placement of items on the time map can be
derived from temporal metadata, such as publication date.
The location map provides a two-dimensional interactive geographic map. For simplicity, the map primarily indicates the natural formations and boundaries, such as
the contours of continents, rivers, and oceans (see Figure 6.5). White areas represent land, while light grey is used to indicate water bodies such as rivers, lakes and
oceans. With this design choice, land-based items appear on a bright background,
since the location map uses geospatial coordinates for item positioning. A spatial
filter determines the items displayed in the view based on the map.
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(a)

(b)

(c)

Figure 6.5: Zooming from a continental view (a) to the Mediterranean (b), and finally a regional close-up (c). With increasing geographical detail in the map, the displayed
blog articles are continuously refined.
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(a)

(b)

(c)

Figure 6.6: When zooming into the content map from (a) to (c), the base layer gets gradually magnified and the items, here photographs, are appropriately filtered and
displayed with more detail.
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The content map is a general N -dimensional base layer. It uses multi-dimensional
scaling as a spatialization technique to represent similarities within an information
collection. Locations with a high concentration of items appear as bright amorphous
shapes, while darker shades of grey are used for regions with no resources. This
approach parallels the sparsity of resources on water bodies in the location map.
The content map serves as a generic map that can make use of any content-defined
dimensions, such as words from textual resources or colours from images, as the
basis for similarity determination. In Figure 6.6, digital photographs are positioned
based on the similarity of dominant colours. The spatialization method generates
output values ranging between -1 and 1 in each of the X and Y dimensions, which
are then used to determine the positions of items.

6.4.2 The Item Layer
While the base maps are designed to provide context, the item layer is designed
to offer the information items for the viewer’s attention. First, each item is positioned according to its metadata and the semantics of the current base map. Next,
the items are sized according to their relevance. This is calculated either according
to the item’s general popularity or according to its relevance to the current search
query. An item’s relevance is encoded by its screen real estate (i.e., pixel area), and
thus how much detail it can reveal. In our current design, we support two types of
resources as items: visual and textual. The visual resource type is primarily designed
for images, such as photographs or paintings, while textual resources are more suitable for articles and books. Hybrid media are also possible: an image may have a
title or description, and a text may have an accompanying image.
The item layer has two main interaction methods: search queries and direct manipulation. As a textual search is entered, the interface dynamically ranks resources
according to relevance, which can result in varying scale changes for the displayed
items. In the absence of any search terms, items are sized according to their popularity, as indicated by the number of comments, views, or editions. Clicking on an item
immediately reveals its contents in full detail, using a suitably large portion of the
screen. Furthermore, items respond to the interactions of the base map, namely panning and zooming. These interaction techniques provide additional ways to adjust
the level of detail in the visual representations. In general, panning and zooming
produce uniform display changes, while search and detail operations trigger more

6.4 Designing Fluid Views

161

varied but highly selective changes.
Regardless of the interaction methods used, all display changes are carried out as
animated transitions to aid comprehension. For this, the challenge is to provide semantic zooming functionality as a family of multi-level representations of resources
that gradually shift from small to large with sensible increases of detail. The representations of visual and textual resources are handled differently at intermediate
scales to exploit the corresponding modality.

Figure 6.7: Items scale from small dots to large previews. While discrete steps exist for showing certain aspects of an item, size and detail changes to visual (top row) or textual
(bottom row) displays are continuous.

The smallest representation of a visual resource uses the dominant colour extracted
from the image data. While the use of colour can be regarded as an abstract representation, it is based on the visual content of the resource. When an item exceeds a certain size, an actual thumbnail replaces the square. With continuous scale
changes, the image data is dynamically replaced with images of appropriate display
resolution (see Figure 6.7, top row). Labels of visual resources include a title with
gradually-increasing font-size and, beyond a certain size, additional metadata.

162

6 Fluid Views: Seeking Information at Different Scales

The colour used for a textual resource is based on themes extracted from the overall collection of items. The colour is used for the smallest dot, as well as the border
and background in intermediate representations. As the size of the item gradually
increases, the title is augmented with the author’s name, the date of publication,
and eventually the actual text (see Figure 6.7, bottom row). Once a textual resource
reaches a certain size, one can scroll through the entire document within the interface. While all resources can be viewed in high detail within the interface, the titles
of resources are also hyperlinks to the respective Web pages.

(a) No query

(b) ‘sun’

(c) ‘sunset’

(d) ‘+sunset +clouds’

Figure 6.8: As the searcher modifies the search terms, the item sizes and details gradually
adjust according to changing relevance scores.
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The search function is associated with the item layer, since it exclusively changes
the scale of information resources. The search box allows basic Boolean expressions
and simple term searches. By placing ‘+’ and ‘−’ in front of terms, items that do
or do not have a certain term are highlighted. If no operators are used, the search
terms are treated as a logical disjunction (OR). Item relevance increases with more
matching terms. This results in a more nuanced display that emphasizes items that
satisfy all query terms, but also reveals items that have some terms. While terms
are being typed into the search box, the top layer gradually changes the sizes for
all items accordingly (see Figure 6.8). Items that do not match any search term are
reduced to their minimal size, releasing additional screen space for relevant items.

6.4.3 Clustering
To avoid overlaps when many items are positioned at close locations, items are
grouped into circular clusters when close together (see Figure 6.9, left). To avoid
overlap within the cluster circle itself, items are reduced to half of their original size
and then repositioned using a simple iterative method reducing overlap while respecting original position. The position of a cluster is the weighted average of the
positions of its members. The colour of the cluster is a (slightly brighter) average of
the colours from the contained items. The size of a cluster circle directly corresponds
with the aggregated pixel area of its constituent members, which reflects their relevance values. Since cluster sizes are based on aggregate relevance, it is difficult to
compare clusters with regard to cardinality. However, because the clusters in Fluid
Views do not conceal members, the number of elements per cluster remains visually
discernible.
Special interaction techniques are provided for revealing more detail within clusters. When a cluster is clicked, its items are moved towards the periphery of the
cluster and returned to the size they would assume if not part of a cluster. As shown
in Figure 6.9, right, an edge from each item on the periphery indicates its original
position on the base map, not unlike excentric labelling (Fekete and Plaisant, 1999).
In this way, clusters can be thought of as lenses that allow items to be viewed at two
levels of detail. Specifically, they reduce overlap so that all items can be recognized,
and they facilitate the examination of detailed positions. These detail operations on
clusters are also similar to portals in Pad (Perlin and Fox, 1993), but they are embedded and integrated with the displayed objects.
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Figure 6.9: Clusters of textual (top) and visual (bottom) resources can be opened (top and
bottom right), triggering a transition that arranges the items around the cluster
and displays edges to their actual location on the base map.

6.4 Designing Fluid Views

165

6.4.4 Integrating the Two Layers
While most search interfaces keep item size constant in a simple list and associate
relevance with the position in the list, the Fluid Views interface uses item size to
convey relevance, freeing position to be used as a visual variable that can represent
similarity relationships. The visual arrangement of items via size and position constitutes a form of abstract representation that is blended with varying levels of literal
representation of items. Analogously, clusters themselves are hybrid formations that
merge literal aspects of individual items into abstract representations of clusters.
To achieve this combination of an abstract representation (overview) with the literal search result items (detail), the two layers in Fluid Views provide two distinct
functions. The base layer provides visual context for the items by providing a subtle
texture of a given facet, as well as mapping and zooming operations. The top layer
serves as a dynamic result space that displays the items with varying sizes and details, which can be manipulated through search and detail operations. In order to
make good use of screen space, items are sized according to their current relevance
while also taking into account the size of the screen.
The visualization sequence in Fluid Views can be summarized by a 6-step process:
1. Positioning: Set dimensions and extent of base map.
2. Selection: Determine items in view using their positions from the base map.
3. Ranking: Calculate relevance values based on item popularity or search matches.
4. Spacing: Allocate screen space and set item sizes.
5. Clustering: Group items based on their proximity.
6. Draw: Display, change, or hide items and clusters.
Panning and zooming operations provided by the base map trigger all steps, while
search query changes trigger the last four steps. Detail-on-demand operations only
change the display of a single item or cluster (step 6).
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(a)

(b)

(c)

(d)

Figure 6.10: Exploring fiction books along temporal relationships. The scale in the time map
is adjusted from five centuries (a) to one century (b). Clicking on a book brings
up a detail view (c) and a search reveals other books by the same author (d).
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Example Scenarios

Fluid Views is applicable to a wide range of information spaces. So far we have used
Fluid Views to explore books, blogs, and photographs, as exemplars for many possible resource types. For each collection, we outline a possible exploration scenario.
Books on Time Map. From Open Library, we selected the 500 fiction books with
the most editions. The year of the first edition, subject place, and subject headings
were used to position the books in the time, location, and content layers, respectively. A person interested in romance novels may enter ‘love’ as an initial search
term (see Figure 6.10). The resulting view shows relevant books with varying sizes,
aggregated in clusters (a). The person then zooms into the medium-sized cluster at
the beginning of the 19th century (b), where the book ‘Pride and Prejudice’ catches
the person’s attention. This triggers the information seeker to click on the book to
reveal the author, description, and cover image (c). Remembering the author’s name
from a discussion with a friend, the person changes the search query to ‘Jane Austen’
revealing three other books by the same author (d). These steps illustrate how the
combination of zoom, search, and detail operations can help a searcher to move between a high-level overview of many books and detailed views of a few items.
Blog Articles on Location Map. We extracted 500 articles from the community blog
Global Voices Online. The time of publication and tags associated with the articles
are directly available in the RSS feeds, and geographic coordinates were extracted
using a Web study service (GeoNames). A person interested in the Middle East may
start out with a high-level view of many recent blog articles positioned on a world
map according to primary geographical topics (see Figure 6.11). After zooming in
slightly towards the region (a), the searcher may enter a general term such as ‘peace’
to explore recent peace developments in the wider region (b). Seeing a relatively
large cluster in the middle of the map, the viewer clicks on it and is able to see the
more detailed positions of the contained blog articles (c). The searcher may continue
their exploration by selecting individual articles, zooming further in, or changing
the search query. In this case, the combination of search query and spatial clustering
selected a set of possibly interesting articles that shared the search relevance and the
spatial proximity.
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(a)

(b)

(c)

Figure 6.11: Blog articles are positioned on the geographic base map (a) and after entering
‘peace’ as a search query (b). A cluster of articles matching the query emerges in
the Middle East, and is opened to reveal item and location details (c).
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(a)

(b)

(c)

(d)

Figure 6.12: Photos are arranged by colour similarity. After entering a query (a), the viewer
gravitates (b) towards a particular photo (c), and then views nearby photos (d).

Photos on Content Map. We retrieved 500 photos from Flickr’s most interesting
photographs for a day. The photo’s upload time, location where it was taken, and
dominant colours are used for the base maps. A person interested in finding inspiring photos might enter ‘nature’ as a search term (see Figure 6.12). This filters the
view showing more items on the left side of the display (a), towards which the person zooms (b). Intrigued by the photo of a squirrel, the person zooms in further (c)
and notices two photos of a bumblebee and a curlew in close proximity. The person moves the semantic content map towards these other photos and then resets the
search terms to see other related photos (d). This example shows how to iteratively
refine and relax constraints by adjusting both the zoom level and search query.
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Expert Interviews

To better understand how Fluid Views could support everyday search practices, we
conducted a qualitative study in a university library. The main goal was to learn
about the potential of Fluid Views in the context of current developments in a library.
The participants (4 female, 2 male) are all trained library professionals with different
roles, including instruction, reference work, and administration, as well as content
and technology development.
Our study was conducted in two parts: part one was a short explanatory demo
of Fluid Views, answering questions until the participants were satisfied that they
understood Fluid Views; part two had individual semi-structured interviews, which
each lasted between 15-45 minutes. The questions were formulated to engage in
an open critique-based conversation. Example questions were: “Could you explain
how library patrons find resources today? What role could a system like Fluid Views
play in their search practices? Do you see problems, limitations, or challenges with
Fluid Views, or similar visualization interfaces?” From our interview data, we extracted the main themes, which we discuss below.

6.6.1 Current Library Search Practices
When our participants described current information-seeking practices at the library,
the two main topics that emerged, were the role of the book shelf, and the catalog’s
search interface for exploring information.
The Diminishing Role of Shelves
Almost all participants referred to a recent move of the library collection into a
high-density storage facility, which opened a few months before the interviews took
place. According to several participants, this transition raised challenges for many
library patrons, who perceived this change as taking away “the ability to experience
serendipity [when] browsing the collection” [P1]. In comparison to shelves, which
inherently associate similar items, participants described the library’s catalog search
interface as lacking a “sense of scope” or “physical sense of the collection” [P2]. Since
many catalog items are stored off-site, scholars miss the ability to wander around in
the collection [P4]. One participant viewed the information density of search interfaces as inferior to shelves [P3].
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Search and Exploration
Most participants discussed different search strategies, and the role of result lists.
One participant noted that many people start with a wide spectrum of resources, and
then filter them. However, when paging through result lists, fatigue can terminate
the exploration at an arbitrary point [P3]. Participants discussed the effect of lengthy
linear result lists on the search experience, for example, when doing a subject search:
“For the most part you need to go through page by page to really see
the scope of what’s showing up there. [...] It might be number 2, 4, 22
and then 50 – so you don’t get a sense that it actually is a focused area of
interest" [P6].
Most participants felt that known-item search was well supported by the library’s
tools. In contrast, there are “poor mechanisms for browsing” [P3]. That is, support
is lacking for “people that aren’t so goal driven, but really just want to be exposed to
information, just want to see it” [P4].

6.6.2 Potential of Fluid Views
When asked about the possible role that Fluid Views could play for information seeking, participants noted several advantages for exposing relationships among books
and refining searches.
Relationships
One of the recurring themes was how Fluid Views exposes relationships that are
difficult to see in conventional search interfaces. Participants noted that Fluid Views
could help “getting a view of how much material is around” [P2] and to “see the
400 or 500 hits [and] how this is broken up” [P3]. Another participant contrasted the
visualizations offered by Fluid Views with conventional book shelving:
“Library browsing has always been very linear, when it has been possible
at all. Books stand beside each other, and they can only be at one place.
So this breaks this up and would really encourage this cross-disciplinary
view [...]” [P2].
Two others highlighted the fact that information seekers sometimes benefit from encountering information that they didn’t know existed, possibly because it is outside
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of their domain, or using a different terminology [P1, P5]. In this respect, the Fluid
Views interface gives a searcher “the ability in one view to get a sense of relationships” by showing the relevance of resources in related domains [P6].
Refinement
Besides the visual representation of resources, participants also noted the power of
visualization for refining a search. For example, narrowing a given search with visualizations can be done “more quickly than trying to think of other search terms in
your head” [P1]. In particular, concepts that are difficult to express in words, such
as physical location or time spans, become possible since “visually it is very easy
to capture” [P4]. Several participants noted that Fluid Views visualizations would
also add value for “focused” searches [P6] by getting a sense of the results that are
retrieved by a specific search. One participant summarized the dual value of Fluid
Views as a
“nice fusion between the flexibility of list based systems and getting closer
to the kind of information density that [...] a shelf would provide” [P3].

6.6.3 Limitations and Challenges
The recurring concern for most participants was how Fluid Views would handle a
large collection, like a library catalog. To address scalability, two participants suggested to start from a small set, such as a “filtered point” [P3] or a “curated collection” [P4]. In addition, participants, especially those concerned with content curation and technology development in their role at the library, mentioned incomplete
metadata as a great challenge that could undermine the value of visualization.
A range of suggestions made by participants involved integrating additional types
of data. For example, two participants mentioned circulation activity as a potential
source for item relevance. Two participants suggested augmenting the display with
an indication of the availability of resources. Searchers who intend to check out a
book would appreciate “a layer for what is available right now and right here” [P6].

6.7 Summary
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Summary

Search interfaces offer increasing levels of access and accuracy, but often obscure the
relationships provided by traditional ways of organizing information. Considering
that information seekers operate at varying levels of exploration (see Section 2.5.2),
it can be beneficial to blend collection overviews and item details, and reduce the
effort in shifting between the two. However, existing search interfaces expose results in relevance-ranked lists with little recognition of data similarities or relations.
In contrast, the key idea of information visualization is revealing patterns and relationships. To enable a richer, more exploratory information-seeking experience at
varying scales, we combined search ranking and visual encoding techniques.
After having explored the challenges related to data complexity and change, this
chapter was devoted to issues of scale when shifting between high-level overviews
and low-level details. We have presented an interface concept that integrates two
layers representing items at flexible levels of detail on top of a data facet. This duallayer approach unifies information relationships and search by positioning items
according to similarity and using sizing to reflect their relevance. We have designed
and built Fluid Views as a zoomable search environment with three base maps for
time, location, and content. In summary, the main contributions of this chapter are:
– presenting search results spatially, with clickable access to details, providing
an overview of larger groupings,
– providing a subliminal underlying layer that offers semantics for the positioning of the search results,
– integrating these layers in a search environment that combines dynamic queries
and semantic zooming, and
– offering a functional interface for textual and visual information resources along
three basic facets (time, location, and content).
To explore the potential of Fluid Views, we applied the technique to books, blogs,
and photos and interviewed library professionals. Their feedback pointed out how
Fluid Views was interesting to them because it addressed several current issues in
library search. When contemplating how Fluid Views could be deployed they raised
questions about the scalability and extensibility of the Fluid Views approach.
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III Reflecting on Information Representation

7

Critical InfoVis
Do Visualizations have Politics?

After presenting three design studies that explored representational aspects of
growing information spaces, we now take a step back to develop a more critical
look at information visualization when used to engage people around social issues.
While the visualizations of the design studies are aimed to support curiosity-driven
exploration, this chapter relates to the critical attitude of the information flaneur.
After a brief introduction (Section 7.1), we outline what ‘critical’ approaches entail
in fields related to information visualization (Section 7.2). Based on these experiences, we then formulate our critical approach and outline principles that can guide
critical visualization practices (Section 7.3). We illustrate our approach by applying
it as a critical lens on the design studies presented in the three preceding chapters
(Section 7.4). Finally, we discuss strategies, suggestions, and challenges to advance
critical information visualization (Section 7.5).

7.1

Introduction

A growing number of information visualizations are aimed at engaging citizens
around a wide range of social, political, or environmental issues. Such visualizations are typically created by activists, artists, or journalists to raise awareness about
problems and outline visions for change. These developments are encouraging signs
for the information visualization community, since they show that visualization tools
are increasingly entering the mainstream. However, we see non-trivial questions for
information visualization research and practice, which we outline in this chapter.
Foremost among these is a need for more critical reflection on how visualizations
are being constructed and used to promote social change.
Many challenges today require a mix of civic engagement, technical know-how,
and behavioural change; issues like urban crime, water consumption, or national
budgets are complex phenomena and their implications are challenging to grasp.
Interactive visualization can support these efforts by portraying complex issues, enabling viewers to join debates, and providing alternative views on a situation; this
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in turn can support public deliberation and civic engagement. Since a functioning
democracy requires an informed public, it is crucial that citizens are able to understand ongoing issues to form an opinion and become involved in decision making.
While information visualizations can be used to shed light on phenomena, they
can also be used to obscure issues. Emphasis and omission are powerful techniques
to reveal or conceal specific patterns in a dataset. Choosing what is highlighted
or hidden may depend on the values and intentions of the visualization designer.
Thus, when representing a complex or contentious issue, the designer has significant
influence on how the issue is going to be perceived. With such influence comes great
responsibility. As information visualizations continue to play an important role in
our understanding of the world and our actions therein, difficult questions arise
concerning issues of representation and power.
Hall initially introduced the term ‘critical visualization’ in an essay about the influences of aesthetics, selectivity, and non-neutrality on visualization, encouraging a
critical practice in which visualizations “reformulate what is known” (2008) in order
to challenge current thinking. In a related work, Hullman and Diakopoulos (2011)
examine the rhetorical techniques used in narrative visualizations and their potential to frame issues and advance particular interpretations. In this chapter, we build
upon and expand these ideas, seeking to better understand the ability of information visualization to influence, manipulate, and empower. Our goal is to develop
a critical approach that examines the intentions behind visualizations and explores
possible implications in the context of their use. By outlining such an approach, we
aim to initiate a constructive discussion among researchers and practitioners about
the politics of information visualization.
Here is a working definition of what critical might mean in the context of information visualization:
Approaches to information visualization that bring to light assumptions
and implications of visualizations, and recognize their potential to influence, manipulate, and empower. This includes considerations of how
visualizations are created and experienced, particularly in regard to questions about neutrality, values, power, and participation.
For us, critical information visualization does not describe a new subclass of visualizations sharing some set of features or fulfilling some criteria. Rather, a critical

7.2 Critical Approaches Elsewhere

179

approach to information visualization provides a questioning lens that can be applied when designing or using visualizations to better understand issues of power.
The purpose of this chapter is twofold: first, to widen the angle on information
visualization in general in order to develop a critical perspective on visualization
creation and use; and second, to develop a critical perspective on visualization that
we can use to reflect upon the design studies introduced previously.

7.2

Critical Approaches Elsewhere

Before elaborating upon what we mean by critical information visualization, it is
useful to look at critical approaches in related domains. The term ‘critical’ has been
used in a number of fields to denote approaches that are normative in nature. In
social theory, for example, ‘critical theory’ usually refers to the analysis and critique
of long standing social problems, with an aim to both explain and transform society (Horkheimer, 1972, 1993). Critical theory often deals with issues of power (including issues of class, race, gender, identity, and political-economy) and typically
challenges assumptions about the world (Feenberg, 2002). This kind of theory is ‘critical’ in the sense that it does not simply take the world as given, but rather questions
the world and the place of theory within it.
Critical approaches are typically reflexive about the tools, methodologies, and theories they employ. Recognizing that knowledge is always partial and situated (Haraway, 1988), these approaches pay attention to the ways in which data is gathered,
interpreted, and used. ‘Critical’ in this sense means being aware of values and assumptions embedded within one’s own discipline and how these shape one’s work.
In this section, we discuss three fields—pedagogy, geography, and computing—
where theorists and practitioners have successfully created approaches that link critical theories of knowledge with critical practices in the world. We consider pedagogy
and geography, because information visualization shares their goal of helping people make sense of the world and make informed decisions therein. We also discuss
critical considerations that arise in computer science as a field of influence for information visualization. Our intention with the consideration of critical approaches in
these disciplines is to explore what ‘critical’ may mean for information visualization.
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7.2.1 Critical Pedagogy
Critical pedagogy is a field of education built upon the influences of the civil rights
movements of the 1960s; it arose in response to concerns about bureaucracy, capitalist expansion, and domination in general (Darder and Torres, 2009). Critical pedagogy rejects left or right sectarian perspectives, which either proclaim a predetermined future or cling to a fixed present. Instead, a critical notion of pedagogy charts
a path that is not “imprisoned in the circle of certainty” (Freire, 2006), but liberated
by the critique of social conditions. Two ways in which it does this are by reorganizing power relations, and by challenging the supposed neutrality of education.
Critical pedagogy rejects oppositional teacher-student relations, and instead empowers students to question dogma and investigate for themselves. Critical pedagogy encourages students and teachers to engage in a dialogue, a relationship of mutual trust, hope, and critical thinking. To be a teacher in the critical method requires
a deep understanding not only of the subject matter, but also of the wider issues
contributing to the educational experience. Among other things, critical teachers are
aware of alternative bodies of knowledge, political structures within the school and
wider community, the cultural experiences of the students, the complex processes of
racism, gender bias, religious intolerance, class bias, and the implicit ways in which
power can oppress particular groups (Kincheloe, 2004).
Critical pedagogy encourages teachers to connect education to earnest feelings,
and to experience ‘spirit,’ which encourages teachers and students to reach beyond
traditional limits of education. Freire calls this ‘radical love’ (2006). Such discussions of spirit, feelings, and love indicate that critical pedagogy recognizes the nonneutral role of the educator. As Kincheloe puts it, “the impassioned spirit is never
neutral” (2004). Building on personal and societal experiences, embracing debate
and encouraging thoughtful challenges to established norms, critical pedagogy advocates that ‘truth’ is an individual experience that is dependent on many factors.

7.2.2 Critical Geography
Critical geography is also committed to challenging power relations and empowering marginalized groups. By challenging neutral concepts of scientific inquiry, critical geographers reveal the influence of implicit assumptions on understandings of
the world (Harvey, 1974; Harley, 1989). For example, 17th-century maps feature the
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‘contours of feudalism’, such as churches and mansions, illustrating how institutions
of power are given prominence (Harley, 1989). If only technical considerations mattered, the cultural context of these maps would be neglected. Feminist geographers
suggest situating knowledge to challenge “knowledges that [...] claim to see everything from nowhere” (Rose, 1997). The situatedness of knowledge creation is not
seen as a bias, but rather a recognition of the researcher’s position and perspective.
As the history of colonialism and nationalism illustrates, maps make it easy to
draw lines across continents and move pins along battle fronts. Abstract styles can
reinforce the mental separation of map and terrain. However, since maps can be
viewed as constructions similar to textual narratives, they also offer diverse possibilities for interpretation. Deconstruction invites us to read “between the lines of
the map” and examine hidden intentions (Harley, 1989). Such a strategy can help
to challenge processes of selection and simplification. Traditional mapping is also
challenged by the increasing ability of people without a cartography background to
create maps and envision other cartographies. The empowering potential of maps is
perhaps best evidenced in mapping on the Web, where tensions between professionals and enthusiasts are seen as mutual learning opportunities (Haklay et al., 2008).
Some critical geographers promote an “inclusive, reflexive view of activism that
places us all as ‘activists’ ” (Maxey, 1999). Along these lines, the development of public participation geographic information systems (PPGIS) was driven by the needs of
activists. Besides empowering activist groups through geographic technology (Sieber,
2006), the intent behind PPGIS was also theorizing the interaction between social and
technological aspects (Schuurman, 2000). Focusing on possibility rather than reality,
‘countermapping’ is a form of people’s cartography not aiming for definitive conclusions, but opening up explorations of possible transformations (Crampton and
Krygier, 2006). A collection of radical maps and essays is described by the editor
to “provoke new perceptions of the networks, lineages, associations and representations of places, people and power” (Mogel and Bhagat, 2007).

7.2.3 Critical Considerations in Computer Science
There are various critical approaches that examine the assumptions and implications of computing technology and research. For example, Agre (1997) promotes a
critical technical practice that provides a space for reflection on a field’s premises and
methods. Stahl and Brooke (2008) underline that a critical perspective can not only
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improve our understanding of information systems, but emphasize values such as
equality and emancipation during design. Bardzell and Bardzell (2009; 2010) explore
how critical theories can help reveal hidden values in human-computer interaction.
Critical perspectives can be introduced at different stages of research and design. At a conceptual level, one can contemplate the people involved, the values
and principles considered, and the intended and possible consequences of technology (Bardzell, 2009; Friedman et al., 2008). During the realization stage, it is possible
to examine how the functional characteristics of a given device or software target
particular groups of people or support certain activities and values. Once a technology is in use, it is possible to empirically study its social context and examine,
for example, how gender roles and ethical values unfold (Bardzell, 2010; Friedman
et al., 2008; Kling, 1999), and how ‘misuse’ and appropriation can expand its originally intended applications (Dunne and Raby, 2001). Researchers and designers
increasingly explore the role of digital artefacts in our everyday lives asking which
“ways of looking at the world” they encourage or inhibit (Sengers et al., 2005). This
concern is not about malicious intent, but rather unanticipated consequences and
mismatches between the values of designers and users (Bardzell, 2010).
As mentioned before (see Section 1.2.3), the Web has triggered research interest
not only regarding its technical implementation, but also with regard to its cultural
implications. Interestingly, the discourse around Web search is largely split between
technical and cultural considerations. An interview study of search engine creators
showed a strong emphasis on customer satisfaction and search relevance, yet little
consideration for diversity and representativeness (Van Couvering, 2007). As we increasingly rely on search engines to find information in many aspects of our daily
lives, the prominence of certain types of information sources can influence our outlook on the world (Introna and Nissenbaum, 2000). This is obvious in countries with
state censorship, however, there are less overt mechanisms of bias that may be due
to a search engine design, the dominance of certain languages and cultures, and the
efforts of content providers to rank higher through search engine optimization.
To bring technical and cultural considerations together, technology design should
explicitly consider ethics, values, and biases. In this regard value-sensitive design advocates for the creation of technologies that “we can and want to live with” (Friedman, 1996). Considering values, assumptions, and alternative uses throughout the
design process will not solve all ethical issues of technology, but can give rise to new
designs that integrate values and innovative research on values in technology use.

7.3 A Critical Approach to Information Visualization
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A Critical Approach to Information Visualization

Following the lessons from critical approaches in related fields, it is our intent to
formulate a critical approach to information visualization that pays attention to the
persuasive power of information visualization to advance particular viewpoints and
challenge existing assumptions. In the following, we outline this critical approach.

7.3.1 Questions to Consider
Our preceding review of critical approaches in pedagogy, geography, and computer
science suggests a number of questions to consider when formulating a critical approach to information visualization.
Do neutral visualizations exist? As scientists and visualization practitioners, we often strive for neutrality and objectivity. Critical approaches in pedagogy and geography question whether this is always desirable. While visual austerity may suggest
the aura of neutrality, do we wish to engage with a dataset and a community of
viewers while remaining neutral? Is it even possible? The ‘truth’ revealed by a visualization will certainly be coloured by the biases, tendencies, hypotheses, and preferences of the designer. The extent of this non-neutrality will depend on the topic;
there are likely topics where the neutrality of the designer is unnecessary or even
counterproductive to encouraging a healthy discussion. A critical approach invites
us to question whether our datasets even have a ‘ground truth’ hidden within them,
waiting to be released by the right combination of visual and interactive techniques.
Rather than a quest for truth-finding visualizations, perhaps we should instead provide the tools for creation of visualizations, to enable people from many perspectives
to generate visualizations revealing different aspects of the data.
What is the role of values? In a value-sensitive design process, the designer considers the intended and unintended uses of technology, as well as the different people
involved and affected. For information visualization, the role of values raises fundamental questions about the politics of visual representation. When creating an
information visualization about an issue, the selection of datasets and dimensions
implicitly assigns importance to certain angles on the issue. The particular ways the
data is represented can have profound implications on how the issue is perceived
and acted upon. Seemingly simple choices about scaling, filtering, and aggregation can have great consequences on subsequent decisions, such as those concerning

184

7 Critical InfoVis: Do Visualizations have Politics?

budget spending or crime prevention. The great challenge is to critically consider
one’s own values in light of the diverse stakeholders that may be represented—or
concealed—by an information visualization. Furthermore, when providing interactive capabilities, it is unavoidable that certain types of uses are favoured over others.
However, we can make an effort to consider the desired activities and the relationship between viewer, visualization, and designer.
Who are the experts? Critical approaches in related domains have challenged traditional divisions along professional and educational backgrounds. In parallel with
information visualization are the emerging communities of visualization creators
that may not be trained visualization experts. Prototyping toolkits (Reas and Fry,
2003) and online communities (Viégas et al., 2007) make visualizations accessible to
a wider audience. As more people start creating visualizations themselves it is a
great opportunity for the research community to learn how visualization practices
unfold outside of academia (Viégas and Wattenberg, 2008). A new role for visualization practitioners could be empowering viewers to think, question, and act for
themselves. In a critical practice, designers would be cognizant of the political and
social contexts under which visualizations are created and deployed; the cultural
experiences of viewers and differences in visual thinking would be acknowledged
and addressed. This relationship is linked to issues of trust. Viewers may distrust
the visualization techniques, or they may distrust the motives of the designer; designers may not trust the viewer’s ability to interpret the visualized data without
guidance. A critical approach encourages dialogue between designer and viewer to
establish trust, and opens pathways for the viewers to question the visualization and
the conclusions that may be drawn from it.
Can visualizations facilitate engagement? While notions of power are largely absent from discussions in the visualization community, it is generally seen as positive
that more people are empowered to create their own visualizations. The questions
around neutrality, values, and expertise, however, suggest a growing potential of
information visualization for civic engagement. Visualizations are already influencing our perceptions of a diverse set of issues, such as working conditions, armed
conflicts, and resource use. As we transition to an awareness of the potential of information visualizations to promote values and dialogue, we should consider their
impact on advocacy and activism. How can we support people’s needs to express
their hopes and concerns using visualizations?
The above questions only begin to formulate a critical approach to information
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visualization. These questions do not (and may never) have clear answers, but in
raising them, we hope to initiate a discussion about issues of power in visualization.

7.3.2 Alternative Voices in InfoVis
Several related alternative approaches to information visualization have recently
been described, including artistic (Viégas and Wattenberg, 2007), rhetorical (Kostelnick, 2007), speculative (Kim and DiSalvo, 2010), narrative (Segel and Heer, 2010),
participatory (Viégas et al., 2009), casual (Pousman et al., 2007), and vernacular (Viégas and Wattenberg, 2008) visualization. In keeping with the spirit of a critical practice, we avoid claims of superiority over existing works; instead we reflect on community activities in regards to the concepts we gather under the critical umbrella.
The common theme among these approaches is their alternative nature—each claims
to be set apart from traditional ‘analytical’ or ‘pragmatic’ visualization.
Artistic, Rhetorical, and Speculative Visualization
Artistic uses of visualization have grown with the increasing availability of accessible graphics programming tools and open datasets. Unlike the scientific community’s Platonic ideal of ground truth, artists have no illusion that the visualizations
they create are neutral or universally true. Instead, they use visualization to guide
reasoning about data and to encourage an impassioned reading of the subject matter (Viégas and Wattenberg, 2007). However, this does not imply that artistic visualizations are not recognizable or readable (Kosara et al., 2008). Artistic visualizations
often involve personal experiences, individual opinions, and the context of the viewing experience in the interpretation.
The lack of neutrality of visualizations is echoed in a rhetorical analysis of information graphics (Kostelnick, 2007). Kostelnick introduces the concepts of the rhetoric
of adaptation and kairos to criticize one-size-fits-all visualization approaches, which
claim neutrality. The rhetoric of adaptation acknowledges that the experiences and
preferences of individual viewers will affect their responses to and interpretations
of visualizations. A simple chart may be clean and clear to one person, but boring
and passé to another. Kairos refers to the effect of time and place on the interpretation of the visualization. For example, a visualization aimed at exposing overuse of
water is more relevant in regions of water shortage; a visualization of war fatalities
engages citizens in the time frame and geographic regions affected by the conflict.
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In our conceptualization of a critical approach to visualization, we embrace the effects of individual experiences and the geo-temporal context on the interpretation
of visualizations. These effects can broaden the debate and deepen the impact of
visualization.
Kim and DiSalvo’s (2010) notion of ‘speculative visualization’ describes a rhetoric
for communicating public concerns. Speculative visualization engages the public in
discussions about important topics. These visualizations need not be artistic, but
may be pragmatic and seemingly ‘neutral’ in their presentation. However, seemingly neutral visualizations, such as scatterplots, can elicit passionate responses if
the data is accurate, relevant, and shocking. Speculative visualization is more focused on the designer consciously presenting data and views that advocate a position, rather than the critical approach of encouraging and engaging interaction and
discussion. Both share the goal of increasing public awareness of and engagement
with important societal issues.
Narrative Visualization
Borrowing on journalistic techniques of storytelling with data, Segel and Heer (2010)
describe methods by which visualizations can act as narratives. They propose that
storytelling using visualization exists on a spectrum between author-driven and
reader-driven approaches. These relate to a critical approach to visualization in that
an author-driven narrative visualization acknowledges the non-neutral role of the
designer in the stories (analyses, insights) that may result from a visualization. A
reader-driven narrative approach, through techniques such as annotation, sharedviews, and reader-composed slideshows, relates to reader engagement and empowerment in the process of data dissemination and interpretation.
Hullman and Diakopoulos (2011) present a rhetoric framework for narrative visualizations that includes design choices about dataset, visualization, annotation, and
interactivity. The framework also considers ‘extra-representational’ factors on how
a visualization may be interpreted. In our work, we continue this effort of expanding the focus to understand how possible interpretations might be favoured. While
a better understanding of rhetorical mechanisms is crucial for developing a critical
approach, we place greater emphasis on values, power, and participation.
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Participatory, Vernacular, and Casual Visualization
The popularization of software such as Microsoft Excel provides everyday computer
users the ability to create and share simple information graphics. Recently, systems
such as Many Eyes have allowed the public to access advanced interactive visualization techniques and share the results with the public through the Web (Viégas et al.,
2007). Many Eyes and similar systems are a form of participatory visualization—
anyone can upload data, create views, and share them. This leads to unexpected
uses, engaging conversations about data, and sharing of conclusions about datarelated issues of societal importance (Viégas et al., 2007). However, just as Excel may
have drawbacks in its limited selection of available views and false feeling of customization through changing visual styles (Kostelnick, 2007), existing participatory
visualization systems offer only a limited collection of visualizations and customization methods. In order to engage the public in a critical approach, the citizens must
be empowered with the tools for creation of new forms of visualization.
Alongside the rise of participatory visualization tools such as Many Eyes, subdomains of visualization called ‘vernacular’ (Viégas and Wattenberg, 2008) and ‘casual’ (Pousman et al., 2007) have also emerged. While ‘vernacular’ describes nontraditional origins of visualizations, ‘casual’ visualization emphasizes non-traditional
contexts of use. Vernacular visualizations are easy-to-use, and generally created outside the realm of academic investigation. A classic example is the tag cloud feature
that became prominent on a range of Web 2.0 sites (Viégas and Wattenberg, 2008).
Casual visualizations have a broader scope, including artistic, social, and ambient
visualizations (Pousman et al., 2007). In both cases, the purpose of the visualization
is not so much to gain ‘analytic insight’, but rather to form other sorts of insights,
such as heightened recognition of local or global issues, awareness about an online
community’s shared resources, or even reflective insights about oneself. The rise of
vernacular and casual visualization is a testament to the growing significance of visualization use beyond academic and professional confines. A critical approach to
visualization is triggered by these developments, yet, not necessarily for entertainment, personal, or artistic uses, but rather the implications for civic engagement.

7.3.3 Principles for a Questioning Lens
In this section, we introduce basic principles for a critical practice of information
visualization. These principles can be used as a questioning lens through which
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to view existing information visualizations. They also provide guiding questions
during the visualization design process itself.
To illustrate how visualizations offer particular perspectives on issues, photography offers a useful analogy. While a naive understanding of photography may see
‘taking pictures’ as capturing reality, devoted photographers know that many decisions regarding angle, focus, lens, and exposure contribute to the unique perspective
that a photograph provides. Similarly, visualizations do not simply ‘capture reality’
as found in data, but rather present a particular perspective on it.
Depending on the perspective and intention of the designer, visualizations can be
used to influence, manipulate, and empower viewers in many ways. Just as data
does not speak for itself but rather must be interpreted to have meaning, a visualization is not tied to a particular interpretation (de Rijcke and Beaulieu, 2007). Thus,
the range of possible interpretations of an issue, and its possible visualizations, depend on both the designer and the viewer. Hence, the basic premise of our critical
approach is that all visualizations are to some extent persuasive, subjective, and interpretive. There is no ‘one’ visualization that captures all aspects of a particular
phenomenon from all possible perspectives. This is not to deny reality, but rather
to confirm that visualizations are always situated and particular to the assumptions
of those creating the visual representation, and that the experience of a visualization
depends on the context of the viewer.
Following this premise, we propose that a critical approach to information visualization should promote transparency, plurality, contingency, and empowerment.
We have derived these principles as a synthesis of values advocated by critical approaches in related domains, and pressing questions arising from the widening use
of visualization, especially in the context of civic engagement. We do not claim this
particular set of principles as a complete or authoritative list, but rather as a starting point for exploring issues of neutrality, values, and power in the relationships
unfolding between viewer and creator as well as data and representation.
Transparency. Creating information visualizations involves a range of decisions
about the dataset, representation, and interactivity. Making these decisions transparent is one way to establish trust between the visualization creators and viewers.
A visualization designed for transparency details where the underlying data is from,
which data aspects are selected for visualization, how the visual representations are
generated, and why the designer made these decisions. When the designer’s assumptions and intentions are concealed, it is difficult for a viewer to trust a visual-
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ization and make sense of the portrayed issues. In contrast, a visualization designed
for transparency provides the viewer with useful segues into exchanges with the
designer, reflections about the visualization, and engagement with an issue.
Plurality. Since no single visualization can capture all perspectives on a phenomenon, exposing multiple facets and enabling a variety of interpretations is preferable to limited views and readings. To explore the plurality of a visualization tool,
one can consider the diverse people involved and affected, and how their perspectives on the issue are represented. If there are main lines of argument, one can examine which perspectives are emphasized or hidden. It can be beneficial to allow the
viewer to engage not only with abstract overviews, but also with other people’s specific experiences. For example, it is feasible to expose marginal, unconventional, and
challenging angles on an issue to help the viewer reflect on their own assumptions.
Contingency. With a plurality of perspectives on a phenomenon comes also the
possibility for a variety of interactions supported by a visualization. Instead of predetermined conclusions to be drawn from a visualization, tools should provide for
greater contingency in the ways that viewers experience a visualization and make
sense of a given issue. Since visualizations can change depending on the context of
the viewer, it is possible to design a visualization that acknowledges the situation
of the viewer in relation to the phenomenon being represented. Instead of providing fixed and unchanging views, flexible and dynamic visualizations can engage
viewers more deeply with a given issue and relate it to their life. By considering
both viewer and phenomenon to be dynamic, contingent visualizations can provide
room for more unique and profound experiences and insights.
Empowerment. Empowering visualizations allow viewers to question visual representations, utilize them to ‘tell their own story’, and shift from awareness to action. Interactivity is a useful mechanism that can empower the viewer to challenge
visualizations and deeply engage with an issue. The viewer who is drawn into the
visualization process can be made aware of the data transformations such as selections, omissions, and emphases. Beyond interactions with an interface, empowering
visualizations should help people involved in a given issue interact with one another
and make linkages across different backgrounds. Empowering viewers also includes
linking visual representations with actual forms of civic engagement towards social
change. In a critical approach, the designer would be aware of who is being empowered by a visualization, and conversely, who may be left behind due to issues
of access to technology, literacy, technical proficiency, perceptual abilities, politics,
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gender, and other forms of oppression.
These principles do not provide checklist criteria to deem a visualization good or
bad. Instead they allow us—as visualization designers, viewers, and researchers—to
formulate helpful questions during the design, use, and study of information visualizations. In this sense, they allow us to situate a visualization in the larger context of
an issue, and the people involved, by examining the relationships between the data
and visualization, the situation and activities, and the designer and viewer.

7.4

Critical Discussion of Design Studies

The principles outlined above can be used for examining different types of visualizations. For example, we used the principles as a lens to examine five engaging
visualizations about social issues such as urban crime, national budgets, and war
casualties. In the following, we use the principles as a questioning lens to discuss
the visual exploration systems that we created for the design studies in Part II. Even
though the design studies were not intended to engage the viewer regarding an issue, when designing the visualization and interaction techniques we made decisions
about how people can see and explore resources. Implicitly, our design decisions are
value judgements about what meaningful, useful, or beneficial perspectives exist
when exploring growing information spaces. In the following, we seek to distance
ourselves somewhat from our own design decisions to lead a critical discussion of
the visual exploration systems presented earlier.

7.4.1 EdgeMaps
In Chapter 4, we introduced EdgeMaps, a visualization technique that integrates explicit and implicit data relations (see Figure 7.1). To visualize both types of relations,
the visualization combines spatialization and graph drawing techniques. Explicit
influence relations are shown as curved edges and implicit similarity relations are
represented via item positions. We have illustrated the use of EdgeMaps by exploring influences and similarities among philosophers, painters, and musicians.
Transparency. The visualization provides interactive access to the underlying data
by linking to each node’s corresponding Web page on Freebase. The legend explains
the meaning of node sizes and directed curves, however, there is not more detailed
explanation of node positions and colours. In particular, the visualization does not
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Figure 7.1: The EdgeMaps interface represents implicit and explicit relationships among people, such as philosophers. Here, influence edges are shown for Karl Marx.

elaborate on which basis the items were selected, and the decisions that went into
the visualization and interaction design. Without this background information the
viewer can only speculate about certain aspects of the interface. While the visualization links to the project page that features related research papers, the visualization
would be more ready for scrutiny if it provided more background information.
Plurality. The visualization offers two basic layouts: timeline and similarity map.
In its current implementation, the timeline relies on birthdates, and the similarity
map on domain-specific keywords. The visualization does not allow the viewer to
change the facets used for the layouts. For example, in the timeline, it might be interesting to explore alternative time points (e.g., first publication, painting, or record)
or instead use timespans (e.g., period of active work). It is possible to learn about the
individual people presented in the visualization, and explore peripheral data points
that appear more saturated in the visualization.
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Contingency. The visualization provides several interactive methods for exploring
items: textual search, node selections, and layout changes. Subsets of the information space can be viewed either by selecting particular nodes as anchor points, or by
specifying and changing the search terms. While the representations are dynamic,
and respond to these interactions, the represented data is static and the visualization does not respond to changes in the source data. The visualization could provide
more longer-lasting experiences, if the representations would reflect data changes,
and if the viewer was able to change the underlying data. The scope of experiences
would be increased significantly if viewers were able to visualize their own datasets.
Empowerment. Visualization states can be saved as browser bookmarks and shared
with other people by exchanging the current URL. This way it is possible to discuss
the visualization outside of the interface. While the EdgeMaps visualization was
primarily designed to discern explicit and implicit data relationships, it is possible
to visit the Web pages of individual nodes and engage more with the underlying
data. The interface does not support discussions, annotations, or other exchanges
among viewers. It would be interesting to draw the viewers more deeply into the
visualization process by either adding to the visualization, or having more control
over the visual encoding, selected dimensions, and the underlying data.
On a more general note, the EdgeMaps visualization represents not only individual members of a domain, but the domain itself. For example, a visualization
of philosophers and their relationships is also a visualization of philosophy. However, philosophical ideas, theories, or concepts are not explicitly represented in the
EdgeMaps visualization. While philosophical interests (or other domain keywords)
are used for the similarity layout and may also be included in the short descriptions about philosophers, one could argue that the conceptual essence of philosophy
does not have a presence in the EdgeMaps visualization. For example, the visualization does not show schools of thought or philosophical positions. This becomes
particularly apparent when considering the nature of the influence connections. The
edge between two philosophers may indicate that there was some kind of influence,
but it is not possible to discern how and why this influence connection was established. The focus of EdgeMaps on only a few attributes—people’s keyword similarities, birth years, and influence connections—does not necessarily pose a weakness of
the presented visualization technique, however, it does imply a limited perspective
on the larger domain such as philosophy. By considering only people from within
on domain, we assume that influence relations reside only within one domain, how-
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ever, different domains tend to influence each other across disciplinary boundaries
(e.g., math, art, music, and architecture).

7.4.2 Visual Backchannel
We presented Visual Backchannel in Chapter 5 as an evolving visualization for following and exploring online conversations about large-scale events. The use case is
based on the increasing importance of backchannel communication on Twitter for
timely exchanges of brief comments and impressions during large events. Shared
updates are typically displayed in the form of simple lists, which make it difficult to
get an overview of fast-paced discussions as they happen and evolve over time. We
designed the Visual Backchannel interface to provide an evolving, interactive, and
multi-faceted visual overview of large-scale ongoing conversations (see Figure 7.2).

Figure 7.2: The Visual Backchannel interface represents the main topics, participants, and
photos from an evolving conversation stream on Twitter.
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Transparency. The interface features three visualizations that make clear which
aspects of the underlying data (tweets) are being emphasized: topics, participants,
and photos. Besides the visualizations, the interface displays the visualized tweets
as a list with links to the corresponding data on Twitter. The interface offers a help
screen that explains the different visualizations. Furthermore, the online demo links
to the research page with the associated research paper.
Plurality. The Visual Backchannel focuses on three facets of backchannel conversations: topics, participants, and photos. The different views are coordinated, and
can be filtered by search terms, topics, or participants, providing a variety of perspectives. By using these filter methods to constrain the visualization to a subset of
the information stream, the viewer can focus on various perspectives on an event.
The interface features a mix of abstract shapes (in the topic and participant visualizations) as well as detailed representations of tweets and photos. Additional aspects
that could also be useful for exploring a conversation stream are background details
about participants, for example, where they are located, what their interests are, and
how they are connected with other participants in the conversation.
Contingency. The Visual Backchannel supports a range of viewing experiences by
allowing the viewer to slice and dice the represented tweets along different parameters. As the conversation shifts, the visualizations gradually adjust and continuously
represent a progressing time window. The ensuing changes to the Visual Backchannel interface introduce different topics, participants, and photos. The represented
tweets are pre-selected using an event-related hashtag. However, it could be useful
to expose conversations on Twitter based on other criteria. For example, a viewer
might be interested in the tweets originating in proximity to their current location.
Empowerment. The interface implicitly frames the viewer as a passive observer of a
backchannel conversation. In order to add to the conversation, the viewer has to go
through an external site, namely Twitter. The role of the viewer could become more
active if the Visual Backchannel interface included mechanisms for posting tweets,
sharing photos, or contacting other participants. Furthermore, the interface does not
provide ways to discuss, annotate, or change the visual representations. Currently,
the system has to be set up with a predefined hashtag associated with an event to
explore the associated tweets. It could be useful to let people freely choose hashtags
to explore the backchannel conversations about events and topics of interest.
The Visual Backchannel separates the facets of backchannel conversations into distinct views for topics, participants, posts, and photos. What is not shown are the
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implicit threads that are implicitly woven along retweets, responses, and ‘mentions’
(tweets addressed at another Twitter user). It is not farfetched to suggest that a conversation is not so much about the individual topics or people, but rather how these
relate to each other. The Visual Backchannel interface allows filtering between these
aspects, but it does not visually expose these cross-facet relations.

7.4.3 Fluid Views
As discussed in Chapter 6, Fluid Views is a search environment that we designed
with the goal to bridge overview and detail by integrating dynamic queries, semantic zooming, and dual layers. Our aim was to support exploratory forms of information seeking, by bringing together the notion of relevance with the power of visual
encoding. In Fluid Views, resources portray relevance via size in a dynamic top layer
and similarity via their position on a base map (see Figure 7.3). We designed Fluid
Views with temporal, spatial, and content-defined base maps for both textual and
visual information spaces such as books, blogs, and photos.
Transparency. Similar to the previous design studies, the Fluid Views interface links
to the Web pages of the visualized resources. A help overlay gives brief explanations
of how positions and sizes represent similarities and search relevance. The interface
does not give background information about the design process, but has a link to the
project page. Currently the system can only display about 500 items at a time.
Plurality. Resources are positioned using three layouts: timeline, geographic map,
and content-based similarity. While these layouts provide general arrangements of
resources, the text search allows the emphasis of resources that match a given query.
Since this was the primary aim behind the Fluid Views design, the viewer can easily shift between high-level overviews of many resources and detailed previews of
selected resources. Items that do not have the metadata for a given base map, e.g.,
a geospatial location, do not appear in the visualization. So far, the interface does
not expose how many resources are excluded because of missing metadata. Compared to EdgeMaps that emphasizes both explicit and implicit data relations, the
Fluid Views only indicates implicit relationships via shared positions. It would be
interesting to also include cross references, for example, between books or articles.
Contingency. The Fluid Views interface provides various interaction techniques to
change the view on the resources: map pan and zoom, text search, and detail click.
The combination of these techniques allows for different exploration experiences,
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Figure 7.3: The Fluid Views interface resizes information resources according to their relevance according a search query (here: ‘democracy’) and places them on a base
map according to three facets (here: geographic location).

for example, zooming in very close to pan between detailed resources, or iteratively
changing search terms from a zoomed-out perspective. The viewer’s location can
be an initial entrance point for the geographic base map. Furthermore, a previously
known resource, such as a favourite book, can serve as a familiar point of departure
into an exploration of new resources nearby. So far, the visualization does not reflect
dynamic changes in the underlying dataset.
Empowerment. On the level of individual resources, the viewer can visit their respective Web pages to interact with authors, post comments, and discuss with other
readers or viewers. However, the Fluid Views visualization itself does not provide
an outlet to question, discuss, or annotate the representations or the displayed resources. We have not designed the Fluid Views interface with the ability in mind to
question, subvert, or change the initial design decisions. While it was our intention
to reveal similarities between resources that may otherwise be hidden, the system
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actually does not indicate what is excluded based on missing data.
The strength of Fluid Views is to combine relevance and similarity into one simple
environment. However, when representing many resources and aspects, it is possible that certain complexities are oversimplified. For example, items can only have
one location on a base map. That means, for example, that blog articles referring to
multiple locations are positioned only according to one of them. Reducing data complexity to visual simplicity is problematic. Similar to the positioning in EdgeMaps,
the base maps in Fluid Views do not reveal why resources are positioned close together. While the visual encodings may be meaningful, the visualization could be
improved by better conveying to the viewer what encodings are based upon so that
the viewer can trust the tool.

7.4.4 Summary of Discussion
In summary, the above discussion of the design studies revealed recurring limitations along the four principles of our critical approach. Besides pointing out weaknesses of the visualizations, the discussion also points to exciting research directions.
Transparency. All design studies lacked in-depth background information allowing
the viewer to engage more critically with the visualizations. While research papers
are accessible, it can be valuable to expose design decisions in the context of the visualization to allow the viewer to question and challenge the chosen representations.
Plurality. All visualizations showed several facets either as multiple coordinated
views or as multiple layouts. However, the particular sets of data dimensions and
encodings cannot be modified easily by the viewer. While these choices can be regarded as editorial or design decisions, the viewer would have greater control and
access to more perspectives if they could change these aspects.
Contingency. The interfaces of the design studies provide a range of interaction
methods that include some form of direct manipulation and text search. These interaction techniques allow the viewer to engage in different ways to see and explore the
information. While interactivity and, in the case of Visual Backchannel, dynamically
changing data widen the possible experiences in contrast to static infographics, the
viewer’s role is limited to being a consumer of the visualizations.
Empowerment. Compared to engaging visualizations that are deliberately created
to engage the viewer around an issue, our design studies are intended for openended exploration. However, ‘open-ended’ is relative. One significant limitation to
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the open-endedness of our visualizations is the fact that they are all ’read-only’. In
other words, the viewer can only explore and not change or add to these representations. What would ‘read-write’ visualizations look like?

7.5

Towards a Critical Practice of Visualization

In the following, we outline steps for developing a critical practice of information
visualization that integrates a questioning lens with concrete strategies and implications for design. We also discuss open challenges for visualization research.

7.5.1 Strategies
Based on the principles introduced earlier and the discussion of our design studies,
we propose strategies for critical information visualization. We see these strategies
as guidelines for a questioning and reflexive approach to information visualization
promoting the principles: transparency, plurality, contingency, and empowerment.
Critique. We are not the first to suggest critique as a powerful technique in the context of information visualization (Kosara et al., 2008). We are particularly interested
in using critique as a closer look at information visualization to uncover hidden assumptions and implicit biases that shape the perception of an issue or phenomenon.
The goal of critique is to ‘read between the pixels’, i.e., examine the design decisions
that shape the visual representations. Engaging in critique can be greatly facilitated
when thinking about some key questions: Which aspects are selected or omitted?
What is emphasized or reduced? Who or what is separated or aggregated? How
does it relate to the larger picture or the smaller story? Depending on one’s personal
perspective on an issue, answers to these questions may vary greatly. Yet, they can
help uncover one’s own biases and the biases embedded in a visualization that may
limit the plurality of that information visualization.
Reflection. While critique addresses visualizations as artefacts, reflection explores
information visualization as an experience. During reflection, one can reexamine
one’s own role, as a designer or viewer, and as a citizen involved in or affected by
a given issue. By taking a step back and considering the wider context, we can
consider our actions (or those of others) and the actions that would be conceivable.
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Some questions that may help us engage in reflection include: As a viewer, what am
I supposed, allowed, or empowered to do with a visualization? As a designer, how
am I enabling viewers to engage in a diversity of experiences? As a researcher, what
do I contribute to the wider social context? These questions are difficult to answer,
since they require us to challenge our own values. However, sometimes particularly
difficult questions can bring about particularly innovative responses.
Disclosure. Related to critique and reflection, disclosure is a proactive approach
revealing one’s biases and values. When engaging with a visualization—as a viewer
or designer—it can be helpful to explicitly lay out one’s preconceived notion of a
certain issue or phenomenon. By acknowledging one’s own stance, it is easier to
make conscious efforts to give room for alternative and marginal perspectives.

7.5.2 Implications for Design
The above strategies are useful to examine existing information visualizations, but
they can also help the designer to include critical considerations when creating new
visualizations. In the following, we derive an initial set of suggestions for designing
visualizations towards transparency, plurality, contingency, and empowerment.
Transparency
Instead of letting a visualization stand by itself and portray authority through obscurity, a visualization becomes more open and accessible if designers make their values
and choices transparent, establishing trust between viewer and designer. Practically,
this can be achieved with several straightforward mechanisms.
Background. Provide information about the premises, goals, and decisions behind
a visualization project. This can be achieved through accompanying text panels.
Including the people behind the project allows viewers to situate the visualization.
Scope. Since all visualizations have a limited scope, it can be useful to acknowledge
the limits of a visualization, allowing the viewer to consider the boundaries of what
is represented. One way to turn these limits into opportunities for richer engagement
are pointers to other visualizations that represent different aspects.
Reception. Once a visualization is made available, the experiences of viewers and
their feedback, such as comments and questions, suggest what may be particularly
interesting for future viewers and also what is possibly missing. For example, by
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sharing frequently asked questions, a visualization provides context that would otherwise be missing, or fragmented across various sources.
Data. Another way to increase the transparency of a visualization is to include
information about the underlying data. Displaying the institutions and individuals
responsible for collecting or generating the dataset can help the viewer interpret
the visualization. By providing access to raw data, or a corresponding website, a
visualization can provide another way to interact meaningfully with an issue.
Plurality
The discourse around a social, political, or environmental issue typically includes
a multitude of datasets and aspects. A visualization that represents a plurality of
these perspectives gives the viewer the option to see an issue from many angles—
possibly different from their own views. This plurality can be practically achieved by
employing several visualization techniques and visualizing a range of data aspects.
Data facets. First, it is the responsibility of the designer to choose the potentially
most meaningful data aspects used as the basis for a given visualization. To improve
plurality, it can be useful to expose multiple facets in alternate or coordinated views.
For example, many data points could be positioned and linked based on temporal,
spatial, and social relationships.
Visualization alternatives. In addition to facets, it can also be beneficial to consider
multiple visualization techniques. For example, a node-link diagram can be complemented with secondary visualizations that represent the properties of nodes and
links. Interactions with and transitions for shifting between alternate visualizations
need to be carefully designed to avoid complexity.
Involved groups. To find significant perspectives, it can be useful to collaborate
with the stakeholders of an issue. Making sure that the views of the different groups
involved are represented can lead to more balanced and pluralistic visualizations.
Contingency
Instead of relying on static notions of the viewer or the represented issue, visualizations designed for contingency should go beyond anticipated experiences.
Data change. Since datasets often change over time, the corresponding visualizations should evolve as well. Allowing viewers to engage with the temporal develop-
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ment of an issue is one way of enriching their experience. Setting visualizations of
current data in the context of previous data offers possibilities for revealing trends.
Viewer context. Visualizations can take the context of the viewer into account, such
as their location, interests, or even political leanings. Such contextual information
can be used to provide familiar entrance points helping the viewer to relate the issue to their own daily experiences. A visualization can also incorporate a viewer’s
context to expose unexpected perspectives that challenge the viewer’s own views.
Scenarios. Offering engagement in unexpected experiences may require interaction scenarios that move beyond the desktop. Practically, this can be achieved by
supporting a range of devices and media. One relatively simple way to bridge media is being able to print out a visualization that the viewer can then share in their
immediate environment.
Empowerment
Finally, visualizations designed for empowerment enable the viewer to shape the
representation, engage in conversations, and explore avenues for civic participation.
Here are a few ideas to realize these goals.
Accessibility. On a perceptual level, exclusion based on colour vision deficiencies
can be reduced by choosing colour scales that are perceptually linear and have sufficient contrast. On a technical level, access to a visualization can be increased by
considering a range of distribution channels. For example, a visualization that is
only offered on the iOS App Store excludes people without the compatible devices.
Dialogue. Visualizations can become boundary objects (Star and Griesemer, 1989)
bringing together different stakeholders as viewers. Since visualizations have great
potential for collaboration (Heer et al., 2009), the aim then for designing engaging
visualizations is to facilitate constructive dialogue and even cooperation between
viewers with varying interests and backgrounds. This dialogue can be supported
by posting comments directly into a visualization, sharing visualization states, and
engaging with other people’s insights and perspectives (Heer et al., 2007).
Feedback. Conversations between viewers and designers can be encouraged by
revealing the creators of a visualization and exposing easy ways for contact. Often
it is the visualization creators that get to know a dataset very deeply making them
ideal to engage in conversations around the visualizations and issues.
Control. Viewers should be able to shape the visualization to their needs and in-
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terests. This can be done by enabling viewers to choose the data, customize the
visualization, or even prototype new visualization techniques. These developments
are underway with projects like the community Many Eyes (Viégas et al., 2007) and
the prototyping environment Processing (Fry and Reas, 2001-2011).
Action. The principle of empowerment also relates to the represented issue. It
can be useful to incorporate hooks for participation and action. For example, a visualization of environmental issues could help viewers to change their behaviour,
participate in letter campaigns, and initiate other forms of community action.

7.5.3 Open Challenges
Critical approaches to information visualization raise difficult questions for the research community and the growing communities of practice.
Insight and Impact
With new viewer populations being introduced to visualization, many people will
experience the astonishment and excitement that accompanies being exposed to interactive visualization for the first time. While this experience can be inspiring, it
can also be problematic for the understanding of visual representations. There is a
tension between theoretical notions of learning and the practical reality of taking actions. Following the idea from critical pedagogy of linking awareness to action , one
challenge for designing visualizations is to link intellectual insight to impact.
While insight is the research community’s primary goal (North, 2006), when visualizations are deployed to engage people, this goal shifts to making a tangible impact
on conversations and actions. As our research community is starting to include notions of actionability (Chen, 2010), it becomes essential to turn a questioning lens
to the visualization tools that are shaping people’s decisions. The types of insights
that a viewer gains with a visualization have real impacts on personal and political
choices. The principles of transparency and plurality largely address insight by promoting comprehensible and balanced representations. Contingency and empowerment are principles that promote flexible interactions and empowering experiences.
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Revealing the Invisible
Besides supporting insight and impact, another important goal of information visualization is making the invisible visible. For our discussion of a critical approach,
this is a particularly challenging goal. On the one hand, it resembles the aspiration
of many advocacy groups to reveal concealed injustices that do not reach the surface
of wider societal attention. In this sense, visualizations are being used to empower
activists to advance their issues. On the other hand, it reminds us of the multitude of
perspectives on social, political, and environmental issues. The tension between advancing an agenda and acknowledging multiple perspectives is a difficult challenge
for visualization researchers and designers. However, can we as a research community come up with information visualization techniques that harmonize these two
goals? The aforementioned principles and strategies can serve as a starting point.
An interesting angle to revealing the invisible is the idea of visualizing possibilities for the future. How could information visualization help citizens share and
experience hope and ideas for a socially and environmentally just society? Consider
the Gapminder (2006) visualization of historical development of the world along indicators such as health and income. What would it take to create a visualization that
not only visualizes aspects of a given issue from the past, but lets us also imagine
future developments and share our vision with other viewers?
Evaluating Engagement
Evaluation of visualizations is a perennially difficult question; different approaches
are required for different goals. In the case of critical approaches to visualization, one
would want to evaluate the success of the visualization at addressing the broad goals
of: (a) enabling open debate and discussion about data and (b) empowering citizens
to question accepted norms and advocate for their views using data as evidence.
How can this be judged? On a heuristic level, we could establish criteria for the
assessment of transparency, plurality, contingency, and empowerment. However,
separating the effects of various social phenomena at that scale would be impossible.
The role of a visualization designed in a critical practice could, in theory, be qualitatively assessed through detailed interviews with the people that use the tools.
However, depending on the topic area, interviews could be very sensitive. Engagement in controversial issues often takes place online under the protection of
anonymity. Removing that anonymity could undermine the visualization itself and
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place the participant at personal risk of having their views exposed to hostile employers, political forces, well-organized opposition groups, etc.
When studying the effect of visualization on civic engagement, one must first
agree on what this term means. It refers to a wide variety of activities ranging from
awareness campaigns and behaviour change to political demonstrations. These different forms of engagement often converge for a given issue. In order to better understand the interactions between visualization and civic engagement, the challenge
is to select an appropriate sample both in terms of the breadth of activities involved
and issues raised.
Traditional Information Visualization
A critical approach raises questions that maybe should also be asked about traditional information visualization. A given visualization technique may appear neutral by itself, however, it is impossible to evaluate information visualizations without
considering the data and the tasks. Once a visualization is applied to a scenario, subjectivity and bias come into play. They may appear to be subtle and insignificant, but
cultural or personal values are involved when visualizing seemingly neutral datasets
such as documents or the weather. Since there is no point in the world (or on the
screen) from which to see everything, there is no neutral representation of a given
artefact or phenomenon. Visual representation implies selection and transformation
that may be based on personal preferences or professional experience. Either way,
value judgements are being made on what is representative and meaningful versus
what is inappropriate and misleading. Such judgements cannot be universally true.
While we have deliberately referred to ‘issues’ and ‘activities’ as more humancentred terms, they are transferrable to ‘data’ and ‘tasks’, the prevalent terms in the
research community. As visualization techniques are created for specific scenarios,
one can adopt the proposed critical approach to explore the relationships between
data and representation as well as tasks and interactivity. The corresponding answers may remain vague for want of a concrete application, however, they provide
a framework to examine one’s assumptions and aims. For example, employing a
force-directed graph layout for exploring documents cannot be considered right or
wrong without considering the scenario and a reference framework. Unsurprisingly,
the information visualization community has indeed developed best practices and
principles over the years that can be treated as a cumulative reference framework.
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For example, no information visualization conference occurs without at least one
presenter being criticized by a visualization expert for using the disdained rainbow colour scheme. However, instead of relying only on task-related necessities or
perception-based truths—admittedly valuable considerations—a critical approach
invites visualization researchers and designers to contemplate what makes a good
visualization for a given situation. Such an approach gives permission to get engaged with an issue and treat the viewer with respect and compassion.

7.6

Summary

In this chapter, we have expanded the perspective beyond our previous focus on
visualization for information seeking and outlined a critical approach to information visualization. We based this on experiences in related domains, where critical
considerations have broadened perspectives and led to new research directions. As
visualizations increasingly shape people’s understanding of significant issues concerning our societies and environment, we, as a research community, should reflect
on and actively tackle issues arising from the power of information visualization.
Our aim with in this chapter was to open the door to the development of a critical
approach for information visualization.
We have suggested four principles—transparency, plurality, contingency, and empowerment—that can provide the basis for such a critical approach to information visualization. Having applied these principles as a questioning lens on our own design
studies, we examined what a critical approach can offer. In particular, we discussed
three basic strategies and derived a number of concrete design implications. While
the above principles and suggestions are not exhaustive, we think they provide a
good starting point for questioning, reflecting on, and engaging with the social and
political implications of information visualization.
Critical perspectives, as suggested in this chapter and as evidenced in other areas, can enrich information visualization research and practice. Since information
visualization is inherently about making data more visible and thus more accessible than extensive data tables, a critical approach to information visualization can
ultimately lead to improvements of people’s understandings of the world and subsequently to their ability to make informed decisions. As suggested by a number
of open research challenges, there is still much work to be done to advance critical
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considerations generally in the field of information visualization and particularly for
the design and study of visual exploration systems.

8

Conclusions

In this dissertation, we explored how interactive visualizations can be used for
making sense of increasingly diverse, dynamic, and abundant information. Our
work was motivated by the challenges arising from informational developments
and the opportunities emerging from technological trends on the Web. Using the
information flaneur as a conceptual basis, and the findings from a large Web study
as empirical evidence, we have introduced three design studies each addressing a
different aspect of growing information spaces: complexity of explicit and implicit
relations, dynamics of evolving conversation streams, and scale differences between
abstract overviews and detailed previews. Lastly, we have taken a step back and developed a critical perspective on information visualization that we used to discuss
the design studies.
In this final chapter, we revisit our initial research questions and summarize the
contributions made in this work (Section 8.1). Based on new questions and challenges that were raised throughout the previous chapters, we discuss promising directions for future research (Section 8.2). We close this chapter and the dissertation
with a few final words about visual exploration (Section 8.3).

8.1

Contributions

The overarching goal of this work was to substantiate our understanding of the
role that visualization can play in helping people explore growing information spaces. We were particularly interested in supporting exploratory forms of information
seeking that are driven by curiosity and interest, rather than focusing on deficiencies
such as information needs and problems. We posed four main research questions to
guide the research presented in this dissertation:
Q1. How can information practices be conceptualized to envision new interfaces?
Q2. How would people use visualizations to explore an information space?
Q3. How can we create rich search interfaces for growing information spaces?
Q4. What are implications of visualizations when used to advocate for change?
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While these questions are formulated in a general manner, we explored answers
in specific scenarios, such as positive, exploratory information practices and information spaces originating in Web-based communities. These questions led to four
main types of contributions: concepts, evidence, design studies, and reflections.

8.1.1 A New Model for Information Seeking
The first major contribution presented in this dissertation (Chapter 2) is the information flaneur, a positive model for information seeking that is based on human-centred
perspectives on information practices, akin to the literary figure of the urban flaneur.
With the information flaneur, we contribute a poetic persona with exploratory, creative, and critical traits, an illustrative scenario, and an interaction schema that integrates horizontal exploration and vertical immersion as complementary information
activities. With the information flaneur we present an answer to our first research
question (Q1). The information flaneur is not a complete theory, but rather a vivid
model that can inform and inspire innovation in search interfaces. We proposed explorability as a principle for designing information-seeking interfaces that are more
amenable to the practices embodied by the information flaneur. We argued that interactive visualizations have the potential to make growing information spaces more
explorable by exposing diverse facets and relations. We raised the challenge arising
from the tension between abstraction and detail.

8.1.2 Potential of Visual Exploration
In contrast to the conceptual nature of the information flaneur, the second major contribution is empirical (Chapter 3). Following the implications from the information
flaneur, we studied visual exploration as a form of information seeking that utilizes visualizations to navigate an information space. To assess the potential of visual exploration, we carried out a large mixed-method Web study during which participants
used visualizations to explore blogs, and shared feedback about their experience.
The main contributions of this study are findings about the performance of a visual
exploration system and the reactions of information seekers—addressing our second
research question (Q2). Based on these findings, we highlighted the challenges of
making visual exploration interfaces responsive, flexible, suitable, and learnable—
all of which became important considerations for the subsequent design studies.
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8.1.3 Visual Exploration Systems for Growing Information Spaces
The implications from the information flaneur and the challenges identified through
the Web study guided the design studies introduced in Part II. The main contributions of the design studies relate to our third research question (Q3).
Integrating Explicit and Implicit Relationships
In the first design study, we introduced EdgeMaps, a new visualization technique that
integrates implicit data relations with explicit relations (Chapter 4). Implicit data
relations can be topical or temporal similarity, and explicit relations can be influence
links. The resulting visual representations convey the extent of influence across time
epochs and similarity maps. The interaction techniques allow the viewer to pivot
between individual nodes, such as philosophers, to explore their particular influence
networks. We provided a detailed discussion of the considerations that went into the
design of the visual representations and interaction techniques. We implemented
EdgeMaps as a Web-based system supporting the common use patterns of the Web.
Applying the system to three case studies—philosophers, painters, and musicians—
allowed us to highlight novel insights and uses.
Evolving Visualizations of Dynamic Information Streams
As part of the second design study, we introduced Visual Backchannel, a multi-faceted
interface that represents ongoing backchannel conversations using evolving visualizations (Chapter 5). With this design study we explored the representation and
exploration of a dynamically changing information space along three core facets:
topics, participants, and photos. The main contribution of Visual Backchannel is the
notion of evolving visualizations that integrate representations of current activity (as
decaying highlights and animated transitions) and recent development in dynamic
information streams. The design study was implemented as a fully functional, Webbased system that allowed for exploratory interaction along time, topics, people, and
search terms. We made the Visual Backchannel interface available during multiple
conferences and reported people’s reactions and suggestions.
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Zoomable Search Environment
The third design study was concerned with the scale differences between individual resources and an entire information collection (Chapter 6). With Fluid Views, we
introduced a zoomable search environment that integrates item details into abstract
overviews by combining search ranking with visualization. The Fluid Views interface presents search results spatially, with clickable access to details, while providing an overview of larger groupings. The interface features a subliminal underlying
layer that offers the spatial meaning for the items on top. The main contribution
of Fluid Views is the careful combination of semantic zooming, relevance ranking,
and visualization into a highly interactive search environment. We implemented the
Fluid Views concept for the Web using textual and visual resource collections that
can be explored using temporal, spatial, and content-defined base layers.

8.1.4 A Critical Approach to Information Visualization
In Chapter 7, we shifted the perspective and reflected upon the ability of information
visualization to influence, manipulate, and empower. Giving an answer to our last
research question (Q4), the primary contribution of that chapter was a principled
approach to questioning, discussing, and creating visualizations that are intended to
engage the viewer. Based on a survey of critical approaches in related domains, our
approach promotes four basic principles—transparency, plurality, contingency, and
empowerment—that can guide information visualization research and design. We
applied these principles as a critical lens to discuss our own design studies. As concrete steps towards a critical practice of information visualization, we have proposed
general strategies, implications for design, and research challenges.

8.2

Future Work

With the contributions presented in the previous chapters we have made considerable progress towards answering our research questions. However, the work presented in this dissertation also raises a range of questions, ideas, and challenges for
future work. These opportunities for research and design can be loosely grouped
into three general directions: studying visual exploration in context, improving visual exploration, and imagining the future of visual exploration.

8.2 Future Work
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8.2.1 Visual Exploration in Context
Studying Explorability. We proposed support for orientation, visual momentum,
and serendipity as important factors contributing to the explorability of a growing
information space. In this work, we designed visual representations and interaction
techniques towards explorability. Initial evidence from a Web study, deployments,
demonstrations, and expert interviews suggests initial accomplishments on this aspect. However, we have not carried out long-term evaluations in the context where
information seekers interact with growing information spaces. Besides the difficulty
of measuring the level of engagement, immersion, and discovery, the challenge is
to design and implement an exploration system that makes the visualizations learnable. Such long-term evaluations would require a range of study methods, a deeper
engagement with the participants, and a realistic setting with authentic problems
and tasks (Shneiderman and Plaisant, 2006).
Public Data and Civic Engagement. One of the settings where visualization is being used more is the realm of public data and civic engagement. In the name of
openness and transparency, governments and organizations publish more and more
data concerning a wide range of public issues. For example, data about air pollution,
poverty, and public spending can play a great role in public discourse and civic advocacy. How can visualizations help citizens make sense of public data, have their
voice heard, and partake in social innovation? It would be interesting to investigate
the potential of visual and interactive systems for public deliberation and decision
making. For example, it may be feasible to support citizens in following the issues
discussed in their particular neighbourhood, city, or country and provide avenues
for engaging in the discourse based on their interests. To examine the possibilities
for such public deliberation support, it would be beneficial to seek out collaborators
from urban studies and sociology, as well as advocacy groups.

8.2.2 Improving Visual Exploration
Complex, Evolving, and Zoomable. In each of the design studies, we focused on
one of the growth aspects. It would be an interesting design challenge to integrate
the representation of complex relationships of an evolving data set in a zoomable
search environment. How would the different design considerations that we pur-
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sued separately to address data complexity, dynamics, and scale coalesce in an integrated visual search and exploration system?
Scalability. The design studies developed representational and interactive methods to make sense of diverse relations, data dynamics, and scale differences. However, data growth also implies challenges typically associated with ‘big data,’ which
we have not tackled. How could we make the presented visualizations and systems
scale to the size of the Web? The challenge here is not solely one of computation, but
rather perception and interaction. What does it mean to visualize millions of photos
or billions of tweets? How does one meaningfully interact with so many resources?
Flexibility. As raised by the findings from the Web study, many participants preferred to choose the types of resources and facets for a given information need or
interest (see Section 3.8.2). The design studies presented visualizations that were
flexible in terms of the interaction techniques for exploring the underlying data, but
not in the choice of the datasets and dimensions. It is not trivial to develop visual
exploration systems that allow the information seeker to have more control of the
representations and interactivity to choose the aspects of interest.

8.2.3 Future of Visual Exploration
Viewers as Creators. As we mentioned in the critical discussion of the design studies, the presented visualizations are all ‘read-only’, in that they do not allow the
viewer to create their own visual representations or change the underlying data (see
Section 7.4). This framing of the viewer is not limited to the design studies we presented, but is often the case for information visualizations. The viewer is typically
seen as the recipient of a visualization. It would be interesting to expand visualization use from viewing and interaction to customization and creation. Currently, this
would require substantial expertise in visualization design and software development. However, by exposing visualization components as Lego pieces that can be
more easily mixed and matched, viewers would be able to conceive their own visualizations. The assumption here is that shifting the role of viewers more towards
visual creation and expression can improve their visual literacy and help them interpret and question visual representations.

8.3 Closing Remarks
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Visualization as Play. With the information flaneur we explored more positive notions of information practices based on pleasure and play (see Section 2.4.4). While
the design studies did not touch on the aspect of play in detail, it would be interesting to explore how game mechanics such as rules, goals, and challenges can drive
information exploration (Diakopoulos et al., 2011). Making sense of growing information spaces is not just a challenge of information overload, but also a great
opportunity to discover exciting and entertaining information resources. Rethinking visualization as play follows the notion of the information flaneur replacing the
overemphasis on informational deficiencies with a positive framing of the information seeker as an exploratory and curious wanderer of information landscapes. Taking this a few steps further, how could we design visual exploration systems that are
as playful and immersive as computer games?

8.3

Closing Remarks

As digital information is becoming an integral part of our cultural fabric, research
on how to access and represent it is becoming more important. This development is
a great opportunity to advance information technology to the benefit of humankind.
Similar to architecture that is situated at the confluence of art and engineering, building useful and usable interfaces requires cultural and technical considerations. The
research presented in this dissertation is situated at this interdisciplinary junction
that may be called information interaction. This includes conceiving, creating, evaluating, and conceptualizing new types of interfaces that support individuals and
groups in making sense of diverse data to make a difference in the world. Our work
on using visualization to search through growing information spaces is a small part
of this emerging research area, which portends many more interesting and promising endeavours for research, design, and engineering.
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